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Abstract

This thesis explores systems that exhibit strong coupling between an optical cavity
field and a many-particle system. To treat the drive and dissipative nature of the cavity on
the same footing as the dynamics of the many-particle system, we use a non-equilibrium
field theoretic approach.

The first system considered is an ultracold bosonic gas trapped inside a cavity. The
dispersive coupling between the cavity field and the atoms’ motion leads to the formation
of a polariton. We show how a modulation of the pump laser on the energy scale of
the transverse cavity mode splitting can be used to create effective interactions between
different cavity modes. This effective interaction results in the polariton acquiring a
multimode nature, exemplified by avoided crossings in the cavity spectrum. As the laser
power is increased, the polariton softens and at a critical power becomes unstable. This
instability signals the transition into a superradiant state.

If the multimode polariton contains a cavity mode with an effective negative detuning,
then the transition does not happen through a mode softening but at a finite frequency.
To investigate this, classical non-linear equations are constructed from the action and from
these we derive the critical couplings and frequencies. It is shown how the superradiant
transition happening at a finite frequency is a consequence of a competition between
the negatively and the positively detuned cavity modes making up the polariton. The
finite-frequency transition is found to be equivalent to a Hopf bifurcation and leads to the
emergence of limit cycles. Our analysis shows that the system can exhibit both bistabilities
and evolution constricted to a two-torus. We end the investigation by showing how
interactions among the atoms combined with the emerging limit cycle open new phonon
scattering channels.

The second system considered in the thesis is inspired by the recent experiments on
gated Transition-metal dichalcogenides (TMD) monolayers inside cavities. An exciton
within the TMD can couple strongly to the cavity and, due to the electronic gating, also
interact strongly with the conduction electrons. To treat the strong interactions of the
excitons with both cavity and electrons, we solve the coupled equations for the correlation
functions non-perturbatively within a ladder approximation. The strong interactions give
rise to new quasiparticles known as polaron-polaritons. By driving the system through
the cavity, we show how the competition between electron-induced momentum relaxation
and cavity loss leads to the accumulation of polaritons at a small but finite momentum,
which is accompanied by significant decrease of the polariton linewidth Due to the hybrid
nature of the polaron-polariton, we show that this behavior can by qualitatively modified

by changing the cavity detuning.
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Chapter 1
Introduction

Understanding the interaction between light and matter has led to a long list of techno-
logical advances. A few recent examples are LEDs which are high-efficiency light sources,
optical fibers, which allow high-speed information transfer, and solar cells, which makes it
possible to convert the light from the sun into electricity. One promising path to improve
our technology further is to exploit strong light-matter coupling on a quantum level, which
is the regime explored in this thesis.

The foundation for light-matter interaction on a quantum level is quantum electrody-
namics (QED) [1-7]. QED is a relativistic quantum theory, and its theoretical develop-
ment was a breakthrough that led to Tomonaga, Schwinger, and Feynman receiving the
Nobel prize in 1965. In QED, the electron is a freely moving particle that moves at such
speed that a relativistic description is necessary. In this thesis we consider systems at low
energy where the electron is not moving freely but confined inside matter, either by being
bound to an atom or embedded in a solid material. Due to the confinement and the low
energy, the electron moves much slower than the speed of light, and a relativistic theory
is no longer necessary.

Part of the success of QED is that the interaction strength between light and matter
is small, which allows for a perturbative treatment. To generate the strong light-matter
coupling we seek, one approach is to increase the intensity of the light field. Lasers are the
best example of tuneable and intense light which creates a strong field at a well-defined
frequency and position. The laser makes it possible to probe the low energy excitations
around the ground state [8]. With slightly higher intensities and shorter laser pulses it
is possible go beyond probing and use the laser to switch between different meta-stable
states of the quantum material and trigger non-equilibrium phase transitions [9,10]. The
high level of control over the laser even makes it possible to change properties of the
phases. One example is that by tuning the laser to excite specific phonon modes in

Fullerenes a similar response as superconductivity was found but at five times the critical
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temperature [11].

The high intensity of the laser makes quantum fluctuations negligible, so that the
field is essentially a classical electromagnetic field. Another approach to strong coupling
between light and matter is to confine the light within a small volume using an optical
cavity. The effect of confining the light is that the field is quantized, and more importantly,
a strong coupling between a single light quantum, a photon, and the quantum material can
be achieved [12-15]. The coupling arises as a photon is absorbed by a mode in the material
that possesses a dipole momentum, transferring the material to an excited state. Strong
coupling between a cavity photon and quantum emitters is the foundation for cavity
QED, for which Haroche was awarded the Nobel prize in 2012 [16]. The regime of strong
coupling between a photon and a single emitter was first studied in the highly celebrated
Jaynes-Cummings model [17], and its predictions have been experimentally verified [18-
21]. Experimentally this strong coupling regime has been made more accessible as a result
of the advances in engineering high-quality cavities [22,23].

In the strong coupling regime the energy is coherently transferred between the mate-
rial and the the cavity field. The coherent exchange of energy means that the system’s
quantum state is partly photonic and partly matter. This quantum superposition of light
and matter is known as a polariton. While the concept was first considered as a super-
position between a photon and an atomic excitation the polariton concept has a much
broader scope as it applies to any system where photons are strongly coupled to a matter
excitation. The diversity within the polariton concept is exemplified by more than 70
different polaritons having been proposed so far [24]. The matter part of the polaritons
range from a single electronic transition like in the Jaynes-Cummings model to collective
modes of solid state materials [25,26].

Polaritons are interesting because of the fundamentally different nature of photons
and matter. Photons are fast and only interact weakly with each other, making them
ideal information carriers. They are promising candidates for realizing intriguing new
technologies such as quantum computers [27,28], or a quantum internet [29]. However,
these technologies hinge on manipulating the photon state and implementing photon-
photon interactions in order to perform quantum information processing. In particular
these interactions need to strong on the single-photon level.

In turn, effective photon-photon interactions can only be mediated by matter, and
thus rely on the formation of polaritons [30]. This is the basis not only for light-based
quantum information processing but also for the whole field of quantum nonlinear optics.
Progress in this direction has been made also in solid state systems, where both strong
effective interactions [31] and highly controllable photon state preparation [32] have been

experimentally demonstrated.



Polaritons have a wide range of technological applications, but due to their variety,
they also require a broad spectrum of different theoretical techniques to be described. The
polaritons which will be considered in this thesis are formed within quantum correlated
matter. Besides accounting for the correlations within the matter it is also necessary to
account for the fact that light confinement is never perfect, which means that photons
can be lost. To overcome the cavity loss, the system has to be driven externally and is
no longer in thermal equilibrium. Strong correlations within the many-body system is
native to condensed matter physics whereas the driven-dissipative nature of the cavity
is well described known in quantum optics. A framework that allows us to merge these
two fields is non-equilibrium field theory. This framework makes it possible to treat
the driven-dissipative nature of the polariton together with the interactions within the
matter. In chapter 2 we lay the theoretical foundation for the thesis by explaining the
construction of the non-equilibrium field theory and how one can use it to derive different
approximations.

Using the framework of non-equilibrium field theory, we explore two different driven
and dissipative polariton systems with the common feature that both matter components
have a macroscopic number of particles. In chapter 3 we investigate an ultracold gas inside
a cavity driven by a time-periodic laser. The matter component of the polariton is the
motion of the atoms, and we show how the atom cloud, driven by a modulated laser, gives
rise to effective interactions between the cavity modes resulting in a polariton composed
of multiple cavity modes. The interactions between multimode polaritons give rise to an
intriguing phase diagram containing symmetry-broken phases with order parameters that
oscillate in time. In chapter 4 we use the insight generated in chapter 3 to construct
a minimal model. With this model, we derive the classical equations that govern the
broken symmetry phase and find that the multimode nature of the polariton gives rise
to different types of polaritonic limit cycles. Both of these chapters mainly investigate
the polariton from the perspective of quantum optics, focusing on how the matter degree
of freedom mediates effective interactions between the different modes of the cavity field.
In chapter 5, we consider a different type of polariton where the matter component is an
exciton interacting strongly with electrons within a two-dimensional semiconductor. The
strong interactions between the excitons and electrons lead to quasiparticles known as
polarons, and the polaritons emerging from coupling to the cavity are polaron-polaritons.
The strong coupling between excitons and electrons requires a fully non-perturbative
theoretical approach. We develop a new numerical method for solving self-consistent
Dyson equations on the real-time contour defined in chapter 2 and show how the properties
of the polaron-polariton can be understood through an intricate interplay between the

driven-dissipative nature of the cavity and the many-body nature arising from exciton-
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electron scattering.



Chapter 2
Non-equilibrium field theory

This chapter will describe the structure of non-relativistic quantum field theory for non-
equilibrium systems, which we will use to describe the low-energy systems throughout
this thesis.

The focus of this chapter is on how to construct a non-equilibrium field theory and
what properties it has. This theory will be the basis for all calculations in this thesis
and we, therefore, emphasize its relation to physical observables and how these can be
computed. To facilitate this, many details will be skipped, and for those, the interested
reader is referred to [33-36].

In section 2.1 we will give a very brief overview of the main elements of quantum me-
chanics, but for a more comprehensive description, the reader is referred to any textbook
on the topic, for example [37,38]. With the quantum dynamical equations established, we
seek a method that makes it possible to compute correlation functions without having to
solve the full many-body problem. The first step is establishing the proper time contour
in section 2.2, consisting of a forward and a backward propagating branch. The contour
gives us a convenient way of time-evolving quantum-mechanical expectation values. In
section 2.3, this time contour is used to construct a field theoretic formulation of these
expectation values for a free theory. The free theory is non-trivial to construct because the
non-equilibrium nature of the systems leads to correlations between forward and backward
time propagation. With these correlations incorporated in the free theory, we discuss in
section 2.4 how to include interactions in a many-particle system. Specifically we focus
on two different methods to compute the expectation values from the action of the field
theory. One method is to derive the classical equation and the other is through Feynman
diagrams. Having discussed the equation of motion for interacting systems, sections 2.5
and 2.6 are dedicated to the physical content of the correlations functions in the quantum
field theory. We will see that the non-equilibrium nature can give rise to a substantial

number of different Feynman diagrams, and in section 2.7 we introduce an algorithm for
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sorting and eliminating redundant diagrams. Finally, we consider a specific situation of a
system coupled to an environment in section 2.8. We show how the coupling gives rise to
an effective description of the system’s degrees of freedom and relate it to the standard

open quantum systems approaches.

2.1 Quantum mechanics

For a closed quantum system, the first postulate of quantum mechanics is that physical
states are described by state vectors |¢(t)), which are vectors in a Hilbert space. The

evolution of a state is governed by the Schrodinger equation [38]

d
i V() = H{O) [9(2)), (2.1)

where we are working in units where A = 1. This will be done throughout the thesis.
The Hamiltonian operator H(¢) is a Hermitian operator, meaning that H(t) = H(t)T,

where the dagger is the conjugation and transposition operation. Given an initial state

of the system, [¢)(t)), one can formally solve this differential equation with the time

evolution operator [37]

[9(t)) = Ult, to) (L)) - (2.2)
The time evolution operator must satisfy the differential equation
d .

with the initial condition U(to,to) = 1. As a direct consequence of the Hermitian Hamil-
tonian, one finds U to be unitary such that UU' = 1, where 1 is the identity operator.

Formally U can be written as

Ut to) = T exp (—@' /t: H(t’)dt’) , (2.4)

where 7T is known as the time-ordering operator. It orders operator products such that
operators at earlier times are to the right of operators at a later time [39]. Using eq. (2.4)
to evolve the system directly is only possible for systems that can be exactly diagonalized.
This is not generally the case for systems with many degrees of freedom, which makes
it necessary to look for alternative ways of acquiring information about the interacting

system. A feature of U that proves useful is that it has the semigroup property [40]

Ul(ta, to) = Ulta, t1)U(t1, %0), (2.5)
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such that it is possible to split the entire time evolution into many small steps.

The system’s state at time ¢ is fully described by |¢(t)). However, it does not directly
contain information about a specific experimental measurement outcome. The second
postulate of quantum mechanics states that physical observables are governed by Her-
mitian operators. Therefore, the state vector and the appropriate Hermitian operator
A describing the observable must be known to predict a measurement outcome. The
quantum states are probabilistic in nature, and repeating the same measurement process
on identically prepared systems does not generally lead to identical outcomes. Instead,
predictions can only be made about the average result after many measurements. A
measurement result can be predicted by computing the expectation value of A and is

computed by taking the inner product with the state vector

(@) = @O A1) - (2.6)

Besides the inherently probabilistic nature of quantum mechanics, a classical prob-
abilistic effect can also arise due to incomplete knowledge of the system. Incomplete
knowledge means that the system can be in different states with different probabilities.
In this case, there are no quantum correlations between the two states. To describe both
quantum correlations and classical probability effects simultaneously, one can define the

density matrix

p=">Pnlthn) (tnl, (2.7)

where p,, is the classical probability of being in state |¢,,). The general properties defining
p are that it is Hermitian, positive and normalized. To satisfy these conditions, all eigen-
values of p must be real, greater than or equal to 0, and sum up to 1. These properties
allow us to interpret the eigenvalues of the density matrix as the probabilities for the
different eigenstates. Computing the expectation value of an observable is done by taking

the trace

(A)(E) =Y palt) (al Alin) = Tr (Ap(t)). (2.8)

The time evolution of the density matrix follows from the Schrodinger equation eq. (2.1)

such that its evolution is governed by

d . . .
S plt) = ~iH(1)o(t) + i) H (1) = ~i (D) p(0)] (2.9
where [-,-]_ is the commutator. This equation is known as the Von Neumann equation.

Knowing the initial condition p(tg) of the system, eq. (2.9) is again solved by the time
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P + branch
< [ ) to
B U - |
" -branch

Figure 2.1: The closed time contour used to describe the partition function. The blue
line s the contour along which the initial state evolves. It can be considered as two
different branches defined by the direction of propagation. The + branch propagates the
system forward in time while the — branch propagates backward in time. Notice that the
orientation of the time axis is chosen to align with the direction in the partition function
eq. (2.11).

evolution operator eq. (2.4)

p(t) = Ut to)p(to)U' (¢, o). (2.10)

All information about the quantum system is encoded in the density matrix. However,
even storing the full density matrix becomes intractable with growing system size. There-
fore, finding a solution for the full density matrix for all times for a general, interacting
many-body system is, in all but a few cases impossible, and approximations are needed to
make further progress. One widely used approach considers the entire system split into
two parts: an environment and a subsystem with a small number of degrees of freedom.
By enforcing different approximations on the environment and its interaction with the
subsystem, an equation of motion for only the subsystem can be constructed [40]. The
resulting equations can then be solved using methods like exact diagonalization or tensor
network methods [41-44]. These approaches a limited in the size of the subsystem Hilbert
space and the range of the quantum correlations.

Instead of decreasing the effective system size, we will follow a different path. As
computing the full density matrix is not tractable, we will focus on computing only spe-
cific observables, which can be done efficiently even in the thermodynamic limit. These

methods are thus well suited for considering collective macroscopic phenomena.

2.2 The time contour

As seen from eq. (2.8), a given expectation value is computed by tracing over the density
matrix and the observable. With this in mind, the natural starting point is to define a

partition function through the trace of the density matrix

Z ="Tr[p(t)] = Tr [UT(t, to)U(t, to)po] - (2.11)
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The first property of the partition function is that it directly corresponds to the nor-
malization of the density matrix and, therefore, must always equal one. We have seen
that U is time-ordered, which in turn means that UT is anti-time-ordered. To handle this
correctly, one can use the time contour sketched in fig. 2.1 and evolve the density matrix
around this contour [45,46]. Starting on the upper branch at the initial time t,, the state
is evolved forward using U (¢, tp) until the final time is reached. The system is then evolved
backward with U'. Because the direction of propagation is reversed, anti-time ordering
is guaranteed by construction.

Consider the specific case, where at some initial time far back in the past, the system
was in a simple non-interacting thermal state. Formally, this is done by letting pg be a
thermal state and taking t, = —oo. This corresponds to adiabatically turning interactions
on and off along the forward and backward contour, respectively. The contour can also be
extended into the future using U (0o, t)U(0o,t) = 1. Tt is worth mentioning that instead
of the adiabatic onset of interactions, one can append an imaginary time evolution to the
contour [47]. This can be useful if one considers dynamics, but arbitrary initial states can
also be constructed without the imaginary time addition.

We will now develop a field theory that allows us to compute correlation functions
based on the t(tg) — (—)oo version of the contour in fig. 2.1. The correlations functions

we consider will be of the two-point type meaning that they will be of the form
(A(t)B(t)) = Tr (AU(t, t')BU(t, to) poU" (t, to)UT (', 1)) . (2.12)

One can derive the same equations of motion for the correlation functions by using
an analytic continuation to put the correlation functions on the contour directly [48-50].
Which approach one uses to derive the equations for the correlation functions is mainly
a matter of preference. The action approach is convenient for our calculations because it
makes it straightforward to derive classical equations and trace out different parts of the

system.

2.2.1 Evolution along the contour

For the field theory approach, we exploit the previously mentioned semigroup property
of the evolution operator in eq. (2.5). This property can be used to slice each branch of
the time contour into N small pieces. The full evolution operator is then partitioned into

evolutions over each of these small intervals

Ut to) = [ ] U(nA Yo, (n— 1A + to>, A = (t —t)/N, (2.13)
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where A is the length of each time slice. At this point, each evolution operator is still
a complicated object which includes the time-ordering operator. However, for a large
number of slices, each time interval becomes sufficiently small such that the Hamiltonian
effectively does not change during the course of one interval, and consequently, both
the time-ordering and the integral in eq. (2.4) become trivial. The simplified evolution

operator then describes evolution over one small time step
U((n +1)A + to,nA + to) = exp ( —iAH(nA + t0)>, (2.14)
under the constraint that A is small enough such that
H(nA+t)zH((n+1)A+t>, vt (2.15)

Even though the evolution operator has been simplified to a product of operator exponen-
tials, it is still necessary to diagonalize the Hamiltonian for all times to find the spectral
representation of the exponential operators. Alternatively, one can use the smallness of

A to expand the evolution operator in eq. (2.14)
UnA +to, (n — 1A +t5) =1 —iAH(nA + to) + O(A?). (2.16)

This expansion is often used in digital quantum simulators [51] and is known as a Trot-
ter decomposition [52,53]. The leading-order term is of O(1) because the full evolution
contains N factors of evolution operators, which exactly cancels the factor of 1/N con-
tained in A. The higher-order terms scale inversely with /N such that, in the limit where
N — o0, only keeping up to first order in A becomes exact.

The evolution of the density matrix has been split into small tractable steps. Because
quantum mechanics is not deterministic, the system can be in different possible states
at each step, and the system can evolve along all possible paths simultaneously. This
idea is explicitly implemented in the contour by inserting identities between each time
slice. Such an approach to quantum mechanics was pioneered by Feynman and is referred
to as the Feynman path integral approach to quantum mechanics [54]. Feynman’s path
integral was originally described in the position and momentum basis analogously to the
classical action in Lagrangian mechanics. While this works well for single particles or even
bosonic systems, it is not suitable for most many-body electronic systems because they
obey fermionic statistics. Instead of working with position and momentum operators, one
can directly incorporate the statistics of the constituents (fermionic or bosonic) into the
basis by working in second quantization [39]. In brief, the idea is to describe the system’s

state by the number of excitations it contains. These excitations are identified by different



The time contour 11

degrees of freedom (momentum, spin, site, electromagnetic mode, etc.). One can define
operators that create (annihilate) an excitation in a specific state, and these operators
satisfy either bosonic or fermionic statistics.

One can add an infinite number of excitations into a specific bosonic mode, while
fermions obey the Pauli exclusion principle and can only contain zero or one excitation.

For bosons, the operators are defined through their commutation relations

(b4, 5] = 6k, [b,(:), bgﬂ} —0, (2.17)
where the annihilation operator (b;) removes an excitation from a mode defined by its
quantum number k. Note that this can be a composite number corresponding to a com-
bination of several degrees of freedom. For fermions, the exclusion principle is ensured by
having the operators defined through the anti-commutator

ek, cflh = Ok.q [c,(j), c((f)]+ =0, (2.18)
which is defined as [A, B], = AB + BA.

Any physical operator can be expressed through the annihilation and creation op-
erators, the simplest example being the number operator alak = ng, which counts the
number of excitations in the k’th state. Even though the annihilation operator is non-
Hermitian, the right eigenstate of this operator can still be defined. This state is known as
the coherent state, and its defining feature is that it is unchanged by having an excitation
removed from it.

For a compact representation, it is convenient to work with the unnormalized coherent

states [34], which for a single bosonic mode takes the form

blo) = olo), o) =e |0). (2.19)

Because of the non-Hermiticity of b, the eigenvalues ¢ are not real but complex numbers.
The non-Hermitian nature of the coherent state also means that the overlap between

different coherent states belonging to the same mode is not orthogonal

010 = 30 T ooty oy = 3 P e (220

m,n n

The coherent states thus constitute an over-complete basis. To account for this over-

counting, the appropriate identity relation includes a correction factor

1= / 43, 6le™" 1) (9 (2.21)
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Here the integral measure is to be understood as d (Re ¢) d (Im ¢) /7 such that the inte-
gral’s domain is the entire complex plane. From this identity resolution, the trace of any

operator can be computed in the coherent state basis as

10(0] = [ dlG.6le™ (6] O l). 222

To define the coherent states for a fermionic operator, one has to use the algebra of
anti-commuting numbers to ensure the anti-commutation relations are fulfilled. These
numbers are known as Grassmann numbers (or the exterior algebra) [33,34,55] and using

them, the coherent state for a single fermionic mode is

W) = 10) — ¢ [1) = (1 —cl) = e |0), (2.23)

where 1) is a Grassmann number. The overlaps appear identical to the bosonic coherent
states in eq. (2.20) with the complex numbers replaced by Grassmann numbers. Compared
to the bosonic case, one important difference is that the numbers v and 1) are unrelated.
This means that the identity

1= / A, e~ 1) (W], (2.24)

can not be written with an absolute value, and the measure is to be understood simply
as di di). Lastly, due to their anti-commuting nature, one finds that the trace acquires a

change of sign
11(0) = [ dlgvle ™ (9]0 |-v). (2.25)

As we will be deriving the formalism simultaneously for bosons and fermions, we will
denote the coherent state as |¢) for both bosons and fermions. The difference between
the two will lead to sign-changes due to the anti-commutation relations. We will follow
the notation that whenever two different signs are written, the upper one is for bosons,
and the lower one is for fermions. Initially, we focus on the simple case of a single mode
to showcase the main structure of the action. As we progress, more degrees of freedom

will be added, and it will be clear that they are generally straightforward to include.

2.3 The free action and propagators

Having defined a contour and a suitable basis, we are now ready to construct the action

for the theory. After the partition function in eq. (2.11) is placed on the contour and
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coherent state identities have been inserted between the time slices, it takes the form

/(Hd ¢] 07 e |¢f|2¢j_l2>

X (&7 | U—alto) |3 ) - (S| U-altn-1) [on) (on| L [0X)
X Qx| Uraltna) |68 1) (68 4] - |o1) (6] | po |21 ) -

(2.26)

The trace leads to the two boundary fields (¢;) being identical, apart from a sign de-
pending on whether the system is bosonic or fermionic, according to the trace formulas

in the previous section. The sliced evolution operator from eq. (2.16) is
Ultnir,tn) =1 —iAH(t,) = Upa(tn), (2.27)

were t, = nA + ty. The contour is closed by the identity (as a jump from one branch
to the other requires no evolution along the time axes) and by the initial state. These
end overlaps lead to correlations between the + and — fields and are important as they
preserve the normalization of the density matrix. So even though they only account for
four of the infinitely many points on the contour, it is essential to include them in the
construction.

To evaluate the overlaps, one can always write H with all annihilation operators to the
right of the creation operators, a form known as the normal-ordered form of H. Evaluating
overlaps of normal ordered operators is particularly simple, as each annihilation/creation
operator in the overlap, due to the definition of the coherent states, is just replaced by
the complex/Grassmann number defining the coherent state. The form of one overlap in

eq. (2.26) is then given as

(03] Usa(t) [0321) = (65105 (15 8 HGE 0200
(2.28)

~ exp (¢i¢riﬂ:l + ZAH( nzplat ))
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With these overlaps, the partition function can be written as

/(Hd Jalé;, o7 ])

e Ph — P -
X exp [zZAG(ﬁ:{%_H( ns Pt tn) (2.29)
— (beb_ A(Zﬁn ! +H(¢n 17¢n7t )):|

x exp (107 ¢ +idy o7 — idnok) (o7 | po|£e7) -

The goal is to write Z in a continuum form, i.e.

- [ Dlé= 6 exp i) (2:30)

where § is called the action and is a functional of the coherent fields in the limit of
A — 0. The first exponential, containing the sum over n, can directly be written in such

a continuum form where

s = [ (¢+<t>z’at¢+<t> CHEG(1). 67 (). 1)
(2.31)

G ()it (1) — H(G (1), 6 (1) t>).

Because the boundary overlaps in the last line of eq. (2.29) can not be included in this
form, it can not preserve the normalization of the partition function.

To find a self-contained continuum action, we first consider the simple case of a free
theory with an initial thermal state. In this case, both the Hamiltonian part and the
expectation value of the initial state are quadratic in the fields. The theory can be solved
exactly as all correlation functions are derivable from the two-point functions. The two-
point correlation functions are often referred to as the Greens functions or the propagators
of the theory. They are defined through

Gt 1) = (¢*(t)o" (')

g T8 . (2.32)
= [ Dlg™, ¢7]¢"()¢"(t') exp (iS) ,

with a, 8 € {4, —} and S now being the action, that does contain the contour coupling
which we seek to find. If a free theory is considered, then S is quadratic, and the Gaussian
functional integral has a closed form solution. The full discrete action can then be written

as a matrix from which the discrete propagators can be computed. Afterward, this can be
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promoted to a continuum theory by taking the limit A — 0. This is done in appendix A

where we show that if one rotates the fields on the contour into a mixed basis through

¢c B i 1 1 ¢+
(o) = )E)

then the correlations of the contour endpoints in eq. (2.29), can be included in the

the transformation

quadratic part of the action. The field ¢¢ is referred to as the classical field, ¢? as
the quantum field, and the rotation in eq. (2.33) is known as the Keldysh rotation. The
rotated fields will be referred to as the Keldysh basis, while the original fields on the +
branches will be referred to as the + basis.

For bosons, ¢ and ¢ are related by complex conjugation, which forces the bar fields to
be transformed by the complex conjugate version of eq. (2.33) which has the same form.
As this is not the case for the fermionic fields, one can choose a different transformation
for the bar fields [33]. Whenever we work with fermions, they will also interact with
bosonic particles; therefore, it is convenient to use the same contour transformation for
all kinds of particles such that the action always takes the same form. Note that the name
classical and quantum fields are meaningless for fermions as they have no classical analog.

Using the rotation in eq. (2.33), it is shown in appendix A that the continuum action
for the free theory takes the form (see eq. (A.37))

S = / de da’ (?C(x)> ( ! (GA)I(x’x/)) <¢c(x/)>, (2.34)
¢?(z) (G x,2")  PR(x,2") ¢?(')

The two-point propagators related to these new fields are
(2.35)

The three different types of propagators are known as the retarded (R), the advanced
(A), and the Keldysh (K) propagator.

The retarded and advanced elements appearing in the action in eq. (2.34) is directly
related to the retarded and advanced propagators through an inversion, while the Keldysh

propagator is defined by the element PX in eq. (2.34)

GE(z,2') = =GR(z,y)P5 (y, 2) G (2, 2), (2.36)



16 Non-equilibrium field theory

where the repeated arguments are contracted over. For the free theory, PX = B is an
element with infinitesimal weight as shown in eq. (A.41).

While the elements in eq. (2.34) are changed by interaction, eq. (2.35) can be taken as
the definition of the propagators and is completely general also for interacting systems.
Even though we do not yet know how to construct the action for an interacting system,
eq. (2.35) gives rise to some general defining properties of the propagators. For the case of
the retarded propagator, its definition is related to the expectation values of the creation
and annihilation operators, introduced in eq. (2.19), which can be seen by undoing the
Keldysh rotation

Gf(@,a) = =i(¢"(a), &'(2"))
L @)+ 8 @)+ (@) — )
= 2 (o)l @) - (T-a()al @) + {[ale).a'@)].))

i J{a(@)al (2)) F (a¥(a)a(2)) + (a(2)a’(") F (al ()a(x)), t>¥
2 | el (@)a@)) = (a(z)al (@) + (a(@)al (@) F (af(@)a(x)), <t

= —it(t — ) (Ja(x). a'(@")],.)

(2.37)

where 7 is the time-ordering operator discussed in eq. (2.4) and 7_ is the anti-time-

ordering operator. Rotating G4 and G¥ into the + basis leads to

GA(z,2') = i0(t' — t) <[a(x), aT(x')}¢> ,

(2.38)
GX(z,2") = —i < [a(x), aT(a:’)h> .
This gives the propagators the properties
GA(x,2) = (GR(L:E'))T, GX(z,2') = — (GK(x,x'))T. (2.39)

These relations are often referred to as the causal structure of the propagators. For equal

times they lead to the generic relation
6" ti0.0) + Gt ta,) = ~0(0) ([att. )’ )

~{[alt, ), ', a')}¢>) ~0.

(2.40)

Due to the (anti-)commutation relations, the difference between the two propagators must
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satisfy
GR(t,t;a,d)) — GA(t, t; o, 0f) = —if(0) ( < [a(t, ), al(t, O‘/)}¥>

(2.41)
+ <[a(t,a),aT(t,o¢’)}¢>) = —i0p -

2.4 Beyond the free theory

We have derived some general properties of the two-point propagators but have only
shown how to construct the action for a Gaussian theory. We have discussed how the
coupling between the two branches of the contour that arise from the thermal initial state
and the trace can be included in the bare propagators.

To take advantage of the non-interacting structure, the Hamiltonian is split into a

quadratic part (Hp) and a non-quadratic part (Hy)
H=Hy+ H; (2.42)

This Hamiltonian is put on the contour in fig. 2.1 using the action in eq. (2.31), sim-
ply by normal ordering it and replacing creation and annihilation operators by com-
plex/Grassmann fields. The non-interacting (quadratic) part immediately gives rise to

the bare propagators

(G§) M (w,2) = d(x — a) (iat - HO(‘Z(é >) ;zc(g)’ x)) . (2.43)

The interactions, which are not included in the bare propagator, are then rotated into
the Keldysh basis. In this thesis, two approaches will be used to compute the propaga-
tors, either construct an effective theory for the propagators or derive a set of classical

equations.

2.4.1 Classical equations of motion

For bosonic fields, one can derive classical equations of motion directly from the action.
The action is a functional that takes a specific space-time configuration as an argument
and outputs a number with the dimension of energy x time. This number is related to
how a trajectory/path has changed over time. In a quantum system, all possible paths are
followed simultaneously, which is why the partition function is a functional integral over
all possible field configurations, weighted by the exponential of the action. A classical

system can only take one specific path and follows the one along which the action is
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stationary [56]. By requiring that the variation of action vanishes, four different types of
equations emerge

0S[¢% ¢ _  oSle% et _ o OSlen et _ o 8SIe% e _ (2.44)

6¢°(t) doe(t) 6¢1(t) 3 (t)
A crucial feature of the Keldysh action is that the action always has to be at least linear
in the quantum fields. This is necessary for the normalization of the density matrix to
be preserved and means that S [¢¢, ¢? = 0] = 0. The equations originating from taking
functional derivatives with respect to the classical fields are, therefore, always solved by

¢? = ¢? = 0. The classical equations are then given by only two types of equations

0S 0S
=0, —— = 0. (2.45)
5¢q(t) PI=¢p1=0 5¢q(t) PI=¢1=0
The physical interpretation of the non-trivial solutions ® to these equations is that the

field has obtained a finite coherent occupation value. When a bosonic state described by

annihilation operator, a acquires a high occupation N > 1 in a coherent state, then

(¢laa’ |9) = (¢]ala|g) + (¢ld) = (d]¢) N + (¢]9), (2.46)

and it becomes a good approximation to assume that commutator vanishes such that

(¢laa’|9) = (d|a'alg). (2.47)

Due to Pauli’s exclusion principle, a fermionic coherent state can not contain more than
one fermion, and there is no limit in which the anti-commutation can be ignored. Conse-
quently, the classical approach can not be used directly for fermions. It is, however, useful
for fermionic systems because a bosonic quasiparticle can arise joining an even number
of fermions, an example being that of a Cooper pair [57]. A composite bosonic particle
emerges at a phase transition, where the composite bosonic mode acquires a finite oc-
cupation once the phase transition is crossed. The occupation of this mode is the order
parameter describing the phase, and one can derive a classical equation for this order
parameter. The critical point of the phase transition occurs when the solution has a finite
value of the order parameter.

Using the action as a starting point does not just give a rigorous way to derive a
classical theory but also allows one to derive semiclassical equations in different ways.
By including fluctuations around the initial state, one can derive the Truncated Wigner
approximation [58]. Another example is that the inclusion of dissipation directly leads

to semiclassical equations that are stochastic equations of the Langevin form [59], which
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will be shown in chapter 4.

2.4.2 Self-energies and Feynman diagrams

One is enforcing multiple approximations using the saddle-point approximation to derive
the classical equations. It is assumed that the system has a classical limit, that the quan-
tum fluctuations are negligible, and that the expectation values of a product of operators
are equivalent to the product of their individual expectation values. As mentioned, one
can improve the classical equations by relaxing some assumptions, but it will never be
ideal for a generic interacting quantum system. Furthermore, the classical equations can
not capture interaction-induced perturbations to the spectrum of fermionic particles.
Instead of relying on a variation of the action, one can derive equations for the retarded
and Keldysh propagator. To this extent, we assume that an expansion around the free

theory converges and writes the full propagator as
6" (o) = (@ (@) @) = [ D07 07 (@) (e
~ 00 S
- [pleware) s Bl

n=0

(2.48)

where the exponential containing the interaction is written as a power series. The straight-
forward approach of truncating the sum at a specific order is problematic because the
higher order terms can dominate as the number of new terms can increase faster than
1/n! [34]. To overcome this problem, it is necessary to go to infinite order in n. For the
retarded propagator, this resummation was first discussed by Dyson [7] and generalized
by Schwinger [60]. The idea is to define a specific element known as the self-energy . The
self-energy is derived from the interaction, such that the series expansion of the retarded

full propagator, from eq. (2.48) with a = ¢ and = ¢, can be written as

G (x,2') = Gy'(x,2") + Gg' (2, 9) 5" (y, 2) Gy (2, 2)

(2.49)
+ GE (e, y) 2 (1, y2) G (Y2, y3) S (3, ya) G (ya, 2') + ...

The factor of G(z,y)X%(y, z) can be taken out from all the terms containing the self-

energy
G(z,2") = Gy (x,2) + G (2, y) 2 (y, 2)

(2.50)
x (G (z,2") + G (z, 1)y, 2') + ...) .

The last factor corresponds to the full propagator in eq. (2.50), such that we can write

GR(z,2") = G¥(z,2") + Gl (2, )2  (y, 2)GF(2,2). (2.51)
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Figure 2.2: The graphical representation of the Dyson equation for the retarded propagator
in eq. (2.53). Dashed lines represent a quantum field, and solid lines a classical field. The
thin lines are the bare propagators, while the thick lines are the full propagator. The
arrow points away from particle creation and towards particle annihilation. The LHS
reads: create a particle in a quantum field at x’' and remove a particle in a classical field
at x.

To make progress, one can contract eq. (2.51) with the inverse bare propagator from the

left and gather the terms involving the full propagator
<(Gé%)7l (2", ) — 272", a:)) Gz, 2') = 6(2" — o). (2.52)

Applying the inverse of the left factor, the full propagator is found by inverting the

difference between the bare propagator and the self-energy

1

GR(x,2") = ((G(If)_l — ZR>_ (z,2"). (2.53)

This equation will be referred to as the Dyson equation for the retarded propagator. For
a non-equilibrium theory, the action acquires a matrix structure. Due to causality, the
inversion of the retarded and advanced propagators follow by the inversion of a single
element in the action. However, the matrix structure leads to an additional coupled
equation for the Keldysh propagator, which is in general independent from the retarded
and advanced propagators. For the Keldysh component in the action, the resummation

leads to a change of PX
PX(z,2") = 20" Fy(x,2') — ©5(x,2"), (2.54)

where 07 is a positive infinitesimal and Fj is related to the initial state eq. (A.40). Assoon
as a finite self-energy contribution is added, one can neglect the infinitesimal contribution
from the free theory. An important feature of the self-energy is that it satisfies the
same causality as the propagators such that L = (Z“‘)T and 2K = — (ZK)T, which is
essential because any allowed form of the self-energy must preserve the causality of the
propagators [33].

To construct the self-energy, it proves advantageous to introduce a graphical repre-
sentation of the equations. This provides a clear physical interpretation of the processes
included in the self-energy and can make the calculation more transparent, as identifying

the multiplicity of corresponding diagrams is typically easier than identifying equivalent
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Figure 2.3: Four of the eight vertices generated by the interactions in eq. (2.56). The
wavy line represents the ¢, fields, and the straight lines are the ¢, fields. The remaining
four diagrams correspond to the ones shown here with all the arrows flipped. Similarly to
fig. 2.2, the dashed lines represent quantum fields while the solid lines represent classical

fields.

terms in a complicated sum. The full retarded propagator is shown in its graphical repre-
sentation in fig. 2.2. The construction of the self-energy is initiated by defining a vertex

for each term in S;. For example consider a system described by the Hamiltonian
H = wpb'b + wa'a + b'b(ga + ga'), (2.55)

where b(b") and a(a') are bosonic annihilation(creation) operators and wy, (w,) is the
energy required to create a single excitation in the b (a) mode. The coupling ¢ is a

constant. The interacting part of the action is

_ _ T
1 Dyby + D% P
Sp=—— [dtg| "~ ’ +He, 2.56

! V2 g(cbi(bi + ¢Z¢Z> (9253) ’ (250

where T' denotes transposition. For this interaction, one can write down eight different
vertices, four for the term written in eq. (2.56) and four for its Hermitian conjugate that
are also implicitly written in eq. (2.56). The first four are drawn in fig. 2.3. To build the
self-energy, one has to go to a specific order in the interaction. This means constructing
all diagrams which include a specific number of vertices.

The self-energy always has two external legs, and in the non-equilibrium formalism,
the type of leg (quantum or classical) determines which of the three blocks of the action

the self-energy belongs to. In the Keldysh basis, the self-energy is written as

5= (EOR ;‘2) (2.57)

To find ¥F, the left external leg has to be a classical field, and the right external leg has
to be a quantum field. For ¥%, both external legs have to be quantum fields.

Considering an interaction where all vertices have N legs and to order n in the inter-



22 Non-equilibrium field theory
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Figure 2.4: The diagrams contributing to the retarded self-energy for a-fields with the in-
teraction in eq. (2.56) when two vertices are considered. The wavy ¢,-fields can propagate
in both directions, and both have been included here inside a parenthesis. Both the a) line
and the b) line, therefore, consists of a sum of four diagrams. The ¢, field connects to a
vertez indicated as a black dot. The diagram in a) consists of disconnected diagrams, and
the x indicates a product. The disconnected diagrams are only evaluated at the diagonals,
while the diagram in b) is of the particle-hole type and depends on the non-diagonal part
of the propagators of the b-fields.

action, the two external legs are constrained, meaning that there are nN — 2 free legs left.
These should be connected in all possible ways. Each time two legs are connected, this can
be identified as a specific propagator. As an example consider the three-legged vertices
in fig. 2.3 and consider n = 2. The retarded diagrams for the a-field are constructed with
two vertices. As the left external leg has to be a classical a-field, the first vertex has to be
one of the last two shown in fig. 2.3. The right external leg must be a quantum field and
can be the conjugate of either of the two first vertices in fig. 2.3. Connecting the internal
legs, one arrives at the diagrams shown in fig. 2.4. In the considered case, both vertices
must be directly connected to the external legs. In general, one can draw diagrams where
parts are not connected to external legs, known as disconnected diagrams. It is a feature
of the non-equilibrium formalism that these always evaluate to zero [33], which means
that the self-energy only contains connected diagrams. This is a consequence that follows
directly from the normalization of the partition function.

A shared feature of the diagrams for the a-fields is that the interaction gives rise
to anomalous propagators because the arrow of the a-field propagator can go in both
directions without changing the diagram. This gives rise to a Nambu structure for the
self-energy, which we will explore in more detail in chapter 3.

For the diagrams shown in fig. 2.4a the a-field interacts with a b-field through the
propagator G¥t(z,x) + G (z, x) which vanishes due to eq. (2.40). The only diagram that
is important for the self-energy at n = 2 is therefore the loop diagram in fig. 2.4b. To
compute the diagram, it must be translated into an equation which can be done through

a well-defined algorithm that will now be described.
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Inspecting the action in eq. (2.56) one sees that each vertex has a prefactor of —g/v/2
and furthermore the series expansion in eq. (2.48) gives each vertex a additional factor
of i. The factor of 1/n! in eq. (2.48) is used to re-exponentiate the result and therefore
does not enter the self-energy. For more complicated diagrams, there may be several
ways of generating the same diagram, and a combinatorial factor must be included in the
diagram’s value. Each line, that is connected at a vertex in both ends, can be identified
with a specific propagator through ( gxéix,> = iGY (x,27).

To include the self-energy in the action, the external legs are removed, an overall factor
of —7 is included, and due to the self-energy sign-convention, one also multiplies with —1.
One last important rule is that for each closed loop of fermionic particles, a factor of —1
must be included. This arises from the anti-commutation of the fermions [61].

Apart from sign convention, the same procedure works for adding effective interaction
terms (not quadratic in the fields) to the action. For the diagram in fig. 2.4b we find the

expression

Sz, y) = (~1)(—0) (795) IGE (= y)iGE (4. 2)

, (2.58)
= i%GbR(z,y)Gg{(y, ).

Usually, one relies on the smallness of some parameter in the interaction compared to
the bare energy scales, such that the self-energy only contains relatively simple diagrams.
Alternatively, the self-energy can be chosen such that it captures a specific physical process
that is believed to be important. By doing the Dyson resummation, one captures these
processes to infinite order. To avoid over-counting in this process, it is important that
the self-energy only includes diagrams that cannot be built by other diagrams already
included in the self-energy. These diagrams are called one-particle irreducible and are
identified by the fact that by cutting any line, the diagram remains a connected diagram.

One thing not generated through this method is the insertion of self-energies into each
other. This can be achieved by using a self-consistent theory. The idea is that in the self-
energy, one promotes all the propagators to full propagators (equivalent to promoting all
lines in the self-energy to bold lines according to fig. 2.2). The self-energy then becomes
a functional of the propagator. By this conceptually simple procedure, one includes a
vast amount of additional diagrams. This procedure also has the important property
that if the self-energy is derived from a so-called ®-functional and all lines are bold, then
the solution will satisfy the conservation laws arising from the full action [62]. Besides
being computationally much more demanding, it does have the disadvantage of being an
uncontrolled approximation. The effect is that many effects are included, but one can
not say that all effects up to a specific order are included. In the worst-case scenario, one

is generating processes that should cancel out against other processes at the same order,
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but the latter are not being generated through the diagrams included in the self-energy.
Still, the fact that conservation laws are respected makes self-consistent approximations
very desirable in general. The self-consistent approach has also been found to give good
quantitative results in highly non-trivial cases. An example relevant for the present thesis

is the BCS-BEC transition in a three-dimensional two-component Fermi-gas [63].

2.5 Spectral properties

Given an approximation for the self-energy, we can compute the propagators with interac-
tions included. It is then essential to understand what physical information these propa-
gators contain. The most transparent situation is when one considers a time-independent
system in its steady state. This means that the propagators only depend on the relative

time 7 = t — t/. For a generic situation, one can rewrite the propagators with absolute

06 e
t 1 —-1/2) \ 7

We will call these coordinates the center of time (COT) coordinates. As the transfor-

(t,) and relative time

mation is linear, the Jacobian is given by the absolute value of the determinant of the
transformation matrix, which for this rotation is unity. Therefore, the action takes the
same form with all ¢, ¢’ replaced by t,, 7 in eq. (2.59). In COT coordinates the propagator
G(t,q;t',q')" is written as

G (ta,75q,¢) = G*(ta + 7/2,¢;ta — 7/2,4'), (2.60)

which propagates the state ¢’ at t’ to the state g at t. The Fourier transform is then used

to go between the relative time and frequency domain

Flw) = / Tt f(t) = = / et () dw, (2.61)

:§ N

giving the propagator G(t,,w;q,q’) and the causal structure from eq. (2.39) takes the

form
GAte,w;q,q) = G (ta,w; 0, q), GE(te,w;q,q) = —G¥(ts,w;d, q). (2.62)

It was observed in eq. (2.37) that the retarded propagator is only non-zero for 7 > 0. As
shown in appendix B this means that the real and imaginary parts of G%(t,,w, ¢, q) are

dependent of each other. The imaginary part can be computed from Re GE(t,,w,q, q)

lwith o € {R, A, K}
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using the Kramers-Kronig relations

dw' Re GB(tq, ', ¢,
ImGR(ta,w,q’,q)zP/ : ° i_zlq @), (2.63)
and dw' Tm GE(t,, ', ¢, q)
Re G*(t,, w, ¢, q) :73/ - w,“_’w’ s (2.64)

This motivates defining a quantity that is related to the imaginary part of the retarded
propagator
Alta,w,q,¢) =i (G (ta,w, q,¢") — G (ta,w, 4, ¢"))
=i (G (ta,w, ¢, 4") = G (ta,w, 4, q)) ,

where A(t,,w, q, q') is known as the spectral function. Due to the properties of the retarded

(2.65)

propagator in eq. (2.41) the spectral function obeys a sum rule

dw ,
/%A(ta,w, 4,q) = 0qq- (2.66)

The normalization of the ¢, g part makes it possible to give a physical interpretation of
the spectral function. To facilitate this consider a system with a single mode, like in
appendix A, with an arbitrary non-zero self-energy split into its real and imaginary parts
YH(t,,w) = o(ty,w) +iy(ts,w). The propagators and self-energies are then scalar-valued

functions, and the corresponding spectral function is

1
w— wo(te) — 2F(te,w)
—27(ta, w) (2.67)
(w = wolta) = 0(ta,w))* +7(ta, w)?
= —2Im (ZF(t,,w)) |G (te, W),

Alty,w) = —2ImG*(t,,w) = —2Im

which is a type of generalized Lorentzian. In the non-interacting case, both self-energy
terms vanish, and —~ is substituted with an infinitesimal positive number. In this case
the infinitely narrow Lorentzian turns into d(w — wp). The interpretation is that the
system can only be excited at w = wy. As the excitation is an eigenstate, it has an infinite
lifetime, which leads to the peak having zero width.

For the interacting case, the bare creation operation does not create an eigenstate.
The consequence is that the real eigenstate is a superposition of many bare states. Due
to the sum rule, the diagonal parts describe a probability measure for how the spectral
weight of the free modes is distributed into the interacting states. Practically it means
that from the spectral function peak positions, we learn about the energies of the new

single-particle excitations (at wy+ o(w)), and the peak widths contain information about
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how good single-particle eigenstates the bare states are (their lifetime). From eq. (2.67),
we can directly carry over this interpretation to the retarded self-energy. The real part of
the retarded self-energy shifts the energy of the single-particle states, while the imaginary
parts give rise to a finite lifetime as the free state can spread out into the interacting
states. Experimentally the spectral function is accessible because it is related to the linear
response of the system. In cavity systems it can for example be investigated using pump-
probe [64] or transmission techniques [65], while for electronic systems it can be probed
with scanning tunnel microscopy [66,67] or angle-resolved photoemission spectroscopy
[68,69].

Lastly, note that the spectral function can be defined in a basis independent form as
A=i(GF-GY), (2.68)

which for an interacting or non-equilibrium system can be written like
A=iG"o (2F -5 0 G4, (2.69)

where o denotes contraction. This rewriting follows directly from the Dyson equation, in

eq. (2.53), for the retarded and advanced propagators.

2.5.1 Quasiparticle picture

We have relied on well-defined peaks in the spectral function for these interpretations
of the interacting system. This assumption hinges on y(w) being a small value, and
under this condition, one can put this qualitative description on a more rigorous footing.
The idea is to describe the interacting theory through single-particle excitations with
renormalized parameters. This concept was first used by [70] in the context of Fermi-

liquids. The starting point is the retarded scalar propagator

1

R
t —
Gn( a7w) w—wn(ta) —an(ta,UJ) —iWn(ta,W)7

(2.70)

where n defines different bare modes, and the self-energy is split into real and imaginary
parts. The real part of the pole of G can be approximated as the solution wy, ,(,) to
the equation

Wnp(te) = wnlta) + o(ta, wnyp)- (2.71)

If solutions are found, then one can expand around them to define the new quasiparticles
for the theory at absolute time ¢,. For this expansion to be valid, 7 must be small. This

is necessary because the true poles of the retarded propagator are not on the real axis but
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in the lower half of the complex plane. To linear order in w, one finds the propagator

GR(ty,w) ~ (w — (wn(ta) — onlta;wnyp)) — WOon(ta; wWnp)
(2.72)

-1
— Y (ta, Wnyp) — WOy (ta, wn,p)) )

In its current form, the imaginary w dependence makes it impossible to rewrite eq. (2.72)
as something that has the same form as a free particle. A similar form as the free particle
can be found if we assume that 0,y(w,,) is negligible. With this approximation, the

propagator takes the form

Z(t,
LI, pop—1 ) (2.73)
w = Wn(ta) = n(ta)
where the quasiparticle weight is defined as
Z(ta) = (1 = 0u0n(ta,wnp)) ", (2.74)
and the renormalized dispersions and decay rates are given by
a)nta :Ztawn, tay
Gnlta) = Z(t)eng (1) -
Ynlta) = Z(ta)yn(ta; Wnp)-

Note that this approximation relies heavily on the smallness of the imaginary part of
the decay rate. Additionally, the quasiparticle spectral function violates the sum rule
in eq. (2.66). This is a direct consequence of not keeping equal orders in the expansion
of the real and imaginary parts of the self-energy. By computing the integral over the
spectral function, one finds that the result is given by Z instead of 1. Z, therefore,
contains information about how much of the spectral weight is put into the quasiparticle
when exciting a mode with the bare creation operator. The remaining part 1 — 7, is
spectral weight that is added to other types of excitations. In other words, Z is related
to the overlap between the excitation of a bare mode in the real interacting basis and the
quasiparticle approximation.

As the self-energies have the same causal structure as the propagators, the real and
imaginary parts of the self-energies are also connected by the Kramers-Kronig relations
derived for the propagator in eq. (2.63). Using this connection, it is possible to include
real and imaginary parts at the same order, as shown in [71], thereby restoring the sum
rule for the quasiparticle approximation. The disadvantage of this approach is that the

interpretation becomes less obvious. For this reason, we stick with the quasiparticle
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approximation defined in eq. (2.73).

2.6 Occupation of the spectrum

We have access to the spectral information of the system through the retarded propagator,
and in this section, we will show that the information in the Keldysh propagator is related
to the occupation. In COT coordinates, the Keldysh propagator is connected to the

creation and annihilation operators by eq. (2.38)

Z'GK(ta, 7:q,4) = < [aq(ta +7/2), ajl,(ta — 7'/2)} i> ) (2.76)

Consider first the diagonal part of eq. (2.76) at 7 =0

iG(t,,0:¢,q) Zi/g—:GK(ta,W;an) = <[aq(ta),&2(ta)]i>

=1+2 <a$(ta)aq(ta)> =14 2(ng(ta)) = 14 2(ny(ta)),

(2.77)

As the excitation is removed and added in the same mode, this relates to the expectation
value of the number operator for the gth mode. For the off-diagonal part, the commutation

and anti-commutation relations lead to
IG¥ (10,0 ¢, k) = £2 (a (t)ax(t,)) . (2.78)

which does not contain the constant vacuum term seen in eq. (2.77).
Generally, G¥ is derived from the action using the relation in eq. (2.36). Including

the self-energy as in eq. (2.54), it takes the form
GF =GRo (-Pf+5%)oG" (2.79)

where the indices have been suppressed, as the general structure is independent of the
chosen representation.

If the system is non-interacting, all self-energies vanish, and the system becomes time-
translation invariant. The bare infinitesimal term PJ* derived in appendix A then defines

how the Keldysh propagator is inverted. In appendix A we find

GE(w, k) = = |GE(w, k)| PE(w) = —iAg(w, k)(1 + 2np/p(w))

(2.80)
= —i2m0(w — € + p)(1 £ 2np/r(w)),

where ¢ is the bare dispersion defined by the quantum number k, corresponding to the
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non-interacting Hamiltonian Hy. The chemical potential is denoted as p and np/p =
(eﬂw F 1)_1 is the Bose-Einstein or Fermi-Dirac distribution, with inverse temperature .
If the system is interacting, but one is still able to diagonalize the retarded propagator
and XX simultaneously, then the contractions in eq. (2.79) simplify, and the steady state
solution for G¥ (w, k) becomes
Aw, k)SE (w, k)

GE(w, k) = |G*(w, k)" =K (w, k) = — T b (2.81)

To facilitate physical interpretation, it is helpful to remove the constant vacuum con-

tribution in eq. (2.77), which can be done by writing the Keldysh propagator as
GK =GR - G* +0GK = —iA+5GK, (2.82)
where the occupied propagator G¥ is defined through
GE =Gl osxE 0 G4, (2.83)

which, in the steady state, gives a relation similar to eq. (2.81).
Setting this equal to eq. (2.79) and neglecting all the infinitesimal terms, one finds

that the self-energies are connected by the relation
T =%F — (2 -x4). (2.84)

The diagonal part of dG¥ is then proportional to the occupation of the different modes
and, for a non-interacting system in equilibrium, directly corresponds to eq. (2.80) and is
therefore given by

0GH (w, k) = Fi2nd(w — €, + p)2np/r(w). (2.85)

For general out-of-equilibrium interacting systems where GF and G¥ can be simultane-

ously diagonalized, it takes the form

Aw, k)oXE (w, k)
2Im YR (w, k)

G5 (w, k) = — (2.86)
Causality requires 6G¥ to be anti-Hermitian such that §G* must be purely imaginary in
the diagonal representation. Because A and Im X7 are real, 62 is also purely imaginary.
To connect with equilibrium field theory, it can be useful to parametrize 6G¥ by the

spectral function
Im 0G* (w, k) = —A(w, k)0 F (w, k), (2.87)
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which at this point defines 0 F'. To highlight the properties of these functions, consider a
closed but interacting single-mode system in its steady state. To understand the generic
properties of the propagators, we will use the Lehmann representation [39,61]. The
explicit calculations are shown in appendix C. Let the Hamiltonian be defined through
its eigenstates H |a) = E, |a) and the density matrix be diagonal in this basis p =
3. c(Eqa) |a) {a]. Using the bare creation (') and annihilation (a) operators the spectral

function is

—QWZ c(Eg) F c(Ea)) [l a' |B)[*6 (w — Ea + Ep), (2.88)

where the sign depends on the statistics of the excitation. Because ¢(F,,) is an eigenvalue
of the density matrix, it must always be a real number between 0 and 1. Consequently,
the spectral function can have sign changes for bosons but is always positive for fermions.

In the Lehmann representation, Im §G¥ (w) is found to be

Im 0G5 (w) = T2 Z 2¢(Ey)|(a] al |8)[%6 (w — Eq + Ep), (2.89)

which can never change sign for bosons or fermions. As shown in appendix C, this is not
true for Im G¥, which can change sign for fermions.

Using eq. (2.83) one sees that the sign of Im §2% (w, k) must always be identical to the
sign of Im 6G* (w, k) such that for bosons

ImdGH = |G Im 62X <0, (2.90)

while for fermions
Im0G* = |G Tm 68" > 0. (2.91)

Additionally, the steady state solution for 6 F' can immediately be found from eqgs. (2.90)
and (2.91) by rewriting |G®|? in terms of the spectral function as in eq. (2.69)

Im 6%%(w, k)
Using the Lehmann representation, 0 F' is written as
Im 6GE (w)
F(w)=————"
(w) AW
(2.93)

T X 2e(E)lal a |8) (@ — Eu+ Ey)
S B — @) F c(B)] [{o] af [B)P3 (w0 — Ba + B5)
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Because Im 6G¥ cannot change sign, it requires that if F changes sign, so does A. This
is explicitly seen in the Lehmann representation but also directly built into eq. (2.92)
because the sign of both A, through 2.67, and 0F is fully determined by the sign of
—Im XF,

For fermions eq. (2.88) proves that §F can not change sign and because A > 0 it
follows that —ImX%(w, k) > 0, which forces 6F(w,k) < 0. Furthermore, the Pauli
exclusion principle means that 0 < ¢(E,) > 1. From eq. (2.93) it then follows that JF
is bounded from below such that AF > —2. Combining these aspects, we arrive at an

inequality between the retarded self-energy and J%%
—4Tm ¥ > Im &K > 0. (2.94)

This relation can be valuable for identifying errors in numerical calculations.

For bosons, A can be sign-changing, which means that 6 F' can also be sign-changing.
Furthermore, there is no bound on the absolute value of §F as there is no exclusion
principle for bosons. When the signs of A and 6 F' differ, then the occupation of the specific
mode has become unstable such that it grows exponentially. The quadratic part of the
theory will then no longer be bounded because the Gaussian integrals are no longer well-
defined. As a consequence, the theory breaks down. The physical interpretation is that the
fluctuations start dominating the bare contribution, which renders the expansion around
the bare modes ill-behaved. This instability means that the system has transitioned into
a new steady state. That is, the system has experienced a phase transition.

The technical solution to this problem is to expand around the new equilibrium. This is
done by separating the unstable mode from the theory and treating it as a macroscopically
occupied field. The occupied part of this mode can then be described by the classical
equations discussed in section 2.4.1. This way, the unbounded quadratic part is removed
from the theory, and the macroscopically occupied mode appears in the vertices as a
classical source field.

As an example consider a state in thermal equilibrium: ¢(E,) = e_ﬁ/Ea, where N =

Tre M. Plugging this into eq. (2.93) one finds the Bose-distribution as in the free theory

SF(w) = eﬁwl_ - (2.95)

Notice that this result is independent of the interactions in the system. Consequently,
it is sufficient to know the spectrum in thermal equilibrium as the distribution function
act as a proportionality factor for the occupation. This fundamental connection between
the occupation and spectral function for a system in thermal equilibrium is known as

the fluctuation-dissipation theorem [72,73]. On a technical level it is seen that it is a
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consequence of the eigenvalues of the density matrix satisfying ¢(E, —w) = ¢(Fy)c(—w) .
The equilibrium theory [39,61, 74] relies on this such that it is sufficient to compute only
spectral properties of the system, whereas, in our non-equilibrium formalism, both the
Keldysh propagator and the retarded must be computed.

For the current example, consider a free spectral function given by
Alw) =216 (w — €9 + ), (2.96)

where €y is the ground state energy. The spectral function cannot change sign and is
always positive. As Im G is negative for bosons, §F(w) must be positive. However,
when w < 0 then §F(w < 0) changes sign. As long as ¢g — ¢ > 0 then A(w < 0) =0
and the sign change of §F has no effect as 6G¥(w < 0) = 0. If u > €, then the spectral
function has a positive weight at frequencies where dF' is negative, which gives rise to
dGX having an unphysical sign. At this point, the bosons condense into the ground state
mode of the system, which means that the ground state field has to be separated from
the action.

In thermal equilibrium, the fluctuation-dissipation theorem holds, which means that all
instabilities and phase transitions appear in the spectrum. This means that the instability
occurs in the retarded propagator. The retarded propagator becomes unbounded if the
steady state solution has the pole in the positive imaginary plane, as this corresponds to
the mode growing exponentially in time. Away from thermal equilibrium, the occupation
and the spectrum are completely independent. Consequently, when the system is out
of equilibrium, the quadratic part of the action can become unbounded both due to an
instability in the retarded propagator and through an instability in §%% [75].

The parametrization of 6G¥ in terms of the spectral function in eq. (2.87) relied on
being able to simultaneously diagonalize G and §%%. Even when this is not possible, one

can still define a ”distribution” function through the basis independent parametrization
G =GR o 6F — 6F o G4, (2.97)

Due to the causal structure in eq. (2.39), § F' will always be Hermitian. Finally, it is worth
pointing out that our definition of §G¥ in eq. (2.82) is directly related to the commonly
used lesser propagator [34,39,48,49,61] by

SGE(t, q;t,q)
5 .

Go(t.q;t',q) ==+ (2.98)

For the discussion of the occupation, we have mainly focused on the stationary state

of a time-translation invariant system, while for the previous discussion of the spectral



Combinatorics for non-equilibrium diagrams 33

function, we discussed the system in absolute and relative time. The general two-time

inversion of the Keldsyh propagator leads to
(GE) 0 6GK —6G o (GY) ' = 2R 08GK —5GK o x4+ 65K 0 G4 — GR o 0x X, (2.99)

which describes the two-time evolution of the Keldysh propagator [49]. As we are mainly
concerned with stationary-state properties, we will not discuss this here but will point
out that the propagators are much less constrained during time evolution. Because of the
fewer constraints, the signs are allowed to change throughout the evolution, which makes

the two-time evolution of generic systems challenging.

2.7 Combinatorics for non-equilibrium diagrams

In this section, we will return to the diagrams used to build the self-energy in 2.4.2.
We do this because the Keldysh structure leads to a differentiation of diagrams that
topologically look identical. The differentiation happens because the internal propagators
can be different combinations of retarded, advanced, or Keldysh propagators, even for
topologically equivalent diagrams. For a diagram topology with many internal lines, the
different combinations of retarded, advanced, and Keldysh can lead to a large number of
diagrams. However, the causal structure of the internal propagators means that many
of these are either zero or cancel out against each other. In appendix D, we construct
a generic algorithm to derive only the diagrams that can be non-zero. In the current
section, we will not discuss the algorithm’s structure but will focus on how cancellations
and vanishing diagrams are identified.

We have discussed two types of self-energies, the retarded self-energy, and the Keldysh
self-energy. For a retarded self-energy, the incoming line (that is not drawn) has to be a
classical field and the outgoing a quantum field, while for the Keldysh self-energy, both the
incoming and outgoing line has to be a quantum field due to eq. (2.79). By constricting
the incoming and outgoing line, one constricts the possible configurations of the first and
last vertex in the diagram. In the following, we will focus on a retarded diagram, but the
techniques discussed work in exactly the same way for a Keldysh self-energy diagram.

As an example, we will consider a diagram with the topology in fig. 2.5. This diagram
can contribute to the self-energy in a Bose-Fermi mixture with intra-species contact inter-
action, such as the situation discussed in chapter 5. The system contains three different
kinds of particles D, W, and S. The arrows indicate a particle carrying energy and mo-
mentum p,, = (wy, k), and the line style differentiates the particle type. We will also use
the index p,, to refer to the specific propagators in the diagram. A line with a double-arrow

for particle type D (for double-arrow), a wavy line for particle type W (for wavy/wiggly),
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De Dbs

Figure 2.5: The topology of a diagram for interaction between three different types of fields
(differentiated by the arrow and line type) that contributes to the self-energy. It consists
of six vertices, each labeled by v; and eight propagators labeled by p;. Below the diagram
18 the four possible types of vertex structures arising from the contour degree of freedom.
Due to causality, a configuration with only classical legs is impossible.

and a straight line with a single arrow for particle type S (for straight/single). The con-
tact interaction allows particle D to break into particle W and S at vertex v,. During
such a process, the energy and momentum must be conserved. To construct this diagram,
one first chooses which sort of self-energy one wants to construct. The type is determined
by the incoming left line (which is not drawn) on vertex v; and the outgoing right line
on vg. In the considered case, the vertex must have three lines connecting it, and each
line must be of a different particle type. The diagram in fig. 2.5 therefore contributes to
the self-energy of the D particle as there is no double-arrow line connected to the vertex
v1 and vg. The Keldysh structure leads to there being a total of eight different vertex
configurations. Four of these are shown below the diagram in fig. 2.5. The remaining four
are found by flipping the direction of all the arrows. In these vertices, the same notation
as in 2.4.2 is used, where a quantum field has a dashed line, and a classical field is a solid
line.

This diagram consists of N, = 6 vertices and N, = 8 internal propagators. For the
retarded self-energy, one needs the left incident line on v; to be a classical field and the
right incident line on vg to be a quantum field. If one constructs all possible Keldysh
configurations in fig. 2.5, this gives rise to 1024 versions for the retarded diagram, which
all have different retarded, advanced, and Keldysh propagators inside the diagram. All
diagrams containing a ¢ — g propagator vanish, leaving a more manageable 84 diagrams.

The behavior of the vacuum contribution in each G is better treated separately since
often the vacuum contribution cancels out with other diagrams. This will for example be
seen in chapter 5. To make the vacuum appear directly in the diagram, one can write out

the Keldysh propagator using eq. (2.82).
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So far, causality has only been used through the q-q propagator vanishing, but causal-
ity also means that diagrams where G¥(7)G#(7) appear, vanish because the two propa-
gators have no shared support. In complicated diagrams with several internal loops, such
simple products do not appear, but as discussed in appendix D, this can be generalized
and semi-automated for more complicated diagrams like that in fig. 2.5. When an internal
propagator is evaluated at equal times (¢ = t') cancellations due to eq. (2.40) can also
happen.

For the example in fig. 2.5 using the causality cancellation and writing out the vacuum
contribution, the number of different configurations increases to 220. In the specific case, it
increases because many of the internal lines are of the Keldysh type. In such a case, many
diagrams will vanish if parts of the system are not occupied as all the §G¥ propagators
belonging to the unoccupied particles are zero. In the considered case, the S propagators
p{6—s} can be the particles of the medium which are thermally occupied, while the W
particles py 35y are unoccupied. In that case, the D propagators pys 4y are the composite
particles due to an attractive interaction between the medium and the W particle. So if
there are no W particles, there also will be no occupation of the D particles. Removing
all diagrams containing a dG¥ for both D and W leaves us with nine configurations that
must be computed. So even though writing out the vacuum contribution initially led to
more diagrams, the fact that parts of the system were unoccupied decreased the number
from 84 to 9.

In summary, non-equilibrium leads to a drastic increase in the number of different
diagrams one has to compute, but many of them are zero due to the casual structure of
the theory. The process of finding all the non-zero diagrams can be done by implementing
the algorithm discussed in appendix D. Due to their sharp features, the vacuum parts are
usually numerically challenging. In those cases, it is advantageous to cancel as many of
such diagrams as possible, which can be done by separating the vacuum contribution in
Gx.

Having determined the relevant diagrams is only the first step. The second and usually
much harder step is to compute their value. To do this efficiently, one has to consider
the specific diagram and physical situation. This means there is no generic algorithm to

compute the diagrams that is stable, accurate, and fast enough to be universal.

2.8 Open quantum systems

So far, we have been thinking about closed systems, but if a subsystem is coupled to a
large environment, one can effectively split the full system into two parts, the subsystem,

and the environment. The interaction with the environment means that the subsystem
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itself cannot be described as a closed system. If the subsystem is much smaller than
the environment, then the modification of the state of the environment due to the sub-
system is small or even negligible. In this case, one can hope to construct an effective
description of the subsystem without explicitly considering the back-action onto the en-
vironment. Using such an effective description in general means that the time-evolution
operator is no longer unitary as environment-induced dissipation and driving are included
in the description. The subsystem is then referred to as an open system. One of the
common methods to derive the effective non-unitary description of the subsystem is to
assume that the environment state is entirely independent of the subsystem state and
that the interaction between environment and subsystem is weak enough that one only
has to treat the effect of the interaction to second order. A controlled expansion in the
subsystem-environment coupling leads to the well-known and widely used Born-Markov
master equation describing the evolution of the subsystem. From here on, the subsystem
is referred to simply as the system, which is the degrees of freedom that remain after
having traced away the environment, whereas when we say total system we mean system
including the environment. Here, the derivation of the Born-Markov master equation
will not be presented. Instead, we refer the reader unfamiliar with the derivation to sec-
tion 3.3.1 in [40]. A particular Markovian master equation is the Lindblad equation (or
Gorini-Kossakowski-Sudarshan-Lindblad equation) [76,77]. Its advantage is that the sys-
tem’s evolution is completely positive and trace preserving (CPTP) and its most general

form is [78]

N2-1

o = =il + 3 0 (Lowtlo - 3 {tlonoa}). @i

)

Where H,(t) is the effective unitary evolution of the system with dimensionality N and
p(t) = Trg x(t) is the density matrix for the system after having traced away the en-
vironment degrees of freedom from the total state x(¢) . The Hamiltonian includes the
bare system evolution and a renormalization of the internal energy levels known as the
Lamb shift. The second term is non-unitary and accounts for drive and dissipation. The
rate of the physical process described by the jump operator L;(t) is given by 7;(t). For
this equation to be a CPTP mapping for all ¢, it is necessary that ~;(¢) > 0Vt. The
Lindblad approach, as it is CPTP, guarantees a physical density matrix throughout the
entire evolution. For other master equations, the range of validity has to be checked such
that it is not violated.

The advantage of master equation methods is that the resulting effective dynamics of
the system can be treated with high accuracy and with few approximations either using

exact diagonalization or tensor network methods [41-44]. Furthermore, the master equa-
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tion gives access to the systems density matrix, and all system properties can therefore
be computed. For master equations, a big challenge is tackling the exponentially increas-
ing Hilbert space dimension. This is more challenging than for a closed system because
it is necessary to work with density matrices instead of states. Therefore, the effective
dimension of the space one has to consider is of dimension N?2. Questions regarding large
interacting systems are thus challenging for master equation approaches.

Using the field theoretic approach to compute the propagators, we only have informa-
tion regarding the expectation values of removing and adding a particle instead of the full
density matrix. One can derive a theory for higher-order correlation functions, but this
significantly increases the complexity of the computation. The advantage gained is that

we can treat interacting systems that are macroscopic in size.

2.8.1 Linearly coupled environment

Having discussed the standard approach to an open system, we will now focus on the
specific case of an environment that couples linearly to the system and treat it with our
field theoretic approach. We will derive the self-energies that arise from this coupling and
use them to model the loss of cavity photons, due to imperfect mirrors, in all considered
systems in chapters 3 to 5 and in chapter 5 also use it to describe incoherent driving. For
this reason, we focus on a bosonic quantum harmonic oscillator, described by annihilation
(creation) operator a (a'), embedded in an environment consisting of non-interacting
bosonic quantum harmonic oscillators, with annihilation (creation) operator by, (b}). We
consider the interaction to be bilinear, such that a single excitation between system and
environment is transferred while conserving the total particle number.

The total system is described by
H=H,+ H,+ Hy, (2.101)

with

Hb = Z Ekb};bk,
k

T (2.102)
Hy = grabl + gbial,
K

where H, is the Hamiltonian describing the environment with dispersion €, and Hj
describes the coupling between system and environment with strength gp. H, is left
completely general, albeit for a single mode. This assumption simplifies the following
discussion, but the derivation for a multimode case follows the same steps. The final
result will therefore be straightforward to generalize to the multimode case.

The first step is to write down the action. As the initial state information is lost due
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to coupling to the environment, the stationary state is independent of the actual choice of
the initial state. The most convenient choice is a thermal state at inverse temperature .
As the contour adiabatically turns on the interactions the initial state is a product state

between the system and environment such that the total initial state can be written as

Po = Pa,0 D Pbo- (2.103)

After rotating into the Keldysh basis, the action takes the form

T
S _/d_w a‘(w) 0 (G W) [a(w)
2 \a(w)) \(GHHw) Pf(w) af(w)
1c T AN—1 c
+ Z / d_w ? (wa k) n _(i (Gbl)( (w7 k) b[)(w’ k) (2104)
k 2 bq(wv k) (Gb ) <w7k) Pb (wak> a (w7k>
_ T
dw b¢(w, k) a‘(w)
+ — o + H.c.,
Z/ 9 (bq( k)) ! (aq(w)
where the same symbols for the complex fields as for the operators in the Hamiltonian
have been used. To arrive at this, we have taken advantage of the Hamiltonian being
time-independent, such that the COT representation is independent of absolute time,

and Fourier transformed the relative time. The environment propagators are the bare

propagators similar to those in eq. (A.40) with the appropriate dispersions

1
w = e+ 0t (2.105)
G (w, k) = —2m(1 + 2n3(w))5(w — ),

Gf(w, k)=

The interaction between the environment and the system has four possible vertex config-
urations, shown in fig. 2.6a. From this interaction, one can only construct one topology
for the self-energy. The retarded and Keldysh self-energies are shown in fig. 2.6(b,c), and

as there is no internal loop, we can directly read off their values

Z|gk| Gy (w, k) Z|9k| — +zO+’
Z\gk| GE(w, k) —21#2|gk| coth (ﬂ—) d(w — ex).

The fact that there is only one topology of the self-energy, without any internal loops, is

(2.106)

a manifestation of having the system coupling linearly to the environment. For such cou-

pling, one can perform the Gaussian functional integral exactly. By using the self-energies
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Figure 2.6: a) The different vertices arising from the interaction in eq. (2.104). The wavy
line symbolizes the a-field, and the straight line the b-field. Here we have explicitly shown
the vertex factor to highlight the connection to the Hermitian conjugation. The vertex is
energy conserving as there is the same incoming and outgoing energy. b) The retarded
self-energy for the system (a-field) and c) the Keldysh self-energy.

in eq. (2.106) and solving the Dyson equations in eq. (2.53) and eq. (2.81), one finds an
exact solution for the propagators. Because the solution is exact, it also means that all
non-Markovian effects are captured, which can be understood by considering the infinite
Dyson series for the environment propagator. Here one sees that solving the Dyson equa-
tion is equivalent to using the fully dressed propagator for the environment. To capture
the effect of the environment to the second order as in a Born-Markov approximation, we

(would) use only the first term in the geometric series of the Gt in eq. (2.53), i.e.
GaR<w> k) ~ GiO(wa k) + G£O<w7 k)EaR<w> k)GzIz%,O(wv k) (2107)

Computing the self-energies is straightforward as the environment is treated as a free
system, making its spectral function a J-function. The sum over states is then equivalent

to an integral over the spectral function. This can be used to define the spectral density
J(w) =Y " lgel* Ap(w. k) = [gil* 6(ex — w). (2.108)
k k

The retarded self-energy is given by

Ry [T VJ(V)(W—V—i0+)
o= [ e

= —inJ(w) + P/dl/ W) :

(2.109)

W -V

with the details of the derivation shown in appendix B. As the self-energies have the same
causal properties as the propagators, we can check that the retarded self-energies satisfy

the Kramers-Kronig relation. Using the imaginary part in eq. (2.109) and eq. (2.64), one
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finds that the real part of the retarded self-energy should be

dow’ 2.110
T w’—w P/ w—w” ( )

which is exactly equal to the real part in eq. (2.109).

We have discussed that including the full self-energy in the Dyson equation leads to an
exact solution. To get an effective theory at the same level as in the Lindblad equation,
one can use the quasiparticle approximation in eq. (2.73) to zeroth order. In this case, the
quasiparticle weight is one, and the self-energies simply lead to constant shifts of the real
and imaginary part of the pole in the system’s propagator. By truncating at zeroth order,
we have effectively assumed that the self-energies are completely flat around the system’s
characteristic energy wg. That is, the self-energies can be replaced with the zeroth order

term
Y w) = B (wy) + O(w) = 0 — iy + O(w), (2.111)

where both o and v are real-valued. The imaginary part of the zeroth order term is
equivalent to the vacuum rate for the non-unitary part in eq. (2.100), that one would
compute from a Lindblad equation using the same approximations. Notice that the re-

tarded self-energy has a negative imaginary part, and we define
y=—ImXf = 7J(w) > 0. (2.112)

The real part is equivalent to the Lamb shift, which is included in the effective Hamiltonian
appearing in the unitary evolution of eq. (2.100).
For the Keldysh self-energy, we find

YR (W) = —i27r/du (1+2np(w)) J(v)o(w —v)

= —i2rJ (w) (1 + 2np(w))
= 2y (1+ 2np(w)) + O(w),

(2.113)

where, in the last line, the thermal distribution function is expanded around the same
energy as the retarded self-energy in eq. (2.111). Here we recognize the vacuum part
and a contribution proportional to the environment’s occupation at the system energy
scale. We note that the corresponding broadening induced by the retarded self-energy is
independent of the occupation of the environment. The physical understanding is that

even when there is no occupation in the environment, it still gives rise to a decay channel
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for the system. All the stimulated effects are thus captured through 6-F

X5 (wo) = B8 (wo) — i2Im B2 (wo, k) = 127 (1 + 2np(wg)) — 127

2.114
=127 (2np(wo)) - ( )

As stated at the start of the section, we will use these results to model the optical
cavity’s decay into the electromagnetic vacuum field outside the cavity. For optical cav-
ities, the typical resonant energies are on the order of hundreds of THz [79-81], which
corresponds to 10*s™'h/kp ~ 5000K, with h (kp) being Planck’s (Boltzmann’s) con-
stant. As the experiments are performed below or at room temperature, the background
electromagnetic environment will, therefore, be unoccupied at the relevant frequencies.

Until now, only a fully flat spectral density has been considered. If the coupling to
the environment is weak, one can take the w dependence of the imaginary part of the self-
energy into account within the quasiparticle picture. This is consistent if the coupling
is small enough such that 9, Re X% (w) < 1 such that unit quasiparticle weight is still a
good approximation. As shown in appendix B the Kramers-Kronig relation between the

imaginary and real part of the self-energy implies

9, Re S (w) :P/%Ing(@__:fg(”). (2.115)

Therefore, it is justified to model a structured environment, such as the weak incoherent
laser drive in chapter 5. To do this in practice, we choose a physical retarded self-energy,
(one that obeys the causality structure), absorb the real part into our definition of the
bare energies, and can then promote 7 — ~y(w). One can then check the validity of the
approximation using the integral in eq. (2.115).

The microscopic derivation presented here has shown how to include dissipation and
driving due to a linearly coupled environment. A pragmatic approach is to choose the
rates and jump operators in the Lindblad equation phenomenologically, which also can
be done for the self-energies. Lastly, it is worth pointing out that from a Lindblad master

equation, one can directly derive a non-equilibrium action for the system [82].

2.9 Summary

In this chapter, we have described the structure of the quantum field theory for systems
out of equilibrium. The fluctuation-dissipation relation between the retarded and the
Keldysh propagator cannot be assumed a priori like in thermal equilibrium but instead
results from the solution of two coupled, independent Dyson equations when the system

is thermal.
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From the non-equilibrium action, we have shown how one can directly derive the
classical equations of motion for bosonic systems.

When the classical equations are not appropriate, we have explained how one can
derive self-energies through diagrams and how the self-energies allow one to do infinite-
order perturbation theory through the Dyson equation. It has been shown that the
number of Feynman diagrams to be considered out of equilibrium is, in general, much
larger, but the causality structure of the non-equilibrium field theory makes it possible to
reduce this number and simplify the structure.

Lastly, we have discussed how effects like incoherent drive and dissipation can effi-

ciently be included in the theory.



Chapter 3

Multimode polaritons

3.1 Introduction

This chapter investigates a cloud of ultracold bosonic atoms inside a cavity. The chapter
is based on the work in [83]. We propose a method to generate polaritons consisting
of multiple photonic modes. On the one hand, this is of fundamental interest because
a macroscopic number of modes makes it possible to study thermodynamic phases of
photons and complex types of order [84-94]. On the other hand, this is challenging
because the necessary strong light-matter coupling is either achieved by confining the light
in a cavity or using Rydberg atoms [95]. In both cases, the strongly coupled light modes
are near-resonant with the excitations in the matter system. Achieving strong coupling
to several modes requires a near-degenerate set of light modes. There are methods to
achieve a set of near-degenerate cavity modes by fine tuning the cavity geometry [96,97],
using a photonic crystal [98] or considering low dimensional systems [99] as we will do
in chapter 5. All these methods are either experimentally challenging or possess limited
tuneability.

Here we will overcome the large frequency splitting of the cavity modes by engineering
the pump laser, which is already an essential element of the experimental setups considered
here [81]. This idea has been demonstrated experimentally via Floquet engineering of
Rydberg levels in a linear cavity without degenerate modes [100]. They consider a single
cavity mode resonantly coupled to an atomic transition driven by an external laser. The
strong coupling gives rise to a polariton where the matter component is the transition
between the ground and the excited state of the atom. By modulating the laser, new
effective atomic transitions are generated that are split by the modulation frequency. The
splitting is chosen such that one of these transitions is near resonance with a second cavity
mode. The interactions in the systems are then inherited from the atomic component of

the polaritons. In their scheme, the matter component is an atomic transition dressed by

43
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a Rydberg excitation. The large dipole moment of the Rydberg states leads to nonlinear
mediated interactions between the photons [101].

We are interested in a different kind of polariton, namely one that emerges from
coupling a cavity mode to the spatial motion of the atom cloud [102]. The matter part
of this system is qualitatively different from that of ref. [100]. The qualitative difference
becomes apparent by the fact that the ultracold gas, even in a single cavity mode setup,
can exhibit a phase transition to a self-ordered state. The self-ordered state of the atoms
is dual to the cavity field entering a superradiant state. The system is well-studied both
experimentally [81,103,104] and theoretically [105-109] and possesses a large degree of
tune-ability. Extending the system to many cavity modes [110,111] can make it possible
to explore an even larger plethora of phenomena, including quantum droplets [112], and
quantum liquids [113]. Even including just a few cavity modes can lead to intriguing new
features such as supersolid-like phases [114,115], quasicrystals [116] and two-mode Dicke
models [117].

Here we investigate how a phase modulation of the pump laser can make it experi-
mentally possible to couple several cavity modes and how this affects the nature of the
polariton below the superradiant threshold. We find that the phase modulation of the
laser allows one to write down an effective model coupling many transverse cavity modes
via their interaction with the atomic motion. The effective coupling between the modes
and their detunings can be designed by tuning the phase modulation. This allows one
to hybridize several cavity modes leading to multimode polaritons. The key to making
this possible is a large separation of energy scales between the energy scale of the atomic

motion and the energy scale of the cavity mode splitting.

3.2 Model and Hamiltonian

The system under consideration consists of a planar cavity with a cloud of ultracold atoms
inside and is sketched in fig. 3.1.

The atoms are modeled in the simplest possible way, namely as two-level systems
(TLS). The TLS approximation is valid because the frequency of the pump that drives
the system is only close to one specific electronic transition.

The spatial extension of atoms is on the order of 107'%m [118], which should be
compared to the pump wavelength. The pump is chosen to be close to resonance with
the internal electronic transition from the ground state |g) to the excited state |e), which
requires a pump wavelength of the order of c27/w. ~ 10~"m, with ¢ being the speed
of light in free vacuum. Therefore, we can assume a spatially constant pump field over

the extent of one atom [119]. As the system is non-relativistic, we work in the Coulomb
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t14
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Figure 3.1: A sketch of the considered setup. It is composed of a linear cavity with a waist
of wyg, filled with a cigar-shaped atom cloud with a diameter Ly. The atoms are modeled
as two-level systems with enerqy splitting w.. The cavity mirrors give rise to a loss of
photons with the rate k and to mitigate this loss, a transverse pump laser drives the atom
cloud with a carrier frequency of w. and an effective coupling to the atoms X. The carrier
frequency is detuned from the atomic transition by A,. Before impinging on the atoms,
the pump is sent through an electro-optical modulator which generates a phase-modulation
of the pump with frequency ) and amplitude B,,.

gauge, where the divergence of the electromagnetic vector field is zero. In this gauge, the
atom-field interaction takes the form [37,120]

Hu. gy = ¢t - E(rg, 1), (3.1)

where ¢, is the charge of the electron, t is the operator for the electron position in relation
to the position of the nucleus ry and E(rg,t) is the time-dependent electric field at the
position of the atom. This approximation is known as the dipole approximation and is
the starting point for how we describe light-matter interaction throughout this thesis.
Because the atoms are modeled as independent TLSs, each atom’s Hilbert space is
described by a complete set of operators in the SU(2) group, and we choose the specific

representation

of =le) (el = lg){gl, 0" =lg)(el, oT=le)(gl, L=le){el+]g)(gl. (32

Experimentally the most commonly used atoms are those in the first group of the periodic
system, such as Rubidium-87 [81]. These all possess spherically symmetric ground states,

whereas the excited states are not spherically symmetric. Because the position operator
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is odd, it can only have off-diagonal elements it does not couple states with the same
symmetry [121]. Additionally, the position operator is Hermitian, and the off-diagonal
components can be chosen as real; therefore, they must be identical. The representation

of the dipole operator in the ground and excited state basis is then
gr =d (O‘i + 0+) , (3.3)

where d = qe <6| r |g> = {Ge <g| r |6>
The electric field is a sum of the pump and cavity fields. The pump field contains
a macroscopic number of photons, making quantum fluctuations negligible. Under this

approximation, the pump field is essentially classical and can be written as
E,(r,t) = t Egn,(r) cos (wt + f(t)), (3.4)

where w, is the carrier frequency, Ey is the pump power, t is a unit vector describing
the pump polarization, and 7, is the pump’s spatial profile. The phase modulation of
the pump is described by f(t), which is considered periodic with period 7" such that
f(t+T)= f(t) and real.

We can not assume a large occupation for the cavity field and therefore have to consider

the field’s quantum nature. The quantized cavity field can be written as [37]
E.(r,t) =Y tpy/2mwp (ap(t) + af (1)) up(r), (3.5)
P

where ap, (a;f,) is the bosonic annihilation (creation) operators for the p’the cavity mode
with frequency wp, and polarisation t,. The cavity geometry determines the mode function
up. Here we consider a cavity in a near-planar configuration. This configuration is
symmetric, as illustrated in fig. 3.1, and the radius of the mirrors R is large compared
to the distance between the mirrors. When the mirrors are radially symmetric in the

transverse plane ((z,y)-plane in fig. 3.1), the paraxial equation leads to the solution [79]

z

Ug jp(z,7,0) = cos (%) LG,p(r/wo, 0), (3.6)

where ¢ is an integer that defines the number of longitudinal nodes, and L, is the distance
between the two mirrors. The waist of the cavity is given by wy as sketched in fig. 3.1.

The transverse degrees of freedom are described in polar coordinates with radius r and
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angle 0, and LGj,(r,0) are the Laguerre-Gauss modes

2 !
LGjp<T, 6)) —e " +ip0 J ' (\/§T> |p| L|]p| (27,,2) ’ (37)

(p+J)!

where L'f l(x) is the associated Laguerre polynomial of order j. The radial form of the
mode is set by 7 while the angular distribution is determined by p, which represents
the angular momentum of the field. The near-planar cavity has a large energy spacing
between different longitudinal modes. This spacing is known as the free spectral range
Ve and is set by the length of the cavity [80]

Ve = 2, (3.8)

In comparison, the energy difference between different transverse modes is

wr = 2Vp\/2L./R, (3.9)

which in the near-planar limit, L, < R, is much smaller than Vp. The energy of the

paraxial cavity modes can be written as a sum of these two energies [79]
wejp = Vrq +wr (2j +p). (3.10)

In this project, we seek to understand if coupling between different transverse modes
is possible. To simplify the problem, the pump will later be approximated as not carrying
any momentum similar to other works on similar systems [105-109,122]. In these works,
the higher-order transverse modes are not important because wp ranges from hundred
of MHz [81] to a few GHz [123], while the intrinsic energy scale of the atomic system
is set by the recoil energy of the atoms which is on the order of tens of kHz [81,123].
We will make the higher-order transverse modes energetically relevant through the pump
modulation. However, because the pump mode is assumed spatially uniform, we will later
explicitly show that it is only possible to couple between transverse modes with the same
angular momentum. For our calculations, the transverse modes of interest will only be
those with zero angular momentum described by LGjo(r, 6). As they carry zero angular
momentum, they are radially symmetric, and the first four transverse mode profiles are
shown in fig. 3.2a. Their characteristic feature is that at the center (r = 0), they are
all unity and then decay for r > 0. The lowest-order mode is a Gaussian with a width
determined by wp, while the higher-order modes have an additional node for each higher
order. For a near-planar cavity, the nodes in the higher-order modes lead to a narrow

center peak and higher energy. The increased energy leads to the spectrum of the cavity
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Figure 3.2: a) The radial dependence of the four first transverse cavity modes with zero
angular momentum. b) The frequencies of the mode functions with q denoting the longi-
tudinal mode and the second indezx, the transverse cavity modes.

having the lowest-order mode at the energy ¢Vr + wr and higher-order modes sitting

slightly higher in energy at ¢Vr + 2jwr as shown in fig. 3.2b. The transverse splitting is

2wy because of the zero angular momentum nature of the modes as seen in eq. (3.10).
With both the electric field and the atomic dipole operator defined, the Hamiltonian

for a single atom is

H=w.oto™ + Z wpaLap

p

(3.11)
+ (0" +07) <)\77p (ro) et ®) 4 ngup (ro) ap + H.c.) )

p

where A\ = Fyd -t is linear with the strength of the pump field and g, = 2d - tp+/wy/L.w2
scales inversely with the square of the cavity volume. The composite index p = (g, j,p)
has been introduced to ease the notation.

The cavity mode functions have been explicitly included in the Hamiltonian, meaning
that the only mode dependence in gy, is due to the frequency of the cavity field and the
polarization. Consistent with assuming the mirrors to be radially symmetric and perfectly
aligned, we assume that the cavity modes can have any polarization. Together with our
assumption of having |g) being an S state and |e) being a P state, this means that the
cavity polarization will be set by the polarization of the pump t, = t. In that case,
the coupling g, ;, is well approximated as independent of the transverse mode indices
j,p. This approximation is valid because the energy scale of the cavity field is set by
the frequency of the pump, which has its energy scale set by the splitting of the atomic
energy levels. If we consider Rubidium-87 as an example, the relevant energy splitting is
that of the D1 transition at 377 THz [118], which should be compared to the transverse
mode spacing, which is usually less than 1 GHz. Even by considering transverse modes

of order 4100, the change in energy is still negligible compared to the total energy in the
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cavity field such that g, ;, ~ g,. For generality, we will keep the full mode dependence in
gp, and only after having derived the general result will we simplify gp.

Due to the dipole coupling, the Hamiltonian contains terms that take energy from the
electric field and use it to excite the atom and vice versa, but it also contains counter-
rotating terms which excite the atoms and add energy to the electric field. Simultaneously,
the reverse process of deexciting an atom and removing energy from the electric field is
happening. Therefore each single counter-rotating process breaks energy conservation,
but on average, the process of adding and removing energy happens equally often. The
expectation value of the Hamiltonian is, therefore, still conserved. However, the counter-
rotating processes evolve on a much shorter time scale than the co-rotating terms, such
that on the time scale of the energy-conserving processes, the counter-rotating terms can
often be neglected. This approximation is known as the rotating wave approximation
(RWA). Consider the unitary transformation to the frame rotating with the pump carrier

frequency

U, = ®exp( iwt (cTo™ +a ap)> (3.12)

As the transformation is time-dependent, the Hamiltonian in the rotating frame is [121]

H,=U'HU — w, <0'+0' + ZaLaP> . (3.13)

P

Because the transformation is diagonal in the number basis, the creation and annihilation

operators can directly be written in the rotating frame [120]
UloTU = e“loT, Ul U =e ™o, UTaLU = eiwcta;r), UlapU = e “a,. (3.14)
The full Hamiltonian in the rotating frame is

H, = A, ot + ZAPGL% + <)\77p (ro) (o*e’if(t) + 0.+62iwct+if(t))
P (3.15)
+ Z Ipup (10) (apo™ + aT Tetiel) 4 H.c.),

p

where the detunings A, = w. —w, and Ap = wp, —w, have been introduced. As discussed,
the carrier frequency is on the order of hundreds of THz, whereas the largest detunings
will be on the order of hundreds of GHz, making the RWA well justified.

To extend the TLS description to a large cloud of atoms, the atomic operators are
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promoted to field operators [39]

7=l (ol [ Prolwu,) (3.16)

where the field operators satisfy the bosonic commutation relations in eq. (2.17).

If there is occupation in the excited state, then bosonization does not give a good
description of the physical system as it is necessary to constrain the Hilbert space of
the bosons. Constraining the Hilbert space can be done using, for example, semionic
methods [124,125], or a hardcore boson approach [126].

For the experiments of interest, it is not necessary to constrain the Hilbert space
because they essentially couple the light field to the motion of the ground-state atoms.
Coupling the photon to the motion of the atoms can be achieved by having the pump
far detuned from the electronic transition. The regime where the detuning A, between
pump and atom is the largest energy scale is called the dispersive regime. In the disper-
sive regime, the excited state is only virtually excited, and the trapping potential and
momentum of the excited state can be ignored. By bosonizing the TLS Hamiltonian in
eq. (3.15) using eq. (3.16), the resulting many-body Hamiltonian in the rotating frame of

the carrier frequency is

2
= d3r{wg (-Z—m V() - ﬂg) by + V1A,
(3.17)
I @Z’Z <Z gqup(r)ap + )\np(r)e_if(t)> ¢g + H.c.} + Z Apafoap,
p

p

where V,(r) is the trapping potential of the ground state, V? = (82 + 8; + 83) is spatial
derivative operator, m is the mass of the atom and p, is the chemical potential of the
ground-state atoms. As the spatial argument of all atom fields is identical, it has been
suppressed.

The atomic ground-state field is not diagonal in the spatial representation due to the
spatial derivatives and the trapping potential, making it advantageous to solve the trapped
ground-state atom problem first. To this extent, we consider a trapping potential that is
symmetric and harmonic in the transverse plane and a long box trap in the longitudinal
direction. In experiments, harmonic traps are used in all three directions, but the trap
in the z-direction is much shallower than in the transverse directions, Therefore, the
longitudinal length of the atomic cloud is much larger than the wavelength of the pump
and cavity field [81]. In this case, the mode functions of the shallow harmonic trap have

a similar overlap with the longitudinal cavity field as if the longitudinal trap was a box
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trap. The resulting eigenvalue problem for the ground-state wave function W, (r, ¢, 2) is

2 2 2 2
<—28;n - Q;T&, - 27?;7“2 QT;L% - %) U, (r,0,2) = EV,(r,0,z), (3.18)
where Ly sets the transverse diameter of the atom cloud. The eigenvalue problem can be
solved by separating the variables, and for the longitudinal part, the periodic boundary
conditions with a trap of length L, give rise to an exponential oscillation. The transverse
part is a two-dimensional isotropic harmonic oscillator [127], which leads to the Laguerre-
Gauss modes in eq. (3.7). The normalized ground-state atom wave function takes the
form ,
2¢tk=

\Pn(T,Q,Z) = <I"\I/n> = WLGLP(T/LFLG)? (319)

where n = (k,j,p) is a composite index similar to the composite cavity index p. The

energy of the state is
k> 1
En=—+—3
2m  mlLy,

(27 + p) — Hg (3.20)

where the zero-point energy has been absorbed into the chemical potential. The ground-
state field operators can be expanded in the basis spanned by eq. (3.19) ¢y4(r) = > Un(r)iy.
As the spatial distributions of the excited state can be ignored in the dispersive regime, any
complete basis can be chosen for the excited-state field operators 1. (r) = > @, (r)¢n [39].

The representation of the Hamiltonian from eq. (3.17) in these basis states is

H = Z Apafap + Z {6n’m¢LEn¢m + Onm0hDatm
P n,m

(3.21)
+ ¢Il (Z 9p (Pn| Up [Vm) ap + A (Pu| 7 Vi) eif(t)> Ym + H-C-}a
P
where the overlaps are
(Pn| up [Ym) = /dgr (1,0, 2)up(r, 0, 2)Um(r, 0, 2), (3.22)
and
(Pn| 1 [Yim) = /dsr (1,0, 2)n,(r,0, 2)¥ (1,0, 2). (3.23)

3.3 Non-equilibrium action

The Hamiltonian does not include the effect of photon loss from the cavity, which is

intrinsic to the experimental setups. The cavity loss occurs because the mirrors are
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not perfectly reflecting and has the advantage that it allows one to do non-destructive
measurements of the system. To model the cavity loss theoretically, the cavity can be
coupled to an electromagnetic vacuum environment. In section 2.8 we have shown how
this can be included in the action by giving a constant imaginary contribution to the
self-energies.

To construct the full non-equilibrium theory, the first step is to write the action based
on the Hamiltonian in eq. (3.21). As discussed in chapter 2, this is done by putting the
normal-ordered Hamiltonian on the contour in fig. 2.1 and then performing the Keldysh

rotation on the contour fields. The non-interacting part of the action takes the form

_\T 1
dw Ve 0 GA Ve
- [z (3) (o0 ). (3
n wn w ( )g0 g0 wn wn w
Ac T -1 c —c T -1 c
+ <¢n> < O 1 (GA)60> <¢n> + (aI)) ( O 1 (GA)aD) ((lp> }
h - K = - K ’
o) \G, P ) \es), \ap) \(G"), P5 ), \a),
(3.24)
where the previous operators are now complex fields, and the inverse bare propagators
are given by
(GR);Ol (W k) =w—Ex+ilyk, Pl =12l (3.25)

with &, x = (Ex, A,, Ax) being the different detunings and energies for v € {g,e,a} and
I, x = (01,07, ki) for the same three values of 7. The retarded propagator for the ground-
state atoms in eq. (3.24) can be understood as describing density and phase fluctuations in
the atomic cloud. Here we have assumed that the system is at zero temperature and that
the spectral density of the electromagnetic environment is flat, as discussed in section 2.8.
Through this environment, the cavity can lose photons with rate xkp > 0.

At zero temperature, all ground-state atoms will condense into the lowest energy mode
and form a Bose-Einstein condensate (BEC) [128]. As described in section 2.6 this makes
the action for the ground-state zero-energy mode unbounded, and it has to be separated
out. This is done by the d-function factor in first line of eq. (3.24) and is equivalent to
neglecting all quantum fluctuations in this mode (1§(w)yg(w)) = 0 with 0 = (0,0,0).
However, there is a finite occupation in the constant (w = 0) part of the classical field

component given by

/ oo 6 () /2 — / dus \/2Ng3 () = /2N, (3.26)

with Ny being the number of atoms in the cloud.
With the bare action defined, the next step is to include interactions. For the interac-

tions it is necessary to Fourier transform terms like e =g, (#)1m(t). As f(t) was chosen
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to be periodic with period 7', the phase modulation can be written as a discrete Fourier

series

e—if(t): Z Cae—iaﬂt’ (327)

a=—00
with Q = T'/27 and ¢, being the complex Fourier coefficients. Experimentally this can be
generated using an electro-optical modulator, which makes the sum truncate at a finite
value of a. In practice, the largest value of a,. €2 will always be much smaller than A,,
such that the dispersive approximation is unaffected by the phase modulation. Because

of the form of the phase modulation, the Fourier coefficients satisfy a sum rule

e Zc cge —i(a=p) (3.28)

and because all time-dependent terms have to cancel against each other, it implies that

D leal® =1. (3.29)

With this representation of the phase modulation, the terms interacting with the pump

can be Fourier transformed

/dt 0, (1 an/d‘”de‘ Y (€)5(w — a2 — €). (3.30)

The remaining interaction term, where the atom is excited by absorbing a cavity photon,

is energy conserving and given by

/ 0t (1)t () o (1) = / %&nw%(pwm(e)w ). (3.31)
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Putting it all together, the interacting part of the action is found to be

— T
dwd P2\ o Vm
gI:_Anz;/ 2W€<n§)<@n|%|mm>ca(%) o (1/}%1) S(w—aQ —e)

w

+ V/2No (Pp| 7y [Yo) cadl(w) 6(e)d(w — af2) + H.c.)

dwdedp gp e ) L
B ;/ (27T)2 E ( Z <(I)n| Up |\Ijm> ¢n( ) p(P)wﬁ( )Ma,ﬁ,vé( p)

m##0

n

+ (D up | To) (?ﬁ> > (az) 21\/2No8 ()5 (w — p) + Hc>

q a

(3.32)
where the condensed field component 1§ (w) = 27/2N, 6(w) introduced in eq. (3.26) has
been separated out. The tensor M, g~ is equal to the real off-diagonal Pauli matrix o*
when a = ¢, and equal to 1 when a = ¢. The Einstein summation convention has been
used to indicate contraction over the repeated contour indices. The additional factor of
1/4/2 in the cavity part arises from the Keldysh rotation of a three-field product.

The phase modulation of the pump leads to a shift in frequency by af), and in the
considered scheme, €2 is comparable to the cavity mode splitting, which is much large
than the energy scale of the motion of the atoms. To make the separation of energy scales
as explicit as possible, all the energy integrals are split such that the integral over any

function f(w) is written as

> q X, [Etefq X [Fd
/ E=OEDS / L g l@ =3 / LS+ a9)
= Z /_Q %fa(w)v

where w is now only defined in the region {—/2,/2}, and we will refer to this as the
quasienergy. We call the region where o« = 0 the first Floquet Brillouin zone (FBZ).
This rewriting is exact and can always be done. It is useful here because the pump is
periodic in time, which means that taking one pump quanta (which we refer to as a
Floquet photon) connects the first FBZ to the second FBZ. Taking two Floquet photons
then connects the first FBZ to the third FBZ and so forth. The bare retarded propagator
for the ground-state fluctuation in the ath FBZ has a form

1
C wHaQ— By, 40t

Gl e () (3:34)
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where the index a refers to which FBZ the propagator belongs to. Because we are in-
terested in low-energy physics at the scale of the motion of the atoms, we can neglect
any contribution of order 1/€2. The retarded propagator for the ground-state fluctuation
is, therefore, zero outside of the first FBZ. For the excited state, we have assumed that
A, > ) which means that the retarded propagator for the excited state has the same

form in all FBZs. Due to the separation of energy scales, the bare propagators take the

form
Gl o (W) =000 (w— B + iO*)_l , m#£0
G;f)’ma(w) = —004,0270 (W — En), n # 0
GR a(w) = (A, +i0%) (3.35)
Glmia(w) = =270 (w + a2 — A,),
(w)
(w)

Because there is no occupation in neither the excited state nor the ground-state fluctua-
tions (modes with n # 0), the atom Keldysh propagators are given by the bare spectral
functions as shown in eq. (2.82). For the cavity, the Keldysh element in the action and
the imaginary part of the retarded propagator are given by the loss rate of the mode as
described in eq. (3.25).

For completeness, we also give the form of the interacting part of the action in its FBZ

form
d ic T c
w n;a T m;
SI:_)\ E /%( §¢0<(I)n’77p|\llm>ca(q. ) g ( qZ)

+ V2N (Pu| mp [Wo) Cadl. o (w) 6(€)d(w) + H.C.)

_ dwde g . o (o (.
>/ <27r>w§(2<‘1)n‘ p V) dna (0 + )50 () ()Mo 5

n,p,« m7£0

+ (Py| up [ Vo) ( ma) o (a;’;a> 2m\/2Nyd(€) + H.c.),

q
p;a
(3.36)

n;«

where all energy integrals are finite and cover a single FBZ.

3.4 Self-energies

With the bare propagators in eq. (3.35) and the interactions in eq. (3.36) we can derive

an approximation for the self-energies. As the excited state is far detuned, any self-energy
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Figure 3.3: In a) the two vertices generated by the pump interaction in eq. (3.36) are
shown. The Hermitian conjugate terms correspond to flipping the direction of the arrows.
The ground-state atom is a line with a single arrow, while a double arrow indicates the
excited state. The pump is characterized by a wavy line that ends/starts in a cross to
denote its source field nature. A dashed line represents a quantum field, and a solid line
a classical field. The line label denotes the energy of the propagator, and the semicolon
separates the quasienergy from the Floquet index o (). The star denotes the verter,
which has the value —iXco (Pp| My |Yim). In b) the diagram for the retarded self-energy
Ef;afﬂ,o(w) for the ground state atom is shown while c) is the diagram determining the
ground state’s Keldysh self-energy Egafﬁ,o(“))-

correction to it can be ignored.

3.4.1 Stark shift

The first effect we will consider is the self-energy correction to the ground-state energy due
to the pump. The vertices constructed from the interacting part of the action are shown in
fig. 3.3a. As the interaction is quadratic in fields, only one self-energy type is possible, as
discussed in section 2.8. A consequence of the phase modulation of the pump is that the
self-energies couple different FBZs as illustrated by the retarded self-energy in fig. 3.3b.
The corresponding mathematical expression for the retarded self-energy is read off from
fig. 3.3b following the prescription discussed in section 2.4.2. To make the process clearer,
all the factors involved in this diagram are written out, and for the retarded self-energy,
we find
2 gmmia—s,o(W) =(=1)(=1)(=i))?

X caé \]:lm n @ @' \Ijn ZGE jo W
Ej: ﬂ( |77p| .]>< J’77P| ) 0.j; (w) (3.37)

_ NcaCs (V| Tplp [Vn)
A,
The self-energy, represented by fig. 3.3b, should be interpreted as a motional ground-

state fluctuation in mode n and at energy w is excited by the pump containing o Floquet
photons. The excitation is then transferred to the excited state, where it propagates with
energy w+af2 until the excited state decays by emitting 5 Floquet photons into the pump,
and goes into the motional ground-state fluctuation m in the o — § FBZ with quasienergy

w. Being in the dispersive regime makes all the excited state modes degenerate and allows
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one to resum the excited-state spatial basis and write the retarded propagator as —1/A,,
which has been done to get to the second line in eq. (3.37).

Using the self-energy in the Dyson equation eq. (2.53) for the retarded propagator,
is equivalent to the infinite summation in eq. (2.49). The full retarded propagator for
the density fluctuations in the ground-state atoms can therefore be written as the infinite
series

Gg,m,n;a—ﬁ,O(wa 6) = 5n,m5a—6,06(w - E)Gg(],n;(] (w>

- (3.38)
+ Gg()’m;a_ﬁ(u))(S(w - G)Zg,m,n;a—ﬁ,ﬂ(w)GQOamO(w) +oee

The first term is the bare propagator from eq. (3.35) which is only important within the
first FBZ. The next term couples a bare mode with quasienergy w in the first FBZ with
another bare mode with the same quasienergy but in the (o« — f)th FBZ. In section 3.3
it was shown that the bare propagator scales as 1/af2 in the ath FBZ. This means that
the value of the self-energy in eq. (3.37) has to be comparable to 2 for the self-energy to
be able to couple different FBZs. As A\2/A, < €, this is not possible. The higher-order
terms in eq. (3.38) decay even faster, such that the only part of the self-energy in eq. (3.37)
that has to be considered is the part that couples within the first FBZ, namely the a = 8
part. The ground-state propagator then becomes independent of o, and one can sum over

a directly at the level of the self-energy

N2|cal® (P 0p7lp [Wn) A2 (Wn| 1 [Vn) N
R _ « m| '/pllp n/ m p'Ip n/
S m(@) == A, = — A = —0nm A (3.39)

[0}

Here the sum rule for the coefficients in eq. (3.29) and the constant pump spatial profile
have been used. The retarded self-energy correction due to the pump, therefore, simplifies
to a constant Stark shift similar to the single mode case [109]. As the Stark shift is
a constant, the overall shift of the energies can be absorbed in the effective chemical
potential 11, and has no further effect on the theory.

For the Keldysh self-energy shown in fig. 3.3c, we find

E§n7m;a_6’0(w) = )\QCaélg (V| 71 W) 278 (w + (a— B)Q2 — Aa), (3.40)

which is zero because the system is in the dispersive regime where w + (a — §)Q2 < A,,

such that the d-function can never be evaluated on-shell.

3.4.2 Cavity self-energy

Having shown that the pump modulation does not modify the ground-state atoms, we now
consider the key quantity, namely the retarded self-energy for the cavity photons. The

vertices corresponding to the atom-cavity interaction in eq. (3.36) are identical to the four
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Figure 3.4: The different retarded self-energies for the cavity, up to second order in the
cavity coupling. The cavity is drawn as a wiggly line and the BEC as a ground-state
line terminating/starting at a cross. The circle vertez is the cavity vertex with the value
—igp (Pp| up | V) /V/2. The other components are drawn similarly as in fig. 3.3, and a
and [ are the Flogquet Brillouin zone indices. All the conjugate processes of the diagrams
drawn here can be found by flipping the arrows’ direction. The external cavity legs have
been explicitly drawn to make the diagrams easier to interpret. a) First-order process in
cavity coupling. b) The two-cavity-photon process, which is second order in the cavity
coupling. c¢) The "normal” scattering process, which is second order in cavity coupling but
includes the pump. d) An “anomalous” scattering process of the same order as c.

vertices in fig. 2.5, with the photon being a wavy line and the atoms drawn as in fig. 3.3.
Because none of the internal fields (excited state and ground-state motional fluctuations)
have any occupation, many of the diagrams with different Keldysh configurations end up
canceling out against each other, as discussed in section 2.7. In the remaining diagrams,
all internal propagators are either advanced or retarded, and the only occupation effects
come from the BEC source field in eq. (3.26) and the pump. The possible diagrams
contributing to the retarded cavity self-energy up to second order in the cavity coupling
are shown in fig. 3.4. None of the diagrams contains closed loops because the BEC acts
as a source field.

One of the main advantages of the diagrammatic approach is that the diagrams clearly
illustrate the physical processes. It shows that the full system, including the pump, is
energy conserving, as the total energy going out of a diagram equals the incoming energy.

To discuss the physical processes, we will focus on the diagrams shown in fig. 3.4,
as the processes in the conjugate diagrams are equivalent except for happening in the
opposite order. To clarify this, consider the simplest process that affects the cavity shown
in fig. 3.4a. Here the cavity excites an atom from the BEC, which goes back to the BEC

by emitting into the pump. The conjugate process is where the pump excites the atom,
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which then emits into the cavity. It gives the self-energy contribution

QN())\nga
V24,
2N0>\gpéa

V24,

which we have denoted as al to differentiate it from the other diagrams in fig. 3.4. The

> (Wo| 7y |Pu) (] up [ To)
n (3.41)

<\I/O| MpUp |\IJO> )

Zfl,p;a(w) - —(5((,0)
— —5w)

value of the self-energy is determined by overlaps of the mode functions from eq. (3.6)
and eq. (3.19)

_ 2 L./2 ik qz ik

The second integral is over the transverse direction, perpendicular to z. For a near-planar
cavity Vg/wr > 1 such that the only longitudinal cavity mode that is energetically
relevant is the one closest to the carrier frequency. The longitudinal index for the cavity
is therefore set by ¢/ L, = Q with L,QVr ~ w.. Because the pump carries no longitudinal
momentum, the longitudinal overlap in eq. (3.42) always vanishes, and the self-energy in
eq. (3.41) will be zero.

The next diagram contributing to the cavity self-energy is the two-cavity-photon pro-
cess shown in fig. 3.4b. In this process, the cavity virtually excites an excited state which
then decays by emitting into the cavity again. No pump photons are involved in the pro-
cess, meaning it is impossible to connect different FBZs, and the self-energy contribution

is therefore diagonal in frequency and the cavity mode space

N 09;2,

Aq

La2p.aa(w) = (Wol uptip |Wo) - (3.43)
These mode overlaps do not vanish and the diagram is proportional to Nogg /A, We
assume a regime where the prefactor is small enough such that these processes are weak
compared to the process in fig. 3.4c. In fig. 3.4c the cavity mode with energy w + afl
excites an atom from the BEC, which then emits o Floquet photons into the pump and
generates a low energy density fluctuation in the BEC at energy w. An atom from this
density fluctuation is then excited using  Floquet photons from the pump. The excited
atom then decays back to the homogeneous BEC via emission into the cavity mode at
w + BQ. This process dominates over the two-cavity-photon process because the pump
vertex scales with the pump intensity and can therefore make up for the smallness of
gp- For such a process to be experimentally possible, the polarization of the pump must

overlap with the polarization of the cavity. This requirement can be understood from
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the diagram by the fact that the diagram connects a pump vertex and a cavity vertex
through an excited state. The pump vertex and the cavity vertex are, therefore, implicitly
connected

Agp o< (t-d)(d-tp) =t - (g[rle){e[r]g) - tp. (3.44)

For this to be non-zero, the pump and cavity polarizations must have non-zero overlap
with the same excited state, and they must, therefore, also overlap with each other.

Because the diagram in fig. 3.4c contains the pump, it allows for coupling between
different FBZs by using different Floquet photons. This coupling leads to the retarded
self-energy not being diagonal in the Floquet indices o and 3

- NogpGaAcac _ _
D apaw) = =R  (Wo| 1,i1q | Wa) Gifn(@) (Unl upfly [To) . (3.45)

P05, 0;
a,q,p;B,o A?L g0;in
To evaluate the contribution of this process, the following overlap is required,

(Wal upTy [Wo) = (¥ kniy | 4Qumm T | Y1000)) = Lok 001 20,4500} Lr jp0mam 035 (3.46)

where the composite mode number has been explicitly written out, and the integral has
been split into longitudinal, angular, and radial parts. Splitting the overlap into these
three parts is possible because the spatial mode functions in eq. (3.6) and eq. (3.19)
are separable in their arguments. Using the mode functions, we consider each of these

different integrals, the first being the longitudinal overlap

2 [ 1 ifk=Q
L. (kQ0y = ./, , dze"* cos (Qz) = ) otherniss (3.47)
z =Lz otherwise

which shows that the longitudinal pattern of the density fluctuation has to match the

periodicity of the longitudinal cavity mode. The radial integral is given by

2w
To (jpo) = / %ew(p—j) =4 . (3.48)
’ j’pz 0 27T pv]’

which is a manifestation of the conservation of angular momentum. For the diagram in
fig. 3.4c, the overlap appears twice with different cavity modes but the same ground-state
fluctuation. Two cavity modes can, therefore, only couple to each other if they do so
through the same density fluctuation, which, due to eq. (3.48), requires them to have the
same angular momentum. By choosing {2 ~ 2wy and having the carrier frequency close
to the Gaussian cavity mode, the non-zero angular momentum modes will have a large

energy suppression and can therefore be neglected.
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The only remaining overlap is in the radial direction and given by

1 ee B B r2 r2
IT,{O,O,O,TZ,TTZ,O} :EA dTT exp ( — T2 (2LH2 =+ U)O 2) )Ln <2E) Lm (211)_8) . (349)

This integral has a closed form solution [129, 7.414.4]
Tm+n+1) (*-3)"

X° +
27 nlm) (X2 4 %)m+n+12 _

1
Fy [—n, —m; —n —m; 2—?1 ., (3.50)
X" 73

Z,.{0,0,0,n,m,0} =

with x = wg/Lpy, 2F; is the Gauss hypergeometric function and I' being the Gamma
function. These overlaps are fully determined by x and are always real. Any further
physical insight from the closed-form expression is elusive. However, in the limit where
the atom cloud is significantly narrower than the cavity waist, we have x? > 1, which

bR
leads to

lim <\Ilk,n,0| UQ,m,oﬁp |‘1/0> = mo(sk’Q. (351)

X—00

The physical interpretation of this result is that for an atom cloud with a small transverse
size compared to the cavity, all zero-angular momentum transverse cavity modes appear
constant and equal to unity. This is intuitively seen from the plot of the radial mode
functions in fig. 3.2a. In this limit, the density fluctuation is only along the longitudinal
direction while the transverse envelope is Gaussian-like the BEC. As near-planar cavities
have fairly large waists on the order of 50um [123] and experimentally, the atom cloud is
usually on the order of 3um [81], the small atom cloud limit is experimentally relevant.
Although there is no fundamental problem with going beyond this limit from a theoret-
ical perspective, we restrict the following discussion to the small atom-cloud limit, as it
considerably simplifies our expressions.

The self-energy contribution from fig. 3.4c takes the simple form
*CaC8
=— a2 Canfeon W), (3.52)

where n, m are only transverse cavity mode indices for zero-angular momentum modes
with longitudinal wave vector (). Because the longitudinal cavity mode is locked to @) by
the pump g, has been simplified to be mode independent as discussed in section 3.2.
The process in fig. 3.4c is not the total contribution to the self-energy because it is also
possible to switch the position of the condensate and the ground-state density fluctuation
in fig. 3.4c. By drawing the diagram, one finds that the ground-state density fluctuation
will propagate in the opposite direction and carry the energy —w. All other aspects remain

the same, such that these two diagrams can be added together to give the full self-energy
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contribution

N()gQ)\2EaC13
Ein,m;a,ﬁ(w) = A2 Gﬁ];{Q,O,O} (w) + GgAO;{Q,O,O}(_w)

a

QETN 2)\270[ (353)
_ 0T A A2, eI (),
23 ((w+ i) - B2)

where the recoil energy E, = Q%/2m has been introduced. All constants have been in-
cluded in the prefactor A = v/Nyog\/A,, which is the effective light-matter coupling con-
stant. The polariton in the ultracold atomic gas is, therefore, strongly interacting because
of an enhancement by the number of atoms in the cloud and the power in the external
laser. The w-dependence of the self-energy is captured in the single mode polarization

function
—2F,

(w+1i0+)* — B2

T

% (w) = (3.54)

Beyond the limit of a small atom cloud, IT* acquires a mode dependence due to the atoms
coupling differently to the transverse modes.

The self-energy in eq. (3.53) has the normal structure expected from a self-energy; a
cavity mode comes in, is then modified, and sent out again. As the system is driven,
one can also build diagrams of the form shown in fig. 3.4d, where two cavity photons
come in and are then lost into the pump. These processes are known in superconductivity
as anomalous terms and are not number conserving [61]. Differently from the counter-
rotating terms discussed for the rotating wave approximation in section 3.2, the anomalous
processes are not linked to a different energy scale than the "normal” process in fig. 3.4c.
By writing out the diagram and using the same approximation used for deriving eq. (3.53),
one finds that the anomalous process has exactly the same form as the normal process in
eq. (3.53). To include these processes into the action, we use an extended basis known as

the Nambu basis [130] and write the retarded part of the cavity action as

T
1 Y2 qu [ al, (w _ at (w
Sf — 5 Z / 2_ qn,Oé( ) (gﬁm;a7ﬁ) 1 (w) 7Cm7ﬂ( ) ’ (355)

n,m,o,f3 -Q/2 4T an;a(_w) am;ﬁ(_w)
with the inverse retarded propagator given by

R -1 o Prfm;a,ﬁ(w) - Eﬁn,m;a,ﬁ(w) _Zin,m;a,ﬂ (w)
(gn,m;a,ﬁ) (LU) - R A R s (356)
_Ea,n,m;a,ﬁ’((’u) Pn,m;a,,é’(w) - Za,n,m;a,,ﬁ’(_w)
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where the diagonal elements are the inverse bare propagators in eq. (3.35)

R/A
TL?m;a’/B

(W) = dpmbap (wW+aQd — A, + )/ —iky,). (3.57)

Due to the phase modulation, the action is no longer diagonal in energy but instead
couples different FBZs. The coupling and extended Nambu basis leads to the action
acquiring a large matrix structure of the form Floquet ® transverse mode ® Nambu, where
® is the Kronecker product. The Floquet structure is infinite-dimensional, while the
transverse mode structure has a N,,, modes and the Nambu structure is two-dimensional.
The bare inverse propagators in eq. (3.57) are diagonal in the Floquet indices. The Floquet
structure of the self-energy is solely determined by the Fourier coefficients ¢, of the phase

modulation such that the Floquet matrix structure of the self-energy is

\CN|2 CNC_N

|02|2 C2C1 €20
EQRN C1Ca |Cl|2 C1Co . (358)

_ _ 2
CoCo2  CpC1 |Co|

CNC_N |C_N|2

Each entry in this matrix is the coefficient from the Floquet structure that is multiplied
by the matrix that describes the transverse mode® Nambu structure of the action. In
the small atom-cloud limit, the transverse mode®Nambu of the self-energy is simply
a constant matrix of size 2N,, filled with ones multiplied by A%II1%(w). The decay in
quasienergy, w, is set by the polarization function, which decays as 1/w? and has a mag-
nitude on the order of A% that is small compared to 2. Following an analysis similar to
the treatment of the ground state, which led to eq. (3.38), shows that the only relevant
cavity modes satisfy af) — A, ~ Ag. If Q ~ 2wy, then there will only be one relevant
cavity mode in each Floquet block, which allows one to consider an effective action with
a matrix structure transverse mode ® Nambu. To clarify the structure of the effective
action, consider the normal block of the action, which is the upper left entry of eq. (3.56).

The effective bare element is

me(w) = Opm (W — @p + 1Ky) (3.59)

where the effective detuning of the nth mode A,, is its bare detuning minus the number

of Floquet quantas that brings its magnitude the closest to zero. The effective self-energy
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is dense in the mode space such that its components are given by
EF (W) = =A?c, eI (w). (3.60)

As the self-energy couples the cavity mode n and m, we have generated an effective action
where there is a direct coupling between all the different transverse cavity modes. The
n, m component of the inverse retarded propagator for the effective model is therefore

given by

R\—1 o Pffm(w> - Zcﬁn,m(w) _Zf,n,m(w)
(G") o (@) = ( e o PA () o (_w)>. (3.61)

a,n,m a,n,m

Our result is based on the cavity self-energy to second order in the cavity coupling,
and in the thermodynamic limit, this becomes exact [108]. That it becomes exact can be
understood by going to fourth order in g, the full diagram still only contains two BEC
source fields. The O(g*) diagrams, therefore, also scale linearly with the atom number.
However, the cavity interaction is inversely proportional to the square of the volume. In
the thermodynamic limit, the second-order process will therefore be relevant as it scales
with the density, whereas the higher-order processes scale with the density over volume,

which vanishes in the thermodynamic limit.

3.4.3 Sideband picture

So far, we have discussed the pump modulation in terms of FBZs, which is the natural
language for the general theory. Having an effective model for multiple coupled transverse
cavity modes, we can think of the system in a more physical picture closely related to the
experimental realization.

The phase modulation in eq. (3.27) is given by a sum of exponentials rotating at
exp (—iaf2t). The phase modulation can therefore be understood as the pump having
sidebands at af) with intensity in each sideband given by |c.|>. Because of the sum
rule in eq. (3.29) the pump field’s total power is conserved but shared between all the
sidebands. As a specific realization of this, we consider a sinusoidal phase modulation of

the form

£(£) = By, sin (1), (3.62)

where B,, is the modulation depth of the phase modulation. Using the Jacobi-Anger

expansion [131, 17.1.7] the Fourier series of the phase modulation is found as

efiBm sin(Qt) _ Z Ja (Bm) efiaQt’ (363)

a=—00
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Figure 3.5: A plot of the first six Bessel functions, which corresponds to the weight in the
pump sidebands when the phase modulation has a depth B,,.

where J,(z) is the Bessel function of the first kind of order o. The first six of these
coefficients are shown in fig. 3.5. At zero modulation depth, all weight is in the zeroth
sideband, and the pump laser, therefore, has all its intensity at w = 0 in the rotating
frame. Increasing the modulation depth B,,, more weight is gradually transferred into
the sidebands at higher energy. Changing B,, allows one to tune the effective couplings
between the cavity modes in the self-energy as shown in eq. (3.60).

The modulation frequency is the second tuning nob in the phase modulation and
allows one to tune the effective detunings of the different transverse modes. This is
possible because the effective detuning of each cavity mode is set by the mode’s detuning
from the nearest sideband. To make this transparent, the phase modulation frequency is
written as Q) = 2wy + €, with |¢| < wr. Because the transverse modes are linearly spaced

in energy as shown in fig. 3.2b, the effective detuning of the nth transverse mode will be
A, = Ay — ne. (3.64)

If we choose the sign of € > 0, then the higher-order modes will effectively be lower in
energy than the zeroth mode. In the other case where € is chosen to be negative, the
higher-order modes will be at higher energies than the zeroth mode. Using the simple
phase modulation in eq. (3.62), which is easy to implement experimentally, therefore,

gives a large tunability of the multimode nature of the system.



66 Multimode polaritons

3.5 Multimode polaritons

The inverse retarded propagator for the effective cavity model in eq. (3.61) has a matrix

structure which leads to the elements of the spectral function in eq. (2.68) being given by
Aji(w) =i (G5 (w) = Gji(w)) , (3.65)

As shown in section 2.5, the diagonal components of the spectral function satisfy a sum
rule which allows us to interpret them as the modification of the bare modes due to the
coupling. The mode index j in the spectral function in eq. (3.65) refers to the cavity mode
ug.jo(z,7) = cos (Qz) LG,o. In the following discussion, such a mode will be denoted as
the LGjp mode. The spectral function element Ay, then contains information about
adding an excitation to the mode LGqy, having it propagate in the system, and then

removing an excitation again from the LGqo.

3.5.1 Single mode polariton

Before discussing the more complicated case, including many cavity modes, we first discuss
the single mode system [108,130,132].

The main tuning parameter in this system is the pump intensity as it linearly affects
the effective light-matter coupling strength A, which sets the magnitude of the self-energy
in eq. (3.60). Furthermore, it is a good tunning parameter because there is no assumption
regarding its magnitude in the derivation of self-energy. Increasing A leads to the forma-
tion of a polariton where there is a correlation between the cavity photon and a density
fluctuation in the atom cloud.

When we derived the ground-state atomic mode functions in eq. (3.18), we did not
include the effective optical potential that would arise from having a coherent field inside
the cavity. With the choice of atomic mode functions, we are therefore neglecting any
occupation of the cavity modes. The anomalous process in fig. 3.4d scatters two cavity
photons into the pump meaning the cavity occupation is decreased. This process scales
with the occupation in the cavity field. In the conjugate process, two cavity photons are
created by scattering two pump photons into the cavity mode. This process scales with
the intensity of the pump. For finite A, one would expect the cavity occupation to increase
until a detailed balance between the two anomalous processes is achieved. However, this
is not the case due to the homogeneous nature of the atom cloud [102]. As the atoms
are uniformly distributed on the scale of the cavity wavelength, the scattered photons
interfere destructively with each other, and no coherent field is created in the cavity.

At the critical value, A., the number of photons scattered into the cavity is so large
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Figure 3.6: A plot of the cavity spectral function for the LGy, mode. The parameters are
Ag = 0.8E, and k = 0.02E,.. In a) the system only has a single cavity mode as there is no
phase modulation B, = 0, and in b) the phase modulation is turned on with ¢ = 0.19E,
and B,, = 0.9. The horizontal dashed lines represent the bare detunings of the higher-
order modes, while the third dashed line is the unmodulated spectral line from a). The
three crosses mark the values used in fig. 3.7.

that the atoms are starting to feel the optical potential of the cavity. At this point, the
atom cloud no longer has the lowest energy when it is longitudinally homogeneous, but
instead, the lowest energy mode is when the cloud has an overall density modulation set by
(. The atoms in the density modulation start scattering the pump photons constructively
into the cavity. This leads to a runaway effect where the atoms in the density modulation
scatter the pump field more efficiently into the cavity. The more efficient scatting into
the cavity increases the depth of the optical potential for the atoms, which increases the
number of atoms in the density modulation, and again more light is scattered into the
cavity. Therefore, the system undergoes a phase transition. Below the critical pump
power, the system is in the normal phase, where the atom is in a homogeneous cloud,
and there is no coherent light field inside the cavity. At the critical pump power, it then
transitions into a phase where the atomic cloud has a density modulation, and the cavity
is coherently occupied. This phase is known as the superradiant or self-organized phase,
depending on whether one prefers to think of the atoms’ or the cavity’s state. It was first
experimentally observed in 2010 [133].

From the perspective of the retarded propagator of the cavity, the signature of the
phase transition is that the inverse propagator becomes unbounded, as discussed in sec-
tion 2.6. In the stationary state, this is seen by the vanishing of the imaginary part of the

retarded propagator. When the imaginary part of the retarded propagator becomes zero,
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the propagator develops a singularity on the real axis, which leads to the action diverging.

The spectral function for the LGgy mode for varying pump power is shown in fig. 3.6a.
For A = 0, the self-energy vanishes, and the spectrum is the free Lorentzian centered at
A and with a width of x from the bare propagator. As the pump is turned on, another
peak appears at the recoil energy, which comes from the hybridization with the density
fluctuation. Increasing A leads to increasingly strong interactions between the cavity
and the density modulation, which leads to repulsion of the two peaks in the spectral
function. At sufficiently high A, the lower peak is pushed to zero frequency. It still has a
finite width, and only after further increasing A the width goes to zero, making the normal
phase unstable through a zero-frequency polariton mode. A more detailed analysis of the

phase transition is done using the classical equations in chapter 4.

3.5.2 Including phase modulation

To understand how the system is affected by the phase modulation, we first consider the
same system but with a finite amplitude of the phase modulation B,,, > 0. The case where
the higher-order modes are energetically favorable over the zero mode (¢ > 0) is shown
for the modulation depth B,, = 0.9 in fig. 3.6b. The value of B,, is chosen such that
the central band of the pump has the largest weight, see fig. 3.5. The effect of the large
central band weight can directly be observed in the spectral function, which is similar
to its unmodulated counterpart in fig. 3.6a for small A. As A is increased, the mode is
pushed down in energy and then intersects with the LGy mode, which is € lower in energy.
Because the two modes interact with each other, they cannot cross, but instead, an avoid
crossing appears [100]. Further increasing A then forces another crossing with the LGy
mode. The nature of the mode changes drastically at an avoided crossing because it leads
to a hybridization of the two modes. This is illustrated in fig. 3.7. Here it is shown that
the fluctuation in the cavity field at low light-matter coupling, corresponding to p; in the
figure, is mainly in the LGgg mode because it couples stronger to the atoms. After the first
avoided crossing, at py, the cavity fluctuation has a large contribution from LGy. The
interaction between the modes, through the phase modulation, leads to a superposition
of several modes in the cavity field, making the polariton in the system a multimode
polariton. After the second avoided crossing at ps, the LGog becomes important and also
has a large weight in the cavity field fluctuation. Additionally, we note that even though
the LGgsg is lower in energy than the LGy mode, it has a negligible contribution to the
field superposition. This is understood by the fact that the weight in the third sideband
in fig. 3.5 at B,, = 0.9 is also negligible. The cavity field’s superposition thus depends on
both B,, and e.

For it to be possible to see these hybridization effects, the cavity linewidth must be
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Figure 3.7: This plot shows the composition of the fluctuations in the cavity field at the
three different crosses in fig. 3.6b. Fach of the crosses are described as a point in the
(w, (A/A.)?) plane. At the first cross py = (0.04,0.77) the LGy, mode dominates the the
field, while after the first avoid crossing at py = (0.42,0.49) the field is mainly composed
of LGyy and LGoo. At the last point ps = (0.62,0.37), the field is in a superposition with
almost similar weight in all of the three lowest transverse modes. The inset shows the
effective spatial potential felt by the atoms at these three different points.
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below the recoil energy, as a larger linewidth will wash out any hybridization signatures
in the spectrums. Current state-of-the-art experimental setups with resolution below the
recoil energy exist [81], such that the observation of the described hybridization effects
is within reach. For the experiment in [81], Rubidium was used, and choosing a lighter
atom, such as Lithium, would increase the recoil energy by around a factor of 10. The
recoil energy would then be ~ 0.2 MHz and would still be significantly smaller than the
transverse energy spacing of the cavity modes wr ~ 0.1GHz such that the effective model
would be well-justified. In this case the linewidth would be about an order magnitude
less than the recoil energy making the anti-crossings clearly visible.

The hybridization is not directly visible if one considers a system without sub-recoil
resolution. However, one would still be able to observe that the cavity field will be in a
superposition of different modes as this does not rely on visible avoided crossings.

Besides the avoided crossing and multimode nature of the polariton, it is also worth
mentioning that by including more modes into the cavity field, the waist of the cavity is
effectively decreased. The transverse intensity profile of the cavity field is plotted in the
inset of fig. 3.7 and in the dispersive regime, the width of the intensity profile directly
relates to the range for the cavity mediated atom-atom interactions [110]. If the effective
interaction range can be tuned, it will open up a range of new physical models that can
be investigated using the ultracold atom gas systems. Current experimental setups are
limited because there is a large discrepancy between the cavity waist and the size of the
transverse atom cloud. In this regime one would need a high-order transverse mode to
realize short-ranged atom-atom interactions using a phase modulation of the pump. A
high-order transverse mode decreases the waist as the mode’s center peaks decrease in
size with the mode number, as shown in fig. 3.2a. This is experimentally challenging as
these modes also extend far in the transverse direction, making them harder to stabilize
in the cavity. To use the phase modulation to create short-range atom-atom interactions,
one should instead consider moving the atom cloud away from the center of the cavity,
where nodes of the different modes can potentially be used to generate smaller effective
interactions between the atoms.

So far, we have discussed how the system behaves when the higher-order modes are
energetically preferable to the LGy, mode. One can also consider the opposite scenario,
where the higher-order modes are energetically unfavorable by choosing € < 0. For a
negative €, the spectral functions for the first four transverse modes are plotted in fig. 3.8 as
a function of the detuning. The spectral functions are plotted at constant ratio (A/A.)* =
0.7 but it is important to note that A. is a function of B,,. Keeping A/A, constant allows
us to compare the spectral functions when the system is in the vicinity of the phase

transition. For comparison, we plot the quasiparticle energy for each mode, given by
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Figure 3.8: Plots of the spectral functions for the first 4 transverse modes as a function
of the modulation depth B,,. The higher order modes are higher in energy than the LGy
mode as € = —0.09E,.. the effective light-matter coupling strength is kept at a fized ratio
(A/A.)* = 0.7. Notice that |lambda, is a function of By, see eq. (3.67). The red lines are
the quasiparticle energies of each mode described by eq. (2.71). The cavity parameters are
k = 0.02E, and Ay = 0.6E,.
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eq. (2.71). At B,, = 0 the LGyo mode is pushed down to a frequency around 0.3F, and
couples significantly to the atom, which is seen by a clear feature from the atomic part of
the polariton in the LGgy spectral function. This can be qualitatively compared to a line
scan at 0.7 (A/A.)? in fig. 3.6a. At this modulation depth, none of the higher-order cavity
modes are part of the polariton, and their spectral functions are purely Lorentzian at
their respective bare detunings given by eq. (3.64). As B,, is increased, the height of the
pump sideband for the LG1y mode increases according to fig. 3.5, which leads to this mode
being mixed into the polariton. This can be seen in fig. 3.8 by the atomic mode starting
to appear in A;1, and the spectral functions Agg and A;; have features emerging at the
same frequencies. The admixture of the LGyg mode is decreasing due to the decreasing
height in carrier peak of the pump see fig. 3.5, until B,, ~ 2.4 where Jo(B,,) ~ 0. Then
LG is completely removed from the polariton, the atom admixture vanishes in Agg, and
the unperturbed Lorentzian is the only feature remaining. At B,, ~ 2.4, the polariton
has significant weight in both LGg and LGy and the peaks of the spectral functions are
significantly displaced from the bare values, which indicates that both modes strongly
couples to the atoms. For B,, =~ 4, the polariton consists of a superposition of all four
modes apart from LGyg, which is again understood from fig. 3.5.

The explicit example shows that even for ¢ < 0, strongly coupled multimode polaritons

can be generated using the simple sinusoidal phase modulation scheme.

3.6 Multimode superradiance

In this section, we discuss how the changes in the polariton spectrum due to the phase
modulation carry over to the superradiant phase transition.

We have seen that the critical value of the phase transition is affected by the phase
modulation. It became apparent in fig. 3.8 when the atomic peak in the spectral function
was moved to higher energy as B,, increases. The atomic peak being pushed to higher
energies means that the coupling strength between the cavity and the atoms has increased.
As the ratio A/A. is kept constant, both A and A, must have increased for larger values
of B,,.

A rigorous treatment of the critical coupling strength will follow in chapter 4, and for

the single mode case, we find the well-known result [107]

A2 o ER (Ag + KQ)

2 AL (3.66)

In the regime where k < Ay, the critical coupling is seen to scale linearly with the

detuning. This single-mode effect carries over qualitatively to fig. 3.8, as the higher-order
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modes in fig. 3.8 have larger detunings than the zeroth order mode, and we indirectly
observe an increase in A. when these modes start coupling to the atoms.

To investigate how the phase modulation affects the critical coupling, consider first
the simplest case where € = 0, such that the cavity modes are effectively degenerate. In
this case, we expect that the critical coupling is unchanged by B,, because the cavity
modes are effectively degenerate. The result is shown in fig. 3.9a, by the dashed black
line and predicts that a non-monotonic increasing value of A. would be observed. This
behavior is explained by the symmetrically generated sidebands above and below the
carrier frequency due to the sinusoidal phase modulation. Combined with the fact that
the near-planar cavity only has modes at higher energy than LGy, all intensity in the
lower energy sidebands is effectively lost. The lost intensity can be accounted for by

renormalizing A

A
A —
\/ZOSagamax JO!(Bm)Q

The renormalized critical coupling for € = 0 is now independent of B,, as shown by the
solid black line in fig. 3.9a.

In the case where € > 0, as considered in fig. 3.6, the higher-order modes are ener-

= A(Bp). (3.67)

getically favorable. The critical coupling as a function of B,, is plotted as the red lines
in fig. 3.9a. We observe that after renormalizing A. the critical coupling decreases with
By, which is expected from the single mode result in eq. (3.66). However, when the
modes have different detunings, the critical coupling is not a linear function of B,,, which
highlights the interplay between the effective detuning and the pump sideband height.

Apart from the shifted critical coupling, we can observe an intriguing effect that hints
at a qualitatively new nature of the superradiant phase itself. Instead of an unstable
polariton mode at zero frequency, there is an indication that it can be pushed to finite
frequency.

The superradiant phase has been described as a phase with finite occupation in a zero-
frequency polariton mode. Mathematically, the instability of the system occurs when the
inverse retarded matrix propagator (QR(O)) - acquires an eigenvalue with a value of zero.
At this point, the retarded propagator is no longer defined, and the action has become
unbounded, signaling the phase transition. Computing A. for when this zero-eigenvalue
occurs, we find that there are regions in the parameter space (B,,,€) where the inverse
propagator at w = 0 cannot become unstable. The zero-frequency polariton not having
an instability is not equivalent to the system having no transition into a superradiant
state. Instead, what happens is that a polariton mode can become unstable at a finite

frequency. Computing this instability from the retarded propagator is cumbersome, as it
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Figure 3.9: a) The plot shows the critical coupling strength for e = 0 (black lines) and € =
0.1E, (colored line). The dashed lines represent what would be experimentally observed,
and the solid lines are the renormalized critical couplings from eq. (3.67). b) Phase diagram
of the frequency of polariton mode, w,, which becomes unstable. The cavity parameters
are K = 0.05E, and Ag = 0.6E,.

requires one to solve the equation

Det( (QR(w))_1> —0, (3.68)

as a function of A and w. Performing this non-trivial numerical task leads to the result
shown in fig. 3.9b. There is a sizable region of parameter space where the dominating
instability is a polariton mode at finite frequency. The small disconnected regions of
fig. 3.9b occur due to the two-dimensional root-finding routine not being perfectly robust.
By carefully investigating the parameters, one can see that the three lobes in the phase
diagram are connected to a cavity mode acquiring an effective negative detuning. This
means that the cavity mode has lower energy than its sideband. The phase diagram,
therefore, hints towards a qualitative change of the superradiant phase if cavity modes
acquire negative detunings. Understanding the nature of the instability by numerically
solving eq. (3.68) is inefficient as it requires investigating the large parameter space nu-
merically. In chapter 4 we will use a different approach to get a deeper understanding of

how the superradiant state is modified in this multimode model.
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3.7 Summary and discussion

In this chapter, we have shown how effective interactions between different cavity modes
that have a large frequency separation can be generated using a phase modulation. The
effective interaction originates from the different cavity modes coupling strongly to the
motion of the same atom gas. The atomic gas, therefore, acts as a mediator of interactions
between the cavity modes. Due to the strong coupling between the cavity modes and the
motion of the atomic gas, the system forms a polariton that contains a superposition
of many cavity modes, making it a polariton with a multimode nature. In the regime
where the cavity loss is below the recoil energy of the atoms, the different cavity modes
interact strongly with each other, giving rise to avoided crossings in the spectrum. We
have shown that the superposition of the modes in the polariton and the cavity modes’
effective interactions can be tuned by the phase modulation parameters. We find signs
that the multimode nature of the polariton makes it possible for the system to transition
into a superradiant phase that oscillates at a finite frequency.

To illustrate the scheme, we have focused on a near-planar cavity where the transverse
cavity modes are linearly spaced in frequency and the regime where the atom cloud is
small compared to the cavity waist. Both of these regimes make the equations and analysis
simpler, but none of them are required for the scheme to work. It only relies on the energy
scale set by the frequency difference of the relevant transverse cavity modes being much
larger than the recoil energy of the atom. If the atomic overlaps are different for the
different transverse modes, then this effect can be directly accounted for by choosing the
height of the pump sidebands accordingly. If the cavity modes are not linearly spaced,
then this can be accounted for by not using a periodic phase modulation but instead a
generic frequency comb.

An interesting question that has not been investigated here is how the pump envelope
modifies the results. The transverse pump has a wavelength that is equal to the wavelength
of the longitudinal cavity mode. This gives rise to an optical potential in the transverse
direction, which changes the transverse-mode overlaps between the cavity modes and the
atom cloud. One could also investigate how a pump with angular momentum affects the
polariton, as this gives rise to coupling between modes of different angular momentum.
Lastly, the question of how small an effective atom-atom interaction-range one can create
by using a superposition of a realistic number of transverse cavity modes also requires

further investigations.



Chapter 4

Polariton limit cycles

4.1 Introduction

In the previous chapter, phase modulation of the pump laser was used to couple several
transverse cavity modes strongly to the motion of an ultracold gas of atoms. The cavity
photon coupled to the atomic motion because the pump laser frequencies was tuned far
below the electronic transition of the atoms. Our investigations showed a large parameter
region, where the superradiant state did not emerge through a mode softening; instead,
the system acquired a finite frequency instability. The emergence of a finite frequency
instability is surprising as the system is described using an effective time-independent
model. The effective model was derived by relying on the separation of energy scales
inherent to the system, and it was intuitively understood as the pump having sidebands
close to each cavity mode. Preliminary investigations of the phase diagram hinted at
a connection between a cavity mode acquiring a negative detuning and the polariton
developing a finite frequency instability.

The sign of detunings can play a vital role in the behavior of the system, exemplified
by considering the ultracold gas in a single mode cavity without modulation of the pump.
When the pump is detuned far below the atomic transition and slightly below the cavity
mode, the optical potential for the atoms created by occupation of the cavity field is an
attractive potential that favors a density wave in the atoms [13]. The dispersive regime
can also be reached if the pump is detuned far above the electronic transition and the
cavity frequency is slightly above the laser frequency. In this dispersive regime, the optical
potential for the atoms becomes repulsive [13]. This repulsive interaction can drive the
system into a limit cycle, and even chaos [134,135]. These predictions have recently been
verified experimentally [136]. While using a pump with a frequency above the electronic
transition can lead to limit cycles, the phase diagram differs from what we observe in the

multimode model.

76
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Our multimode model is time-independent, but oscillating steady states have been
proposed and investigated previously in similar systems using a modulation of the pump
laser at frequencies comparable to the recoil energy. In this case, the modulation fre-
quency is much smaller than the cavity spacing, and only a single cavity mode is relevant.
However, because the modulation frequency is comparable to the intrinsic time scale of
the atomic motion, the model can not be simplified to one that is time-independent. The
parametrically driven and closed Dicke model was found to exhibit a rich phase diagram
due to the driving [137]. Dissipation was included in the description by ref. [138] where
they found a new oscillating phase which they interpreted as a normal phase with pulsed
superradiance.

Following these ideas, the effect of a modulated pump, with a modulation frequency
comparable to the recoil energy, was considered in the BEC-cavity system in [139, 140].
Here it was found that the pump modulation can suppress the density wave in the atom
mode and that if the modulation frequency was comparable to the recoil energy, the
system could exhibit a limit cycle. The limit cycle was found to be robust, to some level,
against noise and imperfections in the modulation protocol.

A similar system was numerically investigated in [141], where collisions between the
atoms were included. This system also had a limit cycle between two different symmetry-
broken states, but the presence of atom collisions was numerically found to lead to heating.
A recent experiment [142] done with the modulation close to the recoil energy found the
atomic state of the system switching between two Z; symmetry-broken states with half
the period of the modulation frequency. These oscillations survived for less than ten
cycles, which was attributed to non-negligible atom-atom interactions and atom losses by
numerical simulations.

In all the discussed systems, the oscillating steady states were generated either by the
repulsive optical potential of the atom or by driving at a frequency close to the recoil
energy. As neither of these mechanisms are present in our effective model they cannot
directly explain the phase diagram from chapter 3.

In [64], it was experimentally found that for a negatively detuned cavity, the system
does not soften at the transition but instead hardens. They argue that this is because
the cavity phase is shifted, in relation to the emerging density wave pattern, such that a
negatively detuned cavity mode leads to a suppression of the density wave towards the
homogenous atom configuration. An experiment with two pump lasers, one below and one
above the cavity frequency, was performed in [143], which showed that it was possible to
use the pump above the cavity frequency to suppress the density wave generally favored
by the lower frequency pump. This understanding of a single negatively detuned cavity

mode suggests that having both negatively and positively detuned cavity modes in the
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system can lead to a competition between favoring and suppressing the density wave.

To investigate the superradiant phase, we consider a generalized model of the sinusoidal
phase modulation. It consists of several cavity modes with variable detunings and variable
coupling strengths to the atoms.

The effective model emerging from a multi-colored laser drive was previously discussed
in [144,145]. They considered all cavity modes having the same detuning or the bad cavity
limit and observed no limit cycles. Even in these regimes, they show that the system can be
used for several applications, such as the simulation of Hopfield networks and associative
memories. Differently from those investigations, we consider the case where the cavity
linewidth is below the recoil energy of the atoms, as this is where our initial calculations
suggest finite frequency instabilities emerge.

By constructing the classical equations for our multimode model, we can derive an-
alytic expressions for the frequencies and critical couplings of the unstable modes. We
show that the finite frequency instability is truly an effect of having a competition be-
tween a negatively and a positively detuned cavity mode, which can be understood by
considering the behavior of the eigenvalues (EVs) of the linear stability analysis. These
results show that we can tune the frequency of the instability to any value on the scale of
the recoil momentum by adjusting the effective parameters of the model. Going beyond
the linear stability analysis, we show that the single mode superradiant transition, on the
classical level, corresponds to a pitchfork bifurcation. With several modes present, this
leads the system to exhibit Hopf-bifurcations. Even more striking, the effective model
can accommodate several limit cycles simultaneously at different frequencies. From a
normal form analysis of the Double-Hopf bifurcations, the possible steady states of the
system is mapped out. Lastly, some preliminary investigations into the effect of including
atom-atom interactions are discussed. These investigations allow us to predict that spe-
cific density modulations should grow due to the presence of the limit cycle, effectively
heating the system. However, our investigations suggest that the heating rate can be
dramatically decreased by adjusting the frequency of the limit cycle, and the limit-cycle

phase can therefore be metastable.

4.2 Minimal model

For the minimal model, we will consider a similar system as in chapter 3 and only briefly
mention the key approximations and findings discussed in detail in that chapter. The
system consists of a linear cavity containing an ultracold gas of Ny bosonic atoms in
the center. The gas is driven by a transverse pump laser, which we generalize to have

sidebands with arbitrary frequencies and magnitudes. The cavity is assumed to support
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several different transverse modes, and the atom cloud is modeled as long in the longi-
tudinal direction (compared to the inverse recoil momentum) and small in the transverse
directions compared to the cavity waist. In this regime, the atoms couple equally to all
zero angular momentum cavity modes. The frequency of the pump laser and its side-
bands are detuned far below the atomic transition such that the excited state can be
adiabatically eliminated. In this dispersive regime, the cavity couples directly to the spa-
tial motion of the ground state of the atoms. We assume the transverse pump carries no
momentum, meaning the mode function for the pump is spatially uniform. Because all
transverse cavity modes, that couple to the atoms, has approximately identical overlaps
with the small atom cloud, and the pump profile is assumed constant, the model can be
simplified to a one-dimensional model. A greater transverse extent of the atom cloud
changes the effective coupling strength between the modes and the atom cloud. It can be
accounted for by changing the power of the pump sidebands accordingly.

The Hamiltonian for this minimal model is given by
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where 1[) is the bosonic field operator for motion of the ground-state atoms and ngSZ the
annihilation operator for the ¢th cavity mode. The atom mass is m and A; = we; — wp;
is the effective detuning of the 7th cavity mode with frequency w,; from the pumps ith
sideband at frequency w, ;. The detuning of the cavity modes can be separately tuned by
individually changing the frequency of the pump sidebands. The length of the cavity is
L, and @ = 2m /), is the wavevector of the cavity mode the pump photons are scattered
into. The cavity wavevector is set by the pump wavelength A,. The pump sidebands all
effectively have the same wavelength because the frequency of the pump is ~ 300THz.
The large frequency of the pump means that even if the sideband is 10 GHz higher in

frequency, then the difference in wavelength is
c c

Ap — Ay sideband ~ — ~ 3 x 10 %nm. 4.2
p  Apsideband = 5557 01 T 3005 012 1 o100 0 M (42)

As the transverse size of the atom cloud is on the order of um [81], the wavelength
difference of the sidebands can be neglected. The effective coupling between the ith
cavity mode and the atom cloud is set by n;. The coupling is local in space and time due
to the adiabatic elimination of the excited state. As discussed in chapter 3 and above,

this coupling can be tuned individually for each mode by tuning the relative power in the



80 Polariton limat cycles

sidebands. For an ultracold and dilute gas, the contact interaction is a good approximation
to the two-body scattering potential [128], and we denote the contact interaction strength
by g. This interaction is repulsive (¢ > 0) . The processes involving two cavity photons
and no pump are neglected as the single photon interaction strength is much smaller than
the interaction with the pump field as discussed in chapter 3.

To effectively deal with the spatial derivative in the Hamiltonian, the atom field op-

erators are expanded in plane waves with periodic boundary conditions

) 1. 2
P(x) = ﬁwkel’“, with k = % and n = 0,1, £2, ... (4.3)
k

With the discrete and continuous d-function being related by

1 ) 1 A
7 / dz e ** = 6., 7 Z ek — §(x), (4.4)
k

the Hamiltonian takes the form

A A 2 A A A A ~ A
=Y b+ S 0 (ddeg + i) (b4 6)
F moAWLG (4.5)
+ I By + Y Al

k,q,q' i

Including cavity loss and atom broadening is essential in this driven system. These ef-
fects are included by constructing a non-equilibrium action for the Hamiltonian in eq. (4.5)
and adding decay/broadening through linear coupling to an empty environment, similarly

as we did in chapter 3. The action for the bare system takes the form

— T _
So = / dtdt’(Z (g) Gor(t,t) (:ﬁq) +3 (gq) Dyl (t, 1) (j;q) ) (4.6)
k kit kt i L )y

with the Keldysh structure of the bare inverse atom propagators being

=g ) o

while the space-time dependence of the retarded /advanced inverse Greens function is
ok (t,t)=46(t—1t') |0y — %illﬂmk . (4.8)

Here K, is a positive decay rate that will generally be considered infinitesimal. The
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matrix-valued inverse propagator for the bare boson has the form

0 —18 r— Az - Z'FLZ'
’ 10y — \; + ik 12K,
where k; is the finite and positive loss rate of the ith cavity mode. Using the Keldysh
rotation, the dispersive interaction in the Hamiltonian leads to a term in the action of

the form

1 _
SI,C = —— /dt (ni(skliQ,kgwkl, wk275¢i7aMa’8p + C.C), (4.10)
2v2L ;2 g

P
where the time dependence of the complex fields has been suppressed. M®5° = <0?6 , 008 )
describes the vertex’s Keldysh structure such that «, 3, p € {c, ¢}.

Lastly, the contact interaction gives rise to the term

g — _ _ —
Srg = 5L Z Ukt Wk, cWhs Vi 4 ko ks, T Ukt ,cWho qWVks g Vs +ho—ks,q T C-C. (4.11)

k1,k2,k3

4.3 Classical equations of motion

Both the atomic ground state’s motion and the cavity photons are bosonic excitations, and
we want to understand the behavior both at and after the transition into the superradiant
state. Going past the critical point, we expect a similar situation to the time-invariant
superradiant transition, where the cavity acquires a macroscopic occupation. When this
happens, the coherent part has to be separated from the fluctuations as discussed in sec-
tion 2.6. Due to the coherent occupation, the occupied fields dominate over quantum
fluctuations, and the dynamics of the fields are well approximated by solving the clas-
sical equations. To derive these from the action, we follow the procedure described in
section 2.4.1.

Due to the complex conjugate relation between the fields, it is sufficient to derive the
equations for either the field or its conjugate. The saddle-point equations are then given

as

05

(%qﬁ' (t)
0S

&Lq,k (t)

As the photon is lossy, it leads to fluctuations in the field, which are neglected when us-

)

Pa:i=Ya k=0 (4.12)

¢q,i:¢q,k:0

ing the classical approximation. The two features that account for the out-of-equilibrium

nature of the photon are the pole of the retarded propagator being a finite distance from
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the real axis and PX having a finite value of i2x;. In the classical equations, we include
the complex pole of the retarded propagator. Still, we are neglecting the finite value of
PX as this is quadratic in the quantum field and will therefore vanish when taking the

quantum fields to zero. To improve upon this, the g-q block of the cavity can be rewritten

using a Hubbard-Stratonovich transformation [146,147]

/ Doy, pgle’ ] Woai®iZe dait)

- . ) (4.13)

_ / Dldns, bu / DIE, e]ei W0 360 —iE(1)60.0(0) =i (06, 0)
where £ is normalized according to [ D&, é}-]e_lf 38 = 1. Using the Hubbard-Stratonovich
transformation to rewrite the quadratic q-q component of the cavity, the equations become
semiclassical.

Lastly, we are interested in the thermodynamic limit where Ny, L — oo in a way
such that the density of atoms Ny/L = n,, is kept constant. To this extent, a factor of
sqrtNy is extracted from both cavity and atom fields. The effect of the thermodynamic
limit can be accounted for by rescaling the two interaction parameters: 7; — /Noni/v/2
and g — Nyg/2, where the factors of 2 and /2 are merely for convenience. Another
consequence of taking the thermodynamic limit is that the momentum states become
dense such that the atom momentum can take any value. Integrals can therefore replace
the momentum sums. However, one always has to discretize on a grid for numerical
computations, so the sum notation is kept. Notice that the normalization condition on
the atoms means that all converged calculations are independent of grid choices.

The semiclassical equations for the cavity modes, with the renormalized parameters,
take the form

Z¢z(t> =(A; —ik;) ¢i(t) + if}% + % Z Ui(t) (Yrro(t) + Yr—o(1)) . (4.14)

As the noise &; is randomly chosen from a Gaussian distribution, the lossy nature of the
cavity has translated into the equations having a stochastic nature. By including the
cavity noise through the Hubbard-Stratonovich field, the semiclassical equations are of
the Langevin type. As the different atomic momentum states are assumed to be almost
infinitely long-lived, their equations of motion is only stochastic indirectly through the
cavity. Furthermore, we see that in the thermodynamic limit, the noise scales inversely
with the root of the atom number. Noise is, therefore, a small perturbation to the system,

and we neglect it and consider the classical equations.
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The classical equations for the atoms are given by

2

i (t) = <2k—m - ifia,k) Yi(t) + Y miRe di(t) <¢k+Q(t) + wka(f)) + 9 ) Uk glrir—g.
i K.q

(4.15)
eqs. (4.14) and (4.15) constitute the classical equations that describe the coherent occu-
pation of the fields.

4.4 Linear stability of the normal phase

For the phase diagram in chapter 3 the atoms were assumed non-interacting, and we will
make the same assumption here. Starting from a homogeneous cloud, the only relevant
atom modes are those at a multiple of the recoil momentum. The necessary atom ba-
sis is therefore composed of ¢,o with n € {0,£1,%2,...}. As the atoms are assumed
non-interacting, the atomic states are symmetric around zero momentum leading to the
symmetry ¥, (t) = 1_,(t). The symmetry allows us to write the equations exclusively for
the positive momentum states. In the limit where the atoms are assumed completely loss-
less, the atom number must be conserved. Using the symmetry to reduce the dimension is
done by renormalizing the atom fields in such a way that the atom number conservation

is maintained

L= S P = Wo@P + 3 [ + 3 ()

n=—oo n=—oo

(4.16)

— [ + 3 2n )2 = S [ (t)y/Eumo + 1P

Renormalizing the atom fields, the classical equations, in the thermodynamic limit, take

their final form

+ %Z Lo, (t) (¢n+1 (t) + 5n>0rln—1\w|n—1|(t>) )
| —~ (4.17)
W (t) = (Egn® — ikan) ¥n(t)

+ Fin Z n; Re ¢;(t) (wnﬂ (t) + FIn—llz/}ln—ll(t)) ’

where Fp = % is the recoil energy and I',, = /14 0,0. In the limit x,, = 0 the

change in the atom number is 0, Zgio\wn(tw = O(iﬂNa(t)zZNﬁl(t)). By truncating

at a sufficiently high recoil momentum state N,, the atom number can be conserved to
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arbitrary accuracy. To make our model more realistic, we will choose k4,9 = 0 and only
let the finite momentum modes have non-zero linewidth. We will discuss this further in

section 4.5.1.

4.4.1 Normal-phase fixed point

The classical equations constitutes a system of non-linear first-order differential equations

which is conveniently written as

X = F<X)7 with X = (¢17 (2_517 "'¢Nc7 Q;Nc?lp()vd_}(% ) wNavlzNa)T7 (418)

where F'is defined by eq. (4.17). Even after using the symmetry to remove redundant
information, the dimension of the set of non-linear equations is 2N, + 2(N, + 1). The
combination of a large dimensionality and the non-linearity makes an analytical solution to
the full problem impossible. Even the steady-state solution is challenging to find because
Fourier transforming from time to energy introduces convolutions, turning the differential
equations into integral equations that are not easier to solve. However, a perturbative
analytic approach is possible if one knows a solution that is a fixed point X, of the
evolution such that F'(X)|x=x, = 0. The system has one well-known fixed point, namely
the one describing the normal phase (NP). In the NP the atoms are all in the motional
ground state, and the cavity has no coherent field. The fixed point is easily verified by
substituting ¢; = 1,~0 = 0 and ¢y = 1 into eq. (4.17). Around a fixed point, the behavior
of the complicated system can be simplified by considering the fluctuations around the
fixed point described by u = Xy — X. Close to Xy, the dynamics of the system are well
approximated by the linearized dynamics described by the Jacobian VF(X) evaluated
at the fixed point. The behavior of the linearized dynamics can then be understood by
finding the EVs of VF(X)|x=x,. The EVs are related to the linear response of the system,
which is described by the retarded propagator [13]. In the thermodynamic limit the poles
of the retarded propagator, we discussed in chapter 3, are equivalent to the EVs from
our linear stability analysis [108]. Note that in our linear stability analysis, the real and

imaginary part of the EVs have the opposite physical interpretation of the poles.

Jacobian at fixed point

To find the Jacobian, one takes derivatives of F(X) with respect to the different fields
(and the conjugate fields). As we will evaluate this at the NP fixed point, many elements
in F'(X) can be neglected. The fluctuations that will interact with the rest of the system
have a quadratic term with one of the factors being 1y (o) as this is the only field that
has a non-zero value in the NP. All the fields which equation of motion (EOM) do not
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contain such a term are uncoupled around X, and do not affect the dynamics. The only
fields obeying this constraint are the cavity fields and the recoil momentum mode such

that the relevant part of F/(X) is
F(¢;) = (—iA; — kj)d; — Z% (Vo1 + t1tbo)
. . s (4.19)
F(Y1) = (—iER — Kap)t1 — @Z E(ﬁsji + ¢;j)0.

Because the cavity fields do not couple directly to each other we can write the Jacobian,

evaluated at the fixed point, in a block form

Ay, 0 --- 0 By

0 A; O B;

. . : . A B
LO:VF<X)‘X:X0: : . : : = C D)/ (4-20)

0 --- -~ Ay By

Cy C - Cy, D

The A block is of size 2N, x 2N, and is diagonal. One can split A into N, blocks of
dimension 2 x 2 describing the different cavity modes. The B (C) block is rectangular
with the shape 2N, x 2(2 x 2N,) and can again be split into 2 x 2 blocks for each cavity

mode. The three different types of 2 x 2 matrices are

A; = diag ({—id; — K;,iA; — K;}),
1 .
B;=C; = —@\/—% (0. +iay), (4.21)

D= dlag ({—’LER — /{a,lyiER — ffa71}) .
The Jacobian obeys the symmetry
HxL()Hw — Eo, (422)

with I1¥ = 15,41 ® 0%, where 1,1 is the (N, + 1)-dimensional identity matrix and o* is
the first Pauli matrix. The transformation is involutory (IT*TI* = 14y, ,2) meaning that

the eigenvalues of Ly must either be purely real or come in complex conjugate pairs.
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Eigenvalues of Jacobian

To compute the EVs X\ of Ly one has to solve the characteristic equation which is given

by Det (Ly — 1A) = 0. Using the Schur complement, the determinant can be written as
Det (Lo — 1A) = Det (A — 1)) Det (D — 1A — BT (A — 10) "' B) = 0. (4.23)

This rewriting is valid as long as A is not an EV of A and the EV equation further simplifies
to only finding the root of the Schur complement, which is the second determinant factor
in eq. (4.23). As all cavity interactions are mediated by the atoms, the third term in the
Schur complements can be written as a sum over cavity modes such that the EV problem

takes the form

Nc
Det (D —1A =) B;(A; -1y Bj> = 0. (4.24)
j§=0

In the linear stability analysis, the phase transition to the superradiant state (SR) is
signaled by a mode becoming unstable. With our chosen definitions, the real part of the
EVs determines the stability of the modes. If the real part is negative then the mode
decays exponentially and is, therefore, stable. If the real part of the EV is positive,
then the mode grows exponentially, and the system will move away from the fixed point
exponentially as a function of time. A marginally stable mode is one in which the real part
of its EV vanishes. Without coupling (1; = 0 Vi) the EVs are given by the elements of A;
and D. They all have a negative real part, meaning that in the NP, all modes are stable
and relax exponentially quickly to the NP fixed point. As the coupling is switched on,
the cavity modes and atom clouds start interacting, leading to the frequency (imaginary
part of the EV) and the real part changing from the bare values.

Within the field of classical dynamics, the change of the fixed point’s stability is known
as a bifurcation, and the point at which the real part of the EV becomes zero is the crit-
ical point. The distinction between a phase transition and a bifurcation is that a phase
transition can only exhibit singular features in the thermodynamic limit [148]. Bifur-
cations are sharp features even for finite dimensional systems but only exhibit singular
features in the infinite time limit. For mean-field phase transitions, the thermodynamic
limit becomes analogous to the infinite time limit of bifurcations [148,149]. Our classical
equations are equivalent to mean-field equations such that the bifurcation is analogous to
a phase transition.

To identify the critical point, the EV problem for the Jacobian must be solved under
the constraint that the real part of the EV is zero, namely A — iw with w being a real

number. This direct substitution simplifies the EV problem in eq. (4.24), and the form
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for the jth cavity-mode sector is found to be

B; (A —ilw) B = i (B;(w) +iB;;(w)) <_11 _11>7 (4.25)

where the (s are given by

K3+ A7 — w?
2 (e A+ (- 8
—2AjK;mjw
SRR - ) - (T R

Bri(w) = Ajm;

(4.26)

Bij(w) =

From these mode-dependent quantities, one can define the total quantities that are just
the sum over all cavity modes f3,/; = > ; Br/i,; and the characteristic equation for the EV

problem is simplified to computing the determinant of a 2 x 2 matrix

Det —iER — Ko — iw + iB(w) iB(w)
e
—if(w) iER — Ke1 — iw — 1 (w)
= B} — 2BpB(w) + Kk + 2ikg 1w —w® =0,

(4.27)

with 8 = B, + if;. Separating into real and imaginary parts, we finally arrive at two
coupled equations
Ef —2ER Y Brj(w) + Koy —w? =0,
J

(4.28)
Rg,1W — ER Zﬁi’j(w) =0.
J

The critical parameter for these equations is the total coupling strength A which can be

made more explicit by writing 77]2- = Ac? where

Y =1 (4.29)

J

The coefficient c? represents the relative amount of pump power/coupling strength in
the jth sideband. For the sinusoidal phase modulation in chapter 3 the ¢;’s were Bessel
functions set by the modulation depth. In this generalized model, we chose the ¢;’s freely,
assuming that the pump sideband can be freely designed. Notice that compared to the
chapter 3, A here is defined as the square of its counterpart.

The total coupling strength is determined by A, meaning that the two equations
in (4.28) are used to determine the two unknowns w, and A, were, to iterate, A. is

related to the total critical coupling strength at which the mode with frequency w becomes
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undamped. To solve the coupled equations in eq. (4.28), A is isolated in the first equation

and then substituted into the second. The result is an equation for w of the form

Ne—1

@2 ah

i (B2 + Ko — w?) + Ka1 (A? + K5 — w?)

. =0. (4.30)
w4 2w? ( AQ) (A? + /4;?)

By writing all terms with a common denominator, the structure of the equation becomes
more transparent
Ne—1

w Z c?Aj (lij (Ef;{ + Iizjl) + Ka1 (A? + /i?) —w? (Ka1 + lij))
7=0 (4.31)

X Mg (' + 202 (2 = A7) + (A2 + 2)°) = 0.

As this equation contains high powers of w, there will be several solutions. Only solutions
with a real w are valid, and further, the only physical solutions are the ones with real

values for the critical coupling

Ne—1 2 (A2r2—w?)A,;
T S R i s ety

A, = (4.32)

4.4.2 One-mode cavity

The simplest case is when only a single cavity mode is relevant such that ¢ = 1 and the

critical frequency equation (4.31) simplifies to

w (Kai (kg + AF — w?) + Ko (5371 +E} —w?)) =0,

0 op ot = (O A ar (ko + BR) o (4.33)

Ka,1 + Ko

Experimentally the atom loss is the smallest loss rate and the non-trivial solution can be

linearized around k,; = 0

WP = B2 Tl (52 A2 E2) 4 O(k2). (4.34)

Ro

In the limit of small k, /Ko, we get

wrot ( ol (134 A3 - E;)) | (4.35)
0
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The instability has an energy equal to the recoil energy but with a shift proportional to
ka1/Ko. The direction of the shift is set by sign (A2 + k3 — F%). For ultracold atomic
systems £, < Ko, 80 when A? + k3 — F% < 0, then the frequency of the instability is
slightly below the recoil energy and slightly above recoil when the amplitude of the cavity
detuning is above the recoil energy.

For physical solutions, the corresponding coupling strengths have to be real, meaning

that A. > 0. For the zero-frequency solution, the critical coupling is

(E%+ K21) (A3 + kD)
QERAO ’

Acl,—o = (4.36)
which is equivalent to the well-known single mode result [107]. As long as Ay > 0, the
critical value will be real, and the zero-frequency solution is physical. For the solution
with a frequency around the recoil energy, we can expand to linear order in w? around
the recoil energy and neglect all terms proportional to 5271. To keep the structure clear,

we have expressed everything in units of the recoil energy

A 1+ 2(k3 - A+ (R + A

2
el 20 (k§ + A% — 1) (=1 +0 (" =1)", (4.37)

The sign of A. determines if a mode at w can become unstable in a physical system. To
that extent, we first consider the structure of the numerator. It is of the form Aj—20A2+c
with b =1 — k% and ¢ = 1 4 2x2 + kj. For this numerator to have node for some value of

|Ag|, there must be real solutions to
Al=bx Vb2 —c (4.38)

This requires that
b >c
1 —2k5 + kg > 1+ 2K + kg (4.39)
—Ko 2 Ko,

which is only possible when the cavity mode has no loss. At Ay = 0 the numerator in
eq. (4.37) is positive and as it has no nodes, the numerator must stay positive for all
values of |Ag| and k¢ > 0. With the sign of the numerator known, we look at the factor
in parenthesis in the denominator of eq. (4.37). This term has a negative sign when
the magnitude of the cavity detuning is below the recoil energy by more than xy. In
this regime, it was found in eq. (4.35) that the frequency will be below the recoil, and
the sign from the parenthesis, therefore, cancels against the sign from w? — 1. When

k2 + A2 —1 > 1, then the parenthesis and w? — 1 are both positive. This means that the
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Figure 4.1: Frequency and damping of the fluctuations for a mon-interacting BEC in a
single cavity mode, as the coupling strength is increased. The fluctuations are described
by the EVs of the linearized dynamics. The xz-axis represents the EV’s imaginary part
(frequency), and the y-azis represents the EV’s real part (loss/drive). Each line represents
the path an EV takes as the coupling increases, and the arrows indicate the direction of
increasing coupling strength. When a EV pair hits v = 0, the mode changes from decaying
to growing. The four different plots shows different detunings for the cavity mode: a)
0.7ER, b) —=0.7Eg, ¢) 1.3ER, d) —1.3ER. The cavity has a loss rate of k = 1/5FEg while
for the recoil momentum state, the loss has been chosen as 1078 Ep.
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only sign we can use to make this instability physical is to change the sign of the detuning
such that Ay < 0. Therefore, the cavity has to sit below the pump frequency. As this
happens, one observes that A, is proportional to w? — 1, which was shown in eq. (4.34) to
be of order k,1/ko. The critical coupling in the relevant experimental limit will therefore
be very small. The smallness of the coupling means that no polariton will have formed,
and the unstable mode will be energetically purely atomic. For this reason, we denote
this instability as the atomic instability. It is experimentally unwanted as it does not
lead to a coherent field in the cavity. Because there is no cavity field to stabilize atoms,
the cloud is broken apart in a process that can be thought of as heating of the atom
cloud. This should be compared to the zero-frequency instability, which is a polaritonic
instability due to the finite coupling strength. The cavity part of the polariton is lossy
and can dissipate the energy from the pump, thereby mitigating the heating.

While the linear stability analysis does not give us all the information about the SR
phase, it does describe the excitations of the system in the NP that becomes unstable.
To understand how the system becomes unstable, we investigate the EVs of the system
as the coupling strength increases. For A = 0, the cavity mode leads to two EVs with
imaginary values equal to 4, and a negative real part equal to xg. The atom recoil
mode gives rise to two EVs at £Ex and a small negative real part due to r,1. As A
increases, the EVs start coupling, and consequently move in the complex plane. Due to
the symmetry of the Jacobian in eq. (4.22), the EVs always come in complex conjugate
pairs.

The movement of the EVs is shown for four different cavity detunings in fig. 4.1. Here
each EV is written as A = v + iw with v, w being real. The horizontal axis at v = 0 is
denoted as the w-axis, and the vertical axis at w = 0 is referred to as the vy-axis. For a
positive detuned cavity with a detuning less than the recoil, we observe, in fig. 4.1a, that
the frequency of the EVs that start out being purely photon-like moves symmetrically
towards the y-axis. Once their frequency hit zero, one becomes unstable by crossing the
w-axis into the v > 0 plane. We denote this as a zero-frequency instability. Similarly,
in fig. 4.1c, the system also develops a zero-frequency instability, but because Ay > Fr,
the EV that initially belonged to the atomic mode is the EV being pushed towards zero
frequency. For both positively detuned cases in fig. 4.1(a,c), the cavity and atom EVs
are attracted towards each other along the y-direction and subsequently repel along the
w-direction until the frequency of an EV pair becomes zero.

Consider now the negatively detuned case in fig. 4.1(b, d). In both these cases, the
atomic instability is observed as the atomic EV is immediately pushed into the v > 0
plane. Figure 4.1(b, d) shows the atom mode shifts its frequency depending on the
magnitude of the cavity detuning as predicted in eq. (4.35). Notice that for the negative
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detuning case, we have gone far beyond the threshold value to exaggerate the minute
effects discussed for this situation. The negatively detuned cavity mode behaves opposite
to its positively detuned counterpart as it has a repulsive interaction with the atom mode

along they-axis but an attractive interaction along the w-axis.

4.4.3 Two-mode cavity

For the single mode case, we see either an unstable polariton at zero frequency and finite
coupling strength or an unstable atom mode with a frequency close to the recoil energy
at infinitesimal coupling. We now investigate how the situation changes by including a
second cavity mode. First, we note that w = 0 always solves eq. (4.31), but the additional
mode changes the critical coupling as was seen in chapter 3. The critical coupling of the

zero-frequency instability is found from eq. (4.32)
1+ k2,
2 (st + dafiy)
(1+r2,) (AF + k5) (AT + K1)
2 [cg(Ao (AT + k1) — Ay (A + m3)> + A1 (A + K3)

Ac|w:0 -

(4.40)

where the normalization of the ¢;’s, from eq. (4.29), has been used to eliminate ¢; and
everything has been written in units of recoil energy. As a consistency check one sees
that ¢y = 1, leads to the the single mode result in eq. (4.36). The zero-frequency solution
is only physical if the critical coupling is positive. The numerator only contains squared

terms, such that the sign is set by the denominator
(D0 (A% +43) — Ay (AR +5B) ) + A (A3 + 1) (4.41)

As ¢ is always less than one in the two-mode case, this solution is always physical when
both A; > 0. If one of the detunings (here we chose A;) is negative, then the zero-
frequency solution is only physical if the couplings of the two modes are distributed such

that
5 | A

C .
U7 A (A2 4 R2) (A2 4 kD) A

As long as the positively detuned mode couples strongly enough to compensate the atomic

(4.42)

instability, the system can exhibit a zero-frequency instability even when one mode ac-
quires a negative detuning.
Consider now the finite frequency instabilities with A; < 0 and |A;| # Ag. Al-

ready for two modes, eq. (4.31) have six free parameters. We consider only part of this
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high-dimensional parameter space to make the expressions less unwieldy. Guided by the
experimentally relevant regime, the atom loss is kept infinitesimally small (k,; — 0). It
is also assumed that the two cavity modes have the same linewidth (ko = k1 = k), which
for two similar modes in a high-quality cavity is a good approximation. The unstable

polariton frequencies (up to linear order in k, ;) are then given as the solutions of

Ao (11— + 20 (A7 + 12— w?) ) (! + 22 (62 — A + (5% + AD?)
(4.43)
+ A (1 —w’+ % (A + K% — w2)> (c,u4 + 2w (K2 — A2) + (k2 + A3)2> — 0,

The first parenthesis of each term is similar to the atomic instability observed in the
single mode case. For the atomic instability, it was found that a slight perturbation of
the frequency away from the recoil energy was necessary to predict the physicality of
the instability. The sign of the frequency shift in eq. (4.35) was given by the sign of
A? 4+ k? — 1. When the factors of A? + k* — 1 have the same sign in both terms, we can
make both terms arbitrarily small simultaneously by inserting the same atom-instability
frequency for w. We, therefore, expand the two-mode version of eq. (4.32) in w? to linear

order around the recoil energy

A - w? —1
clo=£l = 9 C%A0<A8+n271) B C%‘A1|(A%+I{27l)
142(r2-A2)+(rk2442)"  142(k2-A2)+(s24+42)”

+O(W—1)"  (444)

The denominators of each of the two sub-fractions have the same form as the numerator
discussed in eq. (4.38), and it was always found to be positive. The only sign-change
possible is changing the magnitudes of the detunings (as we have chosen their signs).
When both detunings satisfy A? + x> — 1 < 0, both denominators have a sign change.
The sign change is canceled out by w? being slightly below recoil. The same thing happens
in the opposite case where A? + k% — 1 > 0. The system is therefore ” protected” against

the atomic instability as long as

AN (AZ+ K2 —1) - A|A] (A2 + k% — 1)
L+ 2(k2 = AF) + (k2 + A3~ 1+2(k2 = A}) + (82 + A}’

(4.45)

To extract some physical insight from this, consider the case with equal atom coupling
2 =1/2 = ¢ and small k. If both magnitudes are much larger than the recoil energy,

then both sides scale inversely with the magnitude of the detuning

1 1
— > . 4.46
Ay~ TA (4.46)
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The system is therefore protected against the atomic instability when Ay < |A;|. When
both magnitudes of the detunings are significantly below the recoil, then the two sides

scale linearly with the magnitude of the detuning
Ag > [A4], (4.47)

and one arrives at the opposite condition for having the system protected against the
atomic instability. Interpolating between these two cases shows that the equally coupled
system is protected against the atomic instability as long as the magnitude of the posi-
tive detuning is between the magnitude of the negative detuning and the recoil energy.
This prediction is consistent with the observations in fig. 4.1, as it states that a positive
detuning pulls the atom EV deeper into the v < 0 plane, making it more stable. In
contrast, the negatively detuned mode has a repulsive interaction with the atom EV and
therefore tries to push the atom EV into the v > 0 plane. To avoid the atomic instability,
the positive detuning must therefore be in between the negative detuning and the recoil
energy.

The two-mode critical frequency equation in eq. (4.43) has solutions which are neither

at w = 0 nor w ~ 1 and these can be found by solving

w' (g0 + I AT) 4 2w (2% — AT — AZ) + Ag + AT + 267 (A§ + A) + &' =0,
(4.48)

which is a quadratic equation for w? with the solution

s (AT + A7 - 2k?) \/(Qm2 — A2 - A3>2 Ad+ AY + 262 (AZ + A2) + k4
(BAo + 3A) ANy + 3N Ao+ AN '

(4.49)
Whenever this is positive and real, the frequency can potentially lead to a physical insta-
bility. We consider a few different cases to extract insight from the solution, which are
shown in fig. (4.2). For simplicity, we let the two cavity modes couple equally strongly
to the atoms. In fig. 4.2a, the negatively detuned mode has an initial detuning with a
magnitude between the positively detuned mode and the recoil energy. Here the atomic
instability happens immediately due to the repulsive interaction between the negatively
detuned cavity mode and the atom mode. When the magnitudes of the two cavity detun-
ings are exchanged in fig. 4.2b, it is instead observed that the atom EV is pulled down
and pushes the closest cavity EV towards zero frequency. However, its path is obstructed
by the negatively detuned cavity mode, which moves towards the atom mode. As seen
in chapter 3 two interacting modes cannot cross each other, and the system instead has

an avoided crossing. One of the EVs is then pushed into the v > 0 plane such that a
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Figure 4.2: A similar plot as fig. 4.1 but for a system with two cavity modes. Due to the
symmetry, only the positive frequency axis is shown. For all the plots shown here, the
two modes couple equally to the atom: cy = ¢; and have identical loss rates: kg = K1 =
k = 0.2ER. The recoil momentum mode has been given a linewidth of k.1 = 107 8FEpg.
The four different plots shows four different detuning cases (Ag,A1): a) (0.6,—0.8), b)
(—0.6,0.8), ¢) (1.2,—1.4), d) (—1.2,1.4). The dashed line indicates the frequency of the
mode that becomes unstable.
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polaritonic instability at a finite frequency develops.

The avoided crossing of the EVs is only possible due to the interaction between the
modes discussed in chapter 3 and therefore requires a finite coupling strength. The avoided
crossing also signifies that the unstable polariton mode is a superposition of both the pos-
itively and negatively detuned cavity mode. The comparison to the avoided crossing in
chapter 3 is instructive, but the avoided crossing observed does have a fundamental dif-
ference. Namely, the two modes interacting are from different Nambu sectors, whereas in
chapter 3 the avoided crossing happens between modes in the same Nambu sector. Be-
cause the self-energy is constant in Nambu space, two different cavity modes from different
Nambu sectors interact as strongly as the same cavity modes within the same Nambu sec-
tor. It is because the modes are from different Nambu sectors that the avoided crossing
leads to a splitting in the line widths instead of the frequencies as seen in chapter 3.

Using the understanding of repulsion and attraction of the EVs, we expect that if
both cavity modes have a magnitude that is large than the recoil energy, then the finite-
frequency polaritonic instability can only emerge when the positive mode is closer to
the atom mode. This is shown in fig. 4.2c. In this case, the positive mode will move
towards a higher frequency, and the atom EV will move toward zero. Due to the mediated
interactions between the cavity modes, the positively and negatively detuned modes repel
each other along the v direction, and a finite frequency instability at w > Eg is realized.
The finite frequency instability can only be realized by an avoided crossing, and it is,
therefore, essential that the two cavity EVs are moving toward each other. If that is
not the case, as in fig. 4.2d, then the atomic instability arises at infinitesimal couplings

strength.

4.4.4 Four-mode cavity

Introducing a second mode added a qualitatively new feature to polaritonic instability,
namely that it acquired a finite and tuneable freqeuncy. How does the situation then
change if more cavity modes are included? To answer this question, we consider the case
with four cavity modes. With four modes, there are no apparent simplifications of the
characteristic equations for the critical parameters. However, with the understanding of
EVs movement we have acquired from the one- and two-mode cases, we have a qualitative
picture that can be used as a guide. An exciting question one can ask with four modes is if
we can generate several polaritonic instabilities at finite frequency. The two instabilities
must occur at similar coupling strengths for our linear stability to be valid. From the
scenarios seen in fig. 4.2 the simplest solution is to combine fig. 4.2b and fig. 4.2c. In this
parameter regime, there are two independent groups of cavity modes. Both groups consist

of a positively and a negatively detuned cavity mode. One group has the magnitudes of



Linear stability of the normal phase 97

(L)/ER

OO
OO ~TVOOHNW

.0 02 04 06 08 1.0

0.50 ‘ ‘ ‘ ‘
0.0 02 04 06 0.8 1.0

B B

Figure 4.3: Critical values for a system with four cavity modes that are the combina-
tion of the two scenarios in fig. 4.2(b,c) such that the detunings are given by Ay =
(—0.6,0.8,1.2, —1.4)T Eg and the loss rate for all modes is k = 0.2Eg while r,1 = 10" 8Eg.
The sideband heights are described by eq. (4.50). a) The critical coupling for which the
first EV of the linearized equations becomes unstable. b) The corresponding frequency of
the critical E'V.

their detunings below the recoil energy as in fig. 4.2b, which we refer to as the below recoil
group, and the detunings of the modes in the other groups both have a larger magnitude
than the recoil energy as in fig. 4.2c. The second group is therefore referred to as the above
recoil group. The modes within each group couple equally strongly to the atomic mode,
but the two groups have different coupling strengths to the atoms. Splitting into these two
groups has the advantage that non-trivial effects can be investigated while understanding
each group individually. To tune between the above recoil versus the below recoil group,

we can use a single parameter § € {0,1} and write the ¢; coefficients as a vector

1 T
which satisfies the normalization conditions on the coefficients. The corresponding vector

containing the detunings of the cavity modes is sorted by the magnitudes and written as
A4: (_‘A0|7A17A27_‘A3|)T7 (451)

where Ay > 0 and A3 < 0. For simplicity, it is assumed that all the cavity modes have
the same loss rate, k; = k < Eg.

In fig. 4.3a we plot v/A¢ as a function of 3 and observe a clear cusp at a critical value
B,. The value of v/A¢ is minimal at the two maximal values of 3 because, in those cases,
one group has all the atom coupling. One group having all the weight at the endpoints
is directly reflected in the critical frequency shown in fig. 4.3b, where w has the same

frequencies as in fig. 4.2(b,c). As f moves away from either endpoint, the critical coupling
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increases in fig. 4.3a because the mode that becomes critical couples less to the atoms, and
a larger critical coupling is therefore required to make the mode unstable. At the critical
point, the two groups become unstable at the same critical coupling, which generates
the cusp. Because the frequency separation between the two groups is large compared
to k, we observe that the unstable frequencies are hardly perturbed when moving away
from the endpoints. This scale separation leads to a sharp discrete jump in the critical
frequency at the critical point.

In this narrow linewidth regime, we can tune the ratio of the two critical frequencies
by simply shifting one of the group’s detunings by a constant. Such a shift brings one
group closer to Er, which will be reflected in the value of . by changing such that the
group closest to Er gets a smaller coupling strength.

The linear analysis shows that we can generate multiple simultaneous instabilities of
a polaritonic character. In the recoil resolved regime we see that it is possible to have
independent groups of cavity modes becoming unstable and this leads to features in both

the critical coupling and the critical frequency that are not smooth.

4.4.5 Phase diagram

The understanding of the interaction between the EVs of the linearized dynamics, can
now be used to explain the phase diagram from chapter 3. Using the linear analysis,
we have computed the same phase diagram and carefully mapped the frequency of the
instability, which is shown in fig. 4.4. We have used the same definition of B,, and € such

that the detunings of the cavity modes are given by

A, = Ay — ne, (4.52)
and the coupling coefficients are determined by B,, through

Cn = Jn(Bn). (4.53)

The result in fig. 4.4 highlights that the phase diagram in fig. 3.9, actually contains many
different phases. There are two large regions: the zero-frequency region discussed in
chapter 3 and the atomic-instability region at a frequency close to the recoil energy. As
these two phases are well understood, the focus will be on the other parts of the phase
diagram. Consider first the three low-frequency lobes with lighter blue shading. The first
thing to notice is that the lower-energy edge of these lobes is almost straight, which signals
an abrupt change. The € value where the edges occur can be understood by considering
the ratios Ag/e: 0.6/0.15 = 4, 0.6/0.2 = 3, 0.6/0.3 = 2. The ratios are an integers,
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Figure 4.4: Part of the phase diagram computed in fig. 3.9 with the frequency of the
first unstable mode indicated by the color code. The detuning of the cavity modes is set
by € through eq. (4.53) while B, determines the modes’ coupling to the atoms through
eq. (4.52). The two dashed lines represent the scans in fig. 4.6. The white dots indicate
different phases, which EV dynamics are shown in fig. 4.5. The parameters are equal
to those in fig. 3.9 such that Ag = 0.6Er and k = 0.05Eg. The atom broadening is
Ka1 = 1078ER and seven cavity modes have been included. The results are converged with
respect to both atom broadening and the number of cavity modes.

meaning that if one, for example, considers the ¢ = 0.3ER lobe, then by absorbing two
Floquet photons, the corresponding effective detuning will be zero or in the sideband
picture of the effective model: the detuning of the n = 2 cavity mode becomes zero. The
lobes, therefore, arise because a mode gets a slightly negative detuning. The fact that
the detuning is only slightly negative explains why the critical mode’s frequency is small
within these lobes. To illustrate this, we consider the EVs’ movement as a function of
coupling strength.

As cavity modes interact, the EVs cannot be associated with one specific mode. To
this extent, we will refer to the EVs that have their frequencies pushed away from the
recoil energy as the positive EVs to connect with a positively detuned cavity mode. For
the same reason, we will refer to the EVs that move towards the recoil energy in the
w-direction as negative EVs.

The EVs’ movement at the point b in fig. 4.4 has been plotted in fig. 4.5b. The negative
EV is close to w = 0 and interacts with the positive EV at a small frequency. Because
the interaction happens at a small frequency, so does the instability.

For larger €, the mode that becomes negatively detuned is a lower-order cavity mode,
which means that the coupling coefficient ¢, in eq. (4.52), acquires an appreciable value

for smaller modulation depth B,,. The lobes at larger ¢ therefore also appear at smaller
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Figure 4.5: The E'Vs dynamics in the four different phases indicated by the dots in fig. 4.4.
The number of cavity modes is equal to the number of modes used to compute the phase

diagram in fig. 4.4.

values of B,,.

Looking closely at fig. 4.4 we observe a very faint lobe emerging at €. ~ 0.12Fx and
for large values of B,,. This lobe corresponds to the cavity mode n = 5 acquiring negative
detuning and therefore require a large B,, to generate any weight in sideband c5 = J5(B,,).

To further confirm our interpretation of the lobes, we can scan through one of these
lobes horizontally. The scan along the horizontal green dashed line in fig. 4.4 is shown
in fig. 4.6a. Considering the critical frequency, represented as the blue line in fig. 4.6a,
a sudden onset at 0.2FR is observed. The sudden onset corresponds to the point where
the cavity mode n = 3 acquires a negative detuning. The onset is sudden because the
positively detuned mode is at a finite frequency. The two EVs will move towards each other
and give rise to an instability that is around half the frequency of the positively detuned
mode. The specific finite value for the onset also depends on the coupling coefficients of
the two modes, as this will determine how quickly the two EVs move. This sudden onset
means that the transition from zero frequency to finite frequency is discrete.

As e is increased, the magnitude of the negative detuning is pushed to higher energy, see
eq. (4.53), while the positive detuning decreases. The opposite shift of the two detunings
This "midpoint” shift
explains the increasing frequency seen in fig. 4.6a for 0.2 < ¢/Er < 0.22.

leads to a shift of the "midpoint” between the two detunings.

The two detunings being shifted closer towards each other results in needing a smaller
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Figure 4.6: Line scans along the phase diagram in fig. 4.4. The dashed lines and cor-
responding letters indicate the values for the EV movements in fig. 4.5. The blue lines
represent the critical frequency, and the red lines represent the critical coupling strength.
a) A scan along the dashed green horizontal line, and b) a scan along the dashed red ver-
tical line in fig. 4.4.

A before the EVS starts interacting. At some point, the two detunings are close enough
that the EV deflected towards v = 0 does not get critical but instead bends back down
towards larger linewidth. This phenomenon is highlighted in fig. 4.5d, where we have
crossed the higher-frequency edge of the lobe and consider point d in fig. 4.4. Here
the positive EV can move around the negative EV without becoming critical. It can
intuitively be thought of as the EVs having a finite range of interaction in the complex
plane with the range depending linearly on A. The maximum of the frequency in fig. 4.6a
is a consequence of the EV being pushed towards v = 0 slowly starting to turn back
towards w = 0 as the effective range of the interaction between the EVs decreases. The
effective interaction decreases until it is small enough for the EVs to pass around each
other without generating an instability, and the zero-frequency instability reappears as
in fig. 4.5d. From this analysis we understand that the lobes can be thought of as a
single group consisting of oppositely detuned cavity modes leading to the instability. The
unstable polariton mode will therefore only be a superposition of these two cavity modes.
As the bare detunings are changed by e, the finite frequency resulting from this polariton
is not equivalent over the entire phase but changes based on the bare detunings.

The same line of reasoning used for the for critical frequency can also explain the
behavior of the critical coupling shown with the solid red line in fig. 4.6a. Investigating
the critical coupling for a single mode and the zero-frequency instability in eq. (4.36), it is

seen that when the detuning is smaller than the cavity loss rate, then the critical coupling
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diverges as

Ao x —. (4.54)

This divergence gives rise to the increasing critical coupling for ¢ < 0.2FR in fig. 4.6a.
It does so because the mode being made unstable is the mode with a positive detuning
at € < 0.2Fg that is pushed to zero at € = 0.2FEg. As the mode acquires a negative
detuning, the negative EV leads to a finite frequency instability. The critical coupling
decreases because the EVs have to move less before the instability is generated, which leads
to a minimum in the critical coupling at the point where there is the largest frequency.
Increasing e beyond this optimum leads to the positive EV starting to bend back, and the
slope with which it approaches v = 0 is, therefore, shallower. The shallower slope requires
the EV to move further before reaching v = 0, and consequently the critical coupling is
increased. At the transition point to the zero-frequency instability at € = 0.233FR, the
EV deflection is maximal and therefore requires a large coupling strength for the two EVs
to move around each other.

Having understood the lobes in the phase diagram, we now turn our attention to one
of the other striking features in the fig. 4.4, namely the additional higher-frequency phases
present inside the finite-frequency instability region. To understand these phases, a line
scan of the critical frequency and coupling along the red vertical line in fig. 4.4 is shown in
fig. 4.6b. The scan starts in a zero-frequency phase shown in fig. 4.5a, where the positive
EV is observed moving around the negative EV. At the modulation considered in fig. 4.5a,
the negatively detuned mode’s sideband has a small amplitude resulting in only a weak
interaction between the two EVs. As the modulation depth is increased, the negative EV
with a small frequency starts coupling stronger to the atoms. The stronger atom coupling
increases the effective interaction between the two EVs, which in turn causes a greater
deflection of the positive EV. The increased deflection makes it harder for the positive
EV to reach w = 0, and the critical coupling, seen in fig. 4.6b has to increase. Once the
negative mode couples strongly enough to the atom, the positive EV will be pushed to
criticality with a finite frequency. Again a discontinuous transition in the frequency is
observed. Because the negative detuning already has a finite value, the discrete jump in
frequency is significantly larger than the jump observed in fig. 4.6a.

After entering the first finite-frequency phase, the frequency again increases. In this
case, the frequency increase is explained by the negative EV acquiring stronger atom
coupling as B,, increases, which leads to an increasing deflection of the positive EV. As
B,, is continuously increased, the modulation transfers weight to different sets of modes,
and a new jump in the frequency is observed. As observed in fig. 4.5¢, the new frequency
is an effect of having a different set of positive and negative EVs, causing the instability,

and resulting in another discontinuous transition. In the phases a and b, the instability is
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mainly due to interactions between two cavity modes, similarly to the scenarios explored
in the previous two- and four-mode cases. For phase ¢, this is not the case as the critical
mode arises due to interaction with three other cavity modes. The unstable polariton will
therefore have significant weight in all these four modes. The different finite-frequency
regions of the phase diagram in fig. 4.4 are therefore distinguishable both by the frequen-
cies and by the cavity mode composition of the unstable polariton mode. Consequently,
as the transition from b to ¢ happens, the occupation of the cavity modes will switch
discontinuously as the frequency does. If the experiment is performed, then the discon-
tinuous behavior is in the infinite-time limit, analogous to a phase transition requiring
the thermodynamic limit as discussed in section 4.4.1. These statements are only based
on linear stability, so to validate these statements, we have to investigate the system’s
behavior once the NP fixed point has become unstable.

Having analyzed the phase diagram thoroughly, we have seen that the lobes are ex-
plained by modes acquiring negative detunings. The full phase diagram exhibits a complex
structure where each phase is well-understood by our understanding of the EV movement.
It is also understood that the complexity of the phase diagram is a consequence of the
non-linear nature of the modulation and the fact that many modes are present in the
system. This means that the phase diagram will look different if the phase modulation is
changed to differ from the sinusoidal type. The choice of modulation therefore allows one

to engineer the phase diagram.

4.5 Beyond the normal phase

We now seek to go slightly past the CP to understand how the system behaves outside
the normal phase. According to linear stability, the polaritonic instabilities grow ex-
ponentially.which makes it necessary to include the non-linear effects to stabilize these
modes. Moving only slightly past the CP, one could expand eq. (4.18) to higher order
in derivatives. However, this does not take advantage of the fact that the linear part
has already been solved. Instead, it leads to a high-dimensional non-linear system of
differential equations. To avoid this, we take advantage of the insight gained from the
linearization around the CP. The center manifold theorem [150] states that sufficiently
close to the CP, the system can be described by the modes predicted critical by the linear
stability analysis. The critical modes are the ones that acquire a zero linewidth, and the
linear stability analysis showed that the critical modes consist of the cavity modes and
the recoil momentum mode of the atoms. These modes constitute the center manifold.
Our approach will be to go slightly beyond the CP by including non-linear effects

on the center manifold. Once the recoil momentum mode acquires any occupation, our
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straightforward approach will fail because the number conservation of the atoms will
be broken. The atom conservation is broken because the homogeneous atom mode is
orthogonal to the center manifold. It is therefore important to rewrite the equations in
eq. (4.17) in a form where occupation of the center manifold does not break atom number

conservation.

4.5.1 Conserving system of real equations for the center mani-
fold

The center manifold is not conserving because it is orthogonal to the homogeneous atom
mode. To solve this problem, we can use number conservation to eliminate ¢y from the
full set of equations, but because 1)y is a complex field, it has two degrees of freedom.
Therefore, number conservation is not enough to eliminate ¢y. By inspecting the equations
of motion in eq. (4.17) one observes that the cavity only couples to products involving
both an atom field and a conjugate atom field. Due to the nature of the coupling, the
cavity modes are unaffected by applying the same rotation to all-atom fields. We define
these rotated fields as

U (t) = Wy, (8), (4.55)

where ©(t) is a real function of ¢. Using eq. (4.17) the EOM for the primed fields takes

the form
ii(t) = (A — iky) dilt) + % D T (1) (W41 () + Snsol 1,1 () -
n=0

i), (t)

(B — i~ DOW) U0) + 1 3R 1) (¥a (1) + Tty ().
Z (4.56)

such that the only difference is a time-dependent energy shift of all atomic states. This
shift can be exploited to eliminate one degree of freedom, and in our case, the obvious
choice is to choose O(t) such that Imy(t) = 0 Vi. For an initial condition such that
Im 1} (0) = 0, one can write the equation for © by requiring that the imaginary part of

1 is constant

0t (1) = A1) = o (uwh(0) — ATH(0)

= O() Re vf(t) = V2Re ) () ) miRei(t) = 0. (4.57)
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which leads to the derivative of © being

. R /A
o(t) = Re zoi D> _miReai(t) (4.58)

Note that at the NP fixed point © is zero, such that © does not change the fixed point.
The complex equations are now rewritten in equations for the real and imaginary parts

using the X and P quadratures defined as

bi(t) = %(Xi(t) FiP(1)),

1

(4.59)
1) = 75 (Xan(t) + iFan(t)).

The EOM for the quadratures fields takes the form
Xi =AP; — ki X,

Py=—AX;— riP — ZF ( an (Xamt1 + Onsol o1 Xa 1)
+ Pop (Pugr + 0n=0ljn 1/ Pajn1]) )
Xon = <ERn _ Xaa Zm ) o — KanXan (460)
\/—F Zm i) (Pans1 + Djny Pajn-1))

Pa,n = - (ERn2 - Xa’I Z anz) Xa,n - 'Lia,npa,n
a,0 i

Z anz (Xa,n+1 + F\n—1|)(a,|n—1|) )

1
- Van,
where the solution in eq. (4.58) have been inserted and the time-dependence of the quadra-

tures have been suppressed. The normalization condition in eq. (4.16) then takes the form

1

1= > (X2, + P2 (4.61)

n

As the rotation © guarantees that P, will stay zero throughout the evolution, we can

use the normalization to eliminate X, ¢

1
Xa,O =V 2”07 with no = I- 5 Z (X(in + P(12,n) . (462)

n=1
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The resulting real system that explicitly conserves the atom number within the center

manifold is
Xi =A,P, — ffiXu
b=~ ANX; — 5P — 1;X,/2 — X2 — P2,

. XaP
X0 =EpP, — raX, I e (4.63)

V- xI-P A
. X2
P, = — EgX, — ko Py + a —V2-X2-P2 | niX;,

where we have dropped the label of the atom field as only the recoil (n = 1) mode remains.
With these EOMs, it is worth mentioning that the atom loss has been modeled in a manner
that conserves the number of atoms. The evolution is explicitly number conserving but
the non-homogeneous atomic modes have a non-zero linewidth. The process described
through eq. (4.63) is, therefore, not a loss of atoms out of the trap but instead decay
from the finite momentum states into the homogeneous state [151]. Our modeling of the
loss is still not ideal as it does not conserve energy. As we consider the limit of x, — 0,
the breaking of energy conservation can be neglected.

To verify the equations in eq. (4.63) one can repeat the linear analysis with the real
equations in eq. (4.63), and one correctly finds that these equations lead, apart from
a unitary rotation, to precisely the same Jacobian matrix as eq. (4.20), such that the
equations describe the correct center manifold. This is explicitly show in appendix E.
The fact that the Jacobian can be written on a form where all entries are real is a direct

consequence of the symmetry in eq. (4.22).

4.5.2 Double Hopf bifurcation and Stuart-Landau equations

The system of equations in eq. (4.63) provides an ideal starting point for exploring the
behavior once the system has crossed the CP. To find the right approach for dealing with
the non-linearities of the equations, we first consider the qualitative features found for the
system so far. It has been found that the NP fixed point becomes unstable at a critical
value of the coupling strength. We have discussed different cases: the zero-frequency
polariton instability from chapter 3 and the atomic instability, which destroys the atom
cloud without any emergence of polaritons. The main new feature generated by the
interacting multimode polaritons is that when some modes acquire a negative detuning,
the critical mode can have a finite frequency. These tuneable finite-frequency instabilities
always come in complex conjugate pairs. When the critical modes come in complex

conjugate pairs, the system can give rise to a Hopf bifurcation [152]. If a system has a
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(supercritical) Hopf bifurcation, then it does not just exponentially diverge as predicted
by linear stability but instead has steady-state solutions that are periodic in time. These
solutions are known as limit cycles. For limit cycle solutions to be stable, the system has
to satisfy specific generic properties known as the Hopf theorem. We will do a perturbative
expansion of our dynamics, which will be a good approximation to the new stable fixed
point beyond the CP. This perturbative approach will show under which conditions the
limit cycle can be stable. Specifically, we will focus on the non-trivial case discovered
for the four-mode scenario, where two complex conjugate pairs with different frequencies
become critical at the same coupling strength. Under general conditions, this scenario
can lead to a bifurcation known as the double Hopf or Hopf-Hopf bifurcation [150]. Tt is
a codimension-two bifurcation, meaning that the effective description must consist of two
complex coupled non-linear equations. From the perturbative derivation, we will find a
form that can be directly compared to the generic form of the double Hopf bifurcation,
which allows us to investigate the system’s possible steady-state solutions. The key feature
we will rely on to derive the perturbative equations is that the growth rates of the critical
modes, once we have gone slightly past the CP, are small. This allows us to separate two
timescales: a fast time scale due to the finite frequency of the critical modes and a slow
time scale due to the growth rate of the EVs. We will extend the approach for the Hopf
bifurcation from [153] to the double Hopf bifurcation, which leads to a set of coupled

Stuart-Landau equations that describes the system in a region close to the CP.

Coupled Landau-Stuart equations

The goal of the perturbative approach is to capture non-linear effects on the modes that
become critical at the CP. The starting point is the generic form of the EOMs from
eq. (4.18)

X =F(X,pu), (4.64)

where boldface will be used to indicate a vector. The vector of independent variables (X, /;
and P,/;) is X and p = A — A, is the distance from the CP. Our definition of ;@ means
that for p > 0, the linear analysis predicts the system to be unstable. By eliminating the
state 1,0, the NP fixed point is Xy = 0 meaning that the distance to the fixed point is

u=X—Xy=X. As long as we are close to the fixed point, we can write the evolution
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of the ith component of u as an expansion around 0

i =X; = F; (X, p)

RO+ 5| w g a)?% Wt axg% ity -
X=0 X=0 : X=0

=Liu; + M uuy + NPy, + .

(4.65)
where Einstein summation notation has been used. Because the derivatives can be done
in any order (a simplification arising from working with real fields), the tensors M and
N are symmetric with respect to the order of the superscript. Our approach is now to

expand all elements in eq. (4.65) around small p. Expanding L gives
L = Lo+ pLy + p*Lo + ... (4.66)
where L is the Jacobian for which we have two critical solutions
Lovi? = AMvE2 with ALY = il (4.67)

where v is the right eigenvector for the a € {1,2} eigenvalue A, which is purely imag-

inary at the CP. Because the solutions are complex, there are also the associated left

eigenvectors
VDL A (4.68)
The normalisation used is vga)vgf) = ‘_,(La)‘_/g%ﬁ) = 04,3 and V(LO‘)\_IED?) = \_/(La)vg;f) = 0, with

the bar denoting conjugation. With these eigenvectors, we can define an expansion of the
EVs
A = 2yl 2 (4.69)

with A = V(La)LnV%). Beyond the CP, the system becomes unstable which means that
Re A = ~f > 0, while the frequency shift Im A} = w{* can take any sign.

Just like the linear part was expanded, the higher order tensors can also be expanded
M:Mo—i-/LMl—i—, andN:No—i—,uNl—l— (470)

Having expanded all the tensors, we seek to write the new stable fixed point as an expan-
sion around the linear analysis. As the bifurcation is of the Hopf type, the distance u to
the new stable fixed point scales as the square root of u [154]. It is advantageous to write

p = xe?, where y = sgn u keeps track of which side of the bifurcation the system is on.
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With this, we can write the expansion of the new solution as
u=eu + uy + ... (4.71)

As mentioned previously, the system has two separate time scales close to the bifurcation.
The time scales can be made apparent in the expansion by splitting the time into two
parts t — t + €27, which also means that dt — dt + e2d7. As €2 is small we treat ¢t and 7
as independent variables. Now all the different parts can be inserted into eq. (4.65), and

everything can be ordered according to the powers in €

(@ + €20, — Ly — x€Ly — .. ) (eu1 +uy + .. )

(4.72)
= €2M0u1111 + 2€3M0u1112 + €3N0111111111 + ..

As different powers are orthogonal to each other [155], we can write equations for each
power of €. For the nth power it can be written as (J; — Lo) u,, = B,, where the B,’s for

the first three powers are found to be

Bl — 0,
BQ = Mgulul, (473)
Bs = (=0, + xL1) uy + 2Mpujuy + Noujujuy,

where it is observed that B,, only depends on u,,-,. For an equation of the form Ly = f,
where L is a bounded linear operator, to have a solution, the force f has to be orthogonal

to the solutions of the adjoint homogeneous problem

(v, f) =0, (4.74)

for every v that solves vLT = 0. This condition is known as the Fredholm alternative [155]
or the solvability condition [156]. For our problem, the adjoint operator is LT = 5 Ly,

for which we have two linearly independent solutions (and the conjugate of these)
@) it ( o — L0> —0, (4.75)

where the arrow indicates that the derivative is acting to the left. The Fredholm alterna-

tive then states that the system only has solutions if

27r/w(()a) (@) i@
vy e ™0 B, dt =0V a e {1,2}. (4.76)
0
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From the O(€) equation (n = 1) we find that u; has a form
— (1) 7’“’0 (2) zwo
= Wi(r)vp e b + Wy (T)vy "+ce, (4.77)

where W, (7) is a complex function that only depends on the slow time. As By is written
in terms of u; this will also be a periodic function in ¢ and this extends to all B,s. The

periodicity makes it possible to write B,, as a double Fourier series in ¢
Z Bk (1) exp (zt (kwo + qwé )>) . (4.78)

For there to be solutions, the Fredholm alternative then gives a condition on two of the
Fourier components

VS)B,(LLO)(T) =0 and VE:Q)B(O’I)(T) = 0. (4.79)

n

By has no oscillations and therefore trivially satisfies the solvability condition. Inserting

the solution for u; into By we find

(a 9@
=M, E <W2vRV%e12“’0 + 2| Wo [P VEVE + WEVEVEe 0 t)
a=1,2

+M%Q%Wb%vgg%Hmo+WWV¢>@>m¢>W9 (4.80)

() 1) it® it
A e I B R AL B

where we used the tensors’ symmetry properties to collect similar terms. By inspection, it
is seen that By also has no component, which gives rise to just one of the oscillations such
that Bs also trivially satisfies the solvability condition. This means one has to consider Bj
to get a condition on W7 and W5. To compute B3, one needs usy, and as this is determined
from the O(e?) equation, we can try a convenient ansatz with the same frequencies as

seen in eq. (4.80)

@ .5 () — o (@)
u, = Z V&)Wgeﬂwo t+V_W§e 12wy t+VO|Wo¢|2

a=1,2

(1) (2) (1)
—|—A++W1W eztwo —Htw +A,,W1W e—ztw

o (4.81)
(1) Dy ()
+ A+ W1W261tw0 —ztwo + A +W1W2e—ztw0 +itwy + couy.

To determine the vectors in this solution we insert the anzats into the O(e?) equation in
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eq. (4.73) which gives the form of the vectors

_ -1
V=V = (Lo —i2uf1) MoV,

Vi) = - L 2Myvi)vey),
_ -1 (4.82)
A=A =- <L0 — iw(()l)]l — iwéQ)]l) 2M, Vg)vg),

A=A =- <Lo - iw(()l)]l + iw(()Q)l)i 2 Vg%) (2).

Notice that we have no equation for cy, but at O(€*), this term does not contribute. It
does not contribute because the only terms that contribute to the solvability condition are
those in Bjs, which has a t-dependence of the form e~8”t. The (1,0) Fourier component
of Bs from eq. (4.78) is found by inserting eq. (4.77) and eq. (4.81) into the O(e?) equation
in eq. (4.73)
B8MO(#) = (=0, + L) Wivi + 2M0< D 2w,
+ VIOV W P+ AL W W
@ ) (4.83)
AL VWP

+3N0<W1|W1]2vg)vR)vR + 204 |Wy \QV VR) (2)>

The equation for Béo’l) is found by swapping 1 <> 2 and A, <> A_,. With these two
components, the equations derived from the Fredholm alternative in eq. (4.79) lead to

two coupled equations for W; and W,

oWy = xkﬁl)Wl - 91,1’W1\2W1 - 91,2|W2’2W1>

@ ) ) (4.84)
O Wo = XA Wo — 92,2’W2‘ Wy — 92,1|W1’ Wa,
where the non-linear coefficients in the W; equation are given by
g1 =20 (VIS VD)
+ 3v! Nov(l)v Dy ),
L R YR VR (4.85)

912 :2V(L)MO <A++‘7§?, +A+—Vg)>
PNUUNGNE)

The non-linear elements for Wy are found from eq. (4.85) by the same swapping used

to get Béo’l)

equations [153].

. The equations in eq. (4.84) are of the form of two coupled Stuart-Landau
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To solve these coupled equations the complex numbers W are written in their polar
form W, = R.e"* where R, > 0 and 6 is real. To simplify the resulting real equations
the coupling elements are split into a real and imaginary part: gas = gp 5 + zg; 5 The

four real equations take the form

Ry = xRy — g} R} — g7 , R B3,
R2 = XVél)R2 - 9;,2R§ - 95,1R2Ri <4 86)
91 = XWP - R?Qi,l - Rggi,za ‘
92 = XW?) - R%Qég - R%Q;,r

The simplest non-trivial solution is to set the amplitudes to be constants such that R, = 0
and Ry, = R

&) r B) r
2 _ ’yf )957,8 - 7§ )ga,ﬁ
T gh 95— XGhp9ha (4.87)

ea,c = WaT = (Xwia) — Ricgi’a — R%,cQé,ﬁ) T,

with a # (. This solution represents the critical mode « performing perfect circular

rotations with the frequency set by w, such that the new steady-state is given by
@) i(w'™ +pw
X = \/ﬁz (RaV%)e( o Hude)t 4 c.c.) : (4.88)

where the slow time 7 has been expressed through the fast time t as 7 = €2t = ut. If
only a single unstable mode is occupied (Ry = 0), such a periodic solution is known as
a limit cycle [152]. For this solution to exist it is necessary that RZ , > 0. In the case
of two uncoupled Stuart-Landau equations (g1 2 = go1 = 0), the two equations both take
the form of a Hopf bifurcation. For the uncoupled limit cycle solution to exist, we see
from eq. (4.87) that 71 # 0, which means that the EVs from linear stability have to cross
the v = 0 axis with a finite velocity as a function of u. Furthermore, the evolution F'
must have non-zero higher-order derivatives around the NP such that ¢" # 0. These
two conditions, together with the requirement of the system to have a conjugate pair
of critical finite-frequency EVs, are equivalent to the conditions in the Hopf bifurcation
theorem [150].

For the codimension-two case, i.e., double Hopf, these conditions can only confirm a
perfect circular limit cycle, which means that the only state we can determine is when
R, . > 0 for both a. To understand what happens when one of the R, .’s does not satisty
this condition, it is necessary to consider the normal form of the double Hopf bifurcation.
Before doing this, we will first discuss the result of applying our analysis to the multimode

cavity model.
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4.5.3 Stuart-Landau equations the for multimode polaritons

For constructing the Stuart-Landau equations for the multimode polaritons, it is essential
to consider the symmetries. The first symmetry is the U(1) responsible for the conser-
vation of atom number, which we already discussed. On the mathematical level, this
symmetry is important because the elements in eq. (4.82) contain the inverse of the Jaco-
bian Ly and the eigenvalue of the 1y mode is zero. Consequently, if 1y is not eliminated
from the equations but directly included in the center manifold, then not only will we
break number conservation, but the inverse Jacobian becomes singular due to the zero
eigenvalue of 1. If one tries to circumvent this by adding a small linewidth to the ho-
mogeneous mode, then the specific value of the linewidth will more or less exclusively
determine the value of the inverse Jacobian, thus leading to non-physical results.

The second symmetry is a Z; symmetry. Considering the equations of motion in
eq. (4.17) one sees that a 7 phase shift of the cavity modes ¢; — —¢; and a momentum-
dependent rotation of the atom states 1, — €™, leaves the equations invariant. We
denote this symmetry operation R. In the NP the solution is ¢; = 0 = 1,~¢ and ¥y = 1
which is invariant under R. As the EOMs are invariant, we expect the same for the
solutions. Within the center manifold, the only relevant modes are the cavity modes
¢; and the recoil momentum atom mode ;. Applying R to a vector within the center
manifold v, amounts to a 7 phase shift R(¢;, 1) = (—¢;, —)1)¥i. The equations for the

center manifold, therefore, have to obey
RE (Vem) = F (Rvem) = —F (Vem) = F (—vem) - (4.89)

Considering the generic derivation in the previous section, this can only be true if M = 0.
In appendix E we derive Lo, L1, My and Ny directly. As mentioned earlier, we find that
Ly is equivalent to the result found for the complex system in eq. (4.20). Furthermore,
L only linearly depends on p, meaning that L, = 0. It is also explicitly shown that M,
indeed is zero on the center manifold but is non-zero beyond the center manifold. M,
being non-zero beyond the center manifold is allowed because R leaves all the even atom
modes invariant. For Ny, we find the five distinct elements given by eq. (E.16). Due to the
Z, symmetry, the coupling coefficients are entirely determined by Ny and the eigenvectors
of the Jacobian. The solution to the Stuart-Landau for the two-mode case discussed in
fig. 4.2b is shown in fig. 4.7a. Here the absolute value of the first cavity field (gray line) and
the recoil field (black dashed line) have been plotted. The frequency predicted by linear
stability is close to 0.7Eg, but because the absolute value is considered, the fields should
be oscillating at twice the frequency 1.4FEg, which corresponds to the period ~ 0.45EI§1
observed in fig. 4.7a. As expected from the Stuart-Landau solution in eq. (4.88), the cavity
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Figure 4.7: Plots of the occupation of the recoil field (black dashed) and the first cavity
field (gray) of two different limit cycle phases. In both cases the distance to the CP is
p = 0.03v/A.. a) The two-mode case discussed in fig. 4.2b where the limit cycle has a
period of 27 /0.7TER ~= 0.45E,". b) The four-mode case from fig. 4.3 at the double Hopf
bifurcation point. As the frequencies are incommensurate, the fields are not periodic.

and the atom oscillate at the same frequency. The steady state is dramatically different
for the double-Hopf bifurcation point predicted by linear stability in fig. 4.3. The steady
state of the four-mode double-Hopf bifurcation is plotted in fig. 4.7b. The frequencies
of the two unstable modes are ~ 0.7Eg and ~ 1.3FEr. The incommensurability of the
two frequencies, leads to the occupations of both the atom field and the first cavity field
not being periodic. As the atom field couples to two different frequency limit cycles, it is

observed that the atom field and first cavity field do not oscillate in the same manner.

4.5.4 Double Hopf normal form

Having seen the single limit-cycle and the two limit-cycle steady states, we now investigate
the possible steady states the four-mode system can exhibit. To this extent, we consider
the generic double Hopf bifurcation. It can be shown that if the two different frequencies
are not commensurate, such that kw((]l) =+ lw((f) for k,1 > 0,k +1 <5, and all g/, 5 # 0
then a system with a double Hopf bifurcation can, sufficiently close to the bifurcation,
be mapped to a form like eq. (4.86) [150]. This form is known as the truncated normal
form. If one further neglects the correction to the frequencies, one arrives at two equations

commonly referred to as the amplitude equations

: 1 r r
Ry = ’V§ )Rl - 91,1R? - 91,2R1R§a

. @ C ) , (4.90)
Ry =77 Ry — 92,2R2 - 92,1R2R1~
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The topology of the bifurcation diagram for these equations is rich and contains 36 differ-
ent kinds of bifurcations; however, these are separated into two main groups. If g7 195, > 0
then the system falls into what is known as the ”simple” case which has 15 different phases,
whereas if g 195, < 0 then the system belongs to the "difficult” case [150] which has 21
different phases. One difference between the two cases is that the ”difficult” case can have
an emerging limit cycle in the amplitude equations, which is impossible in the ”simple”
case. Such an amplitude limit cycle is an additional limit cycle in the system that is
not directly related to the frequencies of the critical modes. Another difference is that
the ”simple” case phases are not topologically changed by the inclusion of higher-order
terms in eq. (4.90), whereas the topology of the ”difficult” case phases can be qualitatively
changed when higher-order terms beyond those derived from our Stuart-Landau approach
are included in the amplitude equations in eq. (4.90).

The first task is to identify if our multimode model falls into the "difficult” or the
"simple” case. To solve this task, it is necessary to explore the parameter space in some
fashion. For the four-mode case, we have four detunings, three coupling coefficients, and
four cavity losses, which lead to an eleven-dimensional parameter space. A complete
mapping of this parameter space is intractable. We are only interested in the part of this
phase space that contains a double Hopf bifurcation but finding all regions of phase space
that contains a double Hopf bifurcation is a challenging problem.

To make the problem tractable, we constrain the parameter space to the four-mode
case already considered, where the system can be split into two groups: two detunings
with a magnitude smaller than the recoil energy and two with a magnitude larger than
the recoil energy. For the below-recoil group, the mode with the smallest magnitude has a
negative detuning, while the one close to recoil energy has to have a positive detuning. For
the above-recoil group, the mode with the larger magnitude has to be negatively detuned
from its sideband, while the mode closest to the recoil energy has to be positively detuned.
Furthermore, we do not let any coupling coefficients be zero and choose all cavity losses to
be in the range { Fr/100, Er/10}. Within these constraints, we perform a uniform random
sampling of all the allowed parameters. A weighting between the below- and above-recoil
momentum groups is then introduced so that the modes in the below-recoil group have
their coupling coefficients scaled by \/ﬁ_/2 and the modes in the above-recoil group have
their coupling coefficients scaled by \/1—75/2 Using the parameter § € {0, 1}, we can
find the point where both groups become critical simultaneously, such that the system
has a double Hopf bifurcation.

The result of this sampling is shown in fig. 4.8 and from fig. 4.8a, it is observed that
911932 > 0, meaning that the system always falls in the ”simple” case. The next step

is to identify which of the 15 possible steady states in the ”simple” case the system can
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Figure 4.8: Random sampling of the restricted parameter space, consisting of 6.7 x 10*
points, for the double Hopf bifurcation according to the constraints discussed in sec-
tion 4.5.4. 0, are the effective off-diagonal couplings from eq. (4.91). In a) it is shown
that the system always falls in the "simple” case as no points have a negative value along
the x-axis. It also shows that the off-diagonal couplings can have very different amplitudes.
b) The relation between the off-diagonal couplings for each data point. The majority of
the points fall in the second and fourth quadrants. The third quadrant has no points, and
the points in the first quadrant always fall above the gray line, which is a plot of 1/6;.

exhibit. The first feature of our system is that ’yfa) > ( for all points in the considered
parameter space. Consequently, the linear solution always leads to the growth of the two
limit cycles. The steady-state can, however, change due to the off-diagonal couplings g, 4.
By mapping to a normal form [150], one finds that the relevant values for distinguishing
the different phases are the off-diagonal couplings divided by the opposite diagonal terms
92,5

r

9p.3

0o =

, with 8 # a. (4.91)

In fig. 4.8b, it observed that either the two off-diagonal couplings have different signs or
they are both positive with a product 6,60, > 1. That 6,05 > 1 can be seen by the fact
that all points lie above the gray line in fig. 4.8b which shows 1/6;. These features mean
that only 6 of the 15 ”simple” case phase portraits are possible in the parameter space
we have investigated.

The six different phase portraits are sketched in fig. 4.9. The phases fig. 4.9a and
fig. 4.9b are phases with only one fixed point, and only one limit cycle survives such that
the steady state is similar to fig. 4.7a. These phases are reached when the data point falls
in the first quadrant of fig. 4.8b, and one of the growth rates dominates such that

1 > 0”7, (4.92)
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Figure 4.9: The different phase portraits possible based on the parameter sweep in fig. 4.8.
The individual sketches are borrowed from figure 8.26 in [150]. A black(open) dot indicates
a (un)stable fixed point.

In fig. 4.9¢, the system has two fixed points, with only one of the limit cycles being
stable. In this case, the oscillation of the system would depend on the initial state of
the system. The system falls into this state when the off-diagonal coupling g, 5 are both

positive, and their growth rates are close to each other such that

-1 7§a)
0, < —= <03, (4.93)
S

where 0, > 03. From the discussed data, 166 data points fall into this phase. By
investigating the EVs movement for a random configuration of the 166 data points, it
is seen, in fig. 4.10a, that these configurations possess a specific feature. Namely one
of the unstable modes is the EV which was initially purely atomic. These phases are
straightforward to quantify as they are the only ones in our restricted phase space, where
both frequencies of the instabilities in the double Hopf bifurcation are above or below the
recoil frequency. By checking the other 166 points, it is observed that they all are of this
nature, with frequencies either below or above the recoil. To check that the system has
a bistability at such a point, we numerically integrate the original equations in eq. (4.17)
slightly into the critical region with different initial conditions. If the initial condition has
a significant imbalance between the two cavity groups, the system ends in the limit cycle
with the largest overlap of the initial condition. In fig. 4.10b, we have initialized the system

with random but small fluctuations in the cavity but with different amplitudes of the recoil
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Figure 4.10: A random datapoint from the sweep in fig. 4.8, that falls within the
class topologically equivalent to fig. 4.9c. The approximate parameters (in units of
the recoil energy) are A = (—0.80,0.96,1.69,—1.73)T, x = (0.08,0.05,0.01,0.10)7,
c = (0.29,0.20,0.54,0.76) and the critical coupling is /A. = 0.42. a) The EV move-
ment from the linear stability of the system around the critical point. FEach point in b)
represents the resulting frequency of the limit cycle after long numerical integration of
the center manifold with a different initial condition. The system is chosen to be slightly
inside the critical region with /A = 1.03v/A.. Each initial condition has a fized amplitude
of the recoil momentum mode but a random phase. The cavity part of the initial condition
is random but only of a small magnitude such |¢;(0)] < 1073.

momentum mode. The phase of the recoil mode was chosen randomly. In this figure, one
sees that for small magnitude |¢)1(0)| < 0.05, this particular configuration always ends up
at the high-frequency (more photonic) fixed point, while for larger magnitude, the system
ends up at the low-frequency fixed point which has more atomic admixture. There is a
region in the middle where the separatrix is sensitive to the phase of the initial atomic
state. or the small random seed in the cavity field. By choosing different parameters,
one can still have a bistability (for example, any of the other 165 found configurations),
but the dependence of the initial conditions will be very different. Because of the large
parameter space of the system, one could look for parameters where the bistability is
sensitive to specifically chosen quantities. The large difference between the steady states
due to a small change in initial conditions could make the bistable parameter region of
the system useful for sensing applications.

The three phases in fig. 4.9(d-f) constitute cases where both limit cycles acquire a
finite value and the steady states will be similar to fig. 4.7. These phases emerge when
the couplings g;, 5 have different signs, corresponding to the data points in the second and
fourth quadrant in fig. 4.8b. In these phases, the system has two different limit cycles
happening simultaneously, which leads to the system evolving on a two-dimensional torus

in its steady-state configuration. Of all the approximately 7000 data points, half of them
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possess this steady state, which means that both modes have physical solutions to the

amplitude equations eq. (4.87).

4.5.5 Symmetry breaking of the steady states

So far we have seen that the multimode polariton can show a wide variety of steady states,
and we will now connect these to the trajectories in the physical phase space. For a single
limit cycle, the trajectory can be understood by considering the symmetry in eq. (4.89). To
this extent, consider first the zero-frequency instability. The reflection symmetry on the
center manifold means My = 0, and we can therefore redo the Stuart-Landau derivation
for an instability at zero frequency. If the critical mode is at zero frequency, then there
are a few changes in the derivation. First, the left and right eigenvectors have to be
identical and real because the critical EV is real (it is zero). Secondly, there is no fast
time dependence but only the slow time dependence due to the growth of the unstable

mode, so we have dt — €297. The different u,, therefore instead obey the equation
—Lou,, = B, (4.94)

where the B,’s are identical to the ones in eq. (4.73). The solution u; simplifies to
u; = R(7)v where R(7) is a real function and v is the critical eigenvector. Lastly, the
inner product in the Fredholm alternative no longer contains an integral over the period
but is simply a dot product between the vectors. The result is that for a zero-frequency
instability, one arrives at an equation equivalent to the single mode version of the R,
equation in eq. (4.86)

R=vR—gR®. (4.95)

This describes a pitchfork bifurcation and has two time-independent solutions R, =
++1/71/g if g > 0 (again restricting the discussion to the relevant case of the supercritical
bifurcations). The new fixed points after crossing the CP is then a constant version of
eq. (4.88) and given by X = i\/mv. By applying the symmetry operation R to one
of the solutions v acquires a sign change, and R, therefore, leads to the other possible
solution. This is the same as in the Dicke model [132]. Transforming the atoms with R
leads to v,, — €™, which is equivalent to a displacement by 4-7/Q in space. The two
solutions, therefore, correspond to the density wave with an amplitude that scales with
Vo and has either a maximum or a minimum at x = 0. Dual to the displacement of
the atomic density wave, the coherent field of the cavity has a phase of 7 depending on
which of the two solutions the system is in. Going beyond the CP leads to the spontaneous
breaking of this symmetry as the system chooses one of the two solutions.

For the limit-cycle solution, the symmetry can lead to a similar case where two different
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solutions are connected through R. If the periodic solution is always invariant under the
symmetry transformation, then solutions are known as F-cycles [150]. Conversely, if
the symmetry transformation on the center manifold is a reflection, then it is known
that the periodic solution z(t) is invariant under the symmetry transformation if time is

simultaneously shifted by half of the minimal period (7")
Rx(t) = x(t +T/2). (4.96)

Such periodic solutions are known as S-cycles. Because of the reflection symmetry in our
center manifold, we know that the limit cycle is one where the system oscillates between
the atoms having a maximum at x = 0 and a maximum at = 7/@). Simultaneously the
cavity field phases are rotating between £+x. With this discussion we have shown how
Zc-symmetry impacts a time-periodic system.

For the single limit cycle, the atoms oscillating between the two symmetry broken
states, as observed both experimentally [142] and numerically [135,138,141], is, therefore,
a direct consequence of the reflection symmetry of the center manifold and is independent
of the specific realization considered (as long as its normal form is that of the Hopf
bifurcation). For the case of two simultaneous limit cycles, the system evolves on a two-
torus. The two frequencies have to be commensurate for this system to be periodic. If
they are not, then the dynamics of both atoms and cavity will still oscillate, but the signal

will not be periodic in time as seen in fig. 4.7b.

4.6 Atom collisions

Having thoroughly investigated the system for non-interacting atoms, we now seek to
understand if the features are robust when collisions between the atoms are included.
For the previously investigated single cavity mode systems in the literature, a limit cycle
emerged when the pump was modulated at a frequency comparable to the recoil energy.
Including the contact interaction between atoms was numerically found to lead to heating
[141] and was argued to be the leading cause of the short lifetime of the experimentally
observed time crystal in [142]. It is, therefore, necessary to understand the effect of weak

contact interactions in the considered multimode setup.

4.6.1 Linear stability with a weakly interacting BEC

The main features derived for the non-interacting system are based on the linear stability
analysis. We thus first need to study how this is affected by weak contact interactions.

To this extent, we consider the classical atom equation eq. (4.15) in the small g regime.
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The first step is understanding how the contact interaction affects the NP fixed point. In
this case, the only mode with any occupation is the zero-momentum atom mode, which

in this phase is described by the equation

ibo = gltbo|*o. (4.97)

A phase shift can be used to eliminate this energy shift and effectively change the atoms’

chemical potential. The shifted atom equations take the form

. k>
ihi(t) = (m — iKq ) — g|¢0|2) Ue(t) + > miRe ¢i(t) (Yryq(t) + trq(t)
~ ¢ (4.98)
+ 9 ) Uk grir g
k’,q
Having changed the chemical potential for the atoms, one observes that ¢y = 1 and

Y20 = ¢; = 0 is again a fixed point of the full evolution.

As the cavity equations are unaffected by the shift of the chemical potential, they
still only couple to recoil momentum modes, and their Jacobian is unchanged. The only
part of the Jacobian that changes are the atomic one. Due to the momentum-conserving
nature of the contact interaction, the equations of motion are still invariant under the
transformation 1, — €™, and a 7 phase shift of the cavity modes.

The Jacobian is the gradient of the EOMs evaluated at the fixed point, such that the
only relevant terms are linear in the deviations around the NP fixed point. For the linear

stability analysis, the only relevant collision terms are therefore

9 (|t + _xti) - (4.99)

They have the feature that the k’th mode couples to itself and —k. Momentum is,
therefore, still a good quantum number. Mixing the £ and —k modes lead to the known
Bogoliubov collective modes of a BEC [157]. The cavity coupling still only couples to
modes at the recoil momentum, which makes it sensible to differentiate between atom
modes that are part of the polariton and those that are not. The atom modes that do
not couple directly to the cavity (k # £Q) are then the usual phonon modes [151,158].
For the polariton instability, we thus only have to consider the recoil momentum as in

the non-interacting case. Since the () and —() modes are coupled, the part of the system
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that contributes to the Jacobian is

F(1) = (=i = ki)gy — i% (zzwl + P10 + o1 + P-19o) ,
F(t1) = (=i(Er +9) Z (6i + d0)bo — g, (4.100)
F(ip-1) = (~i(Er +g) — 1_22 (61 + &)Y —igih,

which should be compared to eq. (4.19). Like in the non-interacting case, an infinitesimal
broadening of the atom modes identical for () and —@ is assumed. Once again, the
Jacobian can be written in a block form similar to eq. (4.20) with the cavity blocks (A;)
being unchanged but the off-diagonal blocks acquiring a slightly different form

B, = —i% (1,1)® (0. + io,),
1 (4.101)
C, = _iﬁ <1> ® (0, +ioy),

where 1 is the 2 x 2 identity matrix. The atomic block changes due to the coupling

between positive and negative momentum and are given by

—iER — kg 0 0 —1ig
0 Er — Ka / 0
D= PR R Y , (4.102)
0 —1ig —iER — Kq 0
g 0 0 iER — Kq

where Er = Er+g. The determinant can now be computed using the same technique as
in section 4.4.1. The equation determining the possible frequencies of the unstable modes

18

w Z c?Aj (/{j (ER (Er+29) + Iiil) + Ka1 (A? + Ii?) —w? (Ka1 + Iij))
=0 (4.103)

X Mgy (w4 202 (k2 = A2) + (A2 + 12)°) =0,

The physically allowed solutions are those that lead to real values for the critical coupling
strength
Er(Er+29) + ki, —w’

N.—1 2 <A2+n?fw2)Aj
SRR e RS Rk

A, =

(4.104)

It is seen that these equations are equivalent to their non-interacting counterparts in
egs. (4.31) and (4.32) apart from E?% being modified to the Bogoliubov dispersion Er(Er+
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Figure 4.11: The same phase diagram as fig. 4.4 but with a contact interaction of g =
0.1Eg ncluded.

2g). For small values of g, the linear stability results’ qualitative features are unchanged.
That a small g does not have a big impact on the linear stability is exemplified by the
computation of the phase diagram in fig. 4.4 but with significant interactions included.
Comparing the phase diagram in fig. 4.11 with fig. 4.4, which has no collisions, one sees
that they are qualitatively equivalent. The only main change is that the separatrix in
the atomic instability has shifted to larger e. This shows that the features discussed
for the phase modulation setup in chapter 3 are not sensitive to small changes in the
atom energy or interactions. For the generic two- and four-mode systems considered, the
main effect is a non-trivial renormalization of the parameters. All the scenarios discussed
in the non-interacting case are also present with interactions but for slightly different
parameters.

One new feature different from the standard result [107] is that at a finite frequency,
the critical coupling is potentially more sensitive to the specific atomic dispersion. To see
this consider the critical coupling when only a single cavity mode is relevant to the system
(while assuming that the system through some other mechanism has a finite frequency

instability)

_ Eg(Er+2g)+ k2 —uw?
n QER (A? + H? — CL)Z) Aj

. (' + 202 (2 - A2) + (A2 + 1)), (4.105)
For a zero-frequency instability, the two Eg’s in the denominator and numerator can-
cel each other such that the interactions only leads to a renormalization of the energy
Er — Egr+ 2g. The cancellation of E in the fraction is not possible at finite frequency.
Therefore, the lowest order effect of including interactions in the limit cycle is not a sim-

ple renormalization of the recoil energy. If instead of interacting atoms, one considers
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atoms at a finite, but either very low or very high temperature then it is found that the
critical-coupling equation at w = 0 is again only changed by Er — kgT [105,108]. As the
only change is a renormalization of the recoil energy, it means that for a zero-frequency
instability, one can not see a qualitative difference between a finite temperature cloud
and an interacting cloud by investigating the critical coupling. It would be interesting to
investigate how the parameters for the finite-frequency instability change when the atoms
have a finite temperature to see if one can observe a qualitative difference between the

atomic states.

4.6.2 Beyond linear stability

Having seen that the linear stability is qualitatively the same as the non-interacting case,
we now discuss what happens beyond the CP. The linear stability analysis has shown that
interactions do not drastically change the center manifold, meaning that for small values
of g, the structure of the different bifurcations remains unchanged. However, previous
studies [141], and experiments [142] found that the atoms heat up due to the contact
interactions. Heating is not captured within the center manifold, so one must go beyond
it to capture these effects fully, and we leave this for future investigations. Instead, we
consider the situation where the contact interaction is weak (g ~ 1072ER), such that
the perturbations to the non-interacting Stuart-Landau results are negligible. First, we
consider the case where the system exhibits a single-limit cycle. Following our previous
approach, we assume the system crosses the critical point from the normal phase. As the
limit cycle emerges and stabilizes, a finite occupation in the center manifold is generated.
Using the solution for the center manifold in eq. (4.88), when only one limit-cycle mode

is occupied, the recoil momentum X and P quadratures are

Xog =vVILR (cxeiwct + c.c) ,

, (4.106)
P.o =V1R (cpe’wct + c.c) ,

where ¢, and ¢, are the complex coefficients from the right eigenvector of the center man-
ifold and w, is the frequency of the limit cycle. From the quadratures, we can reconstruct

the 1 field using the inverse transformation of eq. (4.59)
Vo = et 4 el (4.107)

with ¢, = \/p/2R (¢, +ic,) and ¢ = /u/2R (¢, + ic,). Notice that generally |cy| #
le_].
In section 4.5.1, we discussed how enforcing normalization was essential for the center

manifold calculation. Because of this construction, we can find the homogeneous atom
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Frequency | Magnitude | Momentum
We ‘Ci| ~ \/ﬁ Q
2w, |bL| ~ p 0

Table 4.1: A table of the occupied atomic modes when the system is in a single limit cycle.
The modes and their properties are derived from the Stuart-Landau equation.

component in the limit cycle from the center manifold

Yo = /1 — 2[thg|?

= /1 —2(cal + c_Cy + |og P62t + |c_[2ei2wel)

, , (4.108)
~1—cp e —c Gy — |ep Pt — |o_|Pem Rt

— bO 4 b+ei2wct T b,e*’?”ct.

Here the square root was expanded around g = 0, similar to the approximation underlying
the Stuart-Landau equation. In the last line, the Fourier coefficients of the homogeneous
field have been defined as

bo=1-2Re(c;c_) and by = —|cL]?. (4.109)

The occupied atom fields and their characteristic scalings from the Stuart-Landau
results are shown in table 4.1.

The limit-cycle can be destroyed through two different mechanisms. The first to go
deeper into the superradiant state. By increasing p it is necessary to include the next
correction to the fixed point in eq. (4.81) which adds higher harmonics to steady state.
Another effect of going deeper into the superradiant state is scattering from 1g into
1aq, which does not obey a reflection symmetry. When these modes become important,
our center manifold analysis is insufficient, and we numerically find the limit cycle to
be destroyed. The sensitivity to going beyond the center manifold is not unexpected
considering that M, is now non-zero in the Stuart-Landau equation. The scattering
from g to 1¥sg happens through scattering of a pump photon into the cavity. For the
occupation of the ¢ to be significant, it is, therefore, necessary that the occupation of
Yq is large. By staying close to the CP our Stuart-Landau equation within the center
manifold is valid. However, there is a second mechanism that can destroy the limit cycle
even close to the CP. This second mechanism is for the atoms to scatter into phonon
modes that are not commensurate with the cavity. Scattering into phonon modes is only
possible with finite contact interactions between the atoms and we now seek to understand

how the phonon scattering is affected by the limit cycle in the polariton.
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Figure 4.12: Four different scattering events between the atomic parts of the limit cycle
described by table 4.1. All four scattering events are momentum conserving and involve
the scattering off a 1o (0) state. In a) two atoms from the homogeneous and stationary part
of the system collide. This process is of O(g). In b), the homogeneous atom collides with
an atom with recoil momentum and a frequency equal to the limit cycle frequency, which
makes this process of O(gy/1t). In c), the homogeneous atom collides with a homogeneous
atom oscillating at twice the limit cycle frequency. This process is like the one in d) of
O(gp). In d), two atoms with opposite recoil momentum collide, generating a phonon at
a small g value. Notice that this process can also be done if the atoms have the same
direction of their momenta. In that case, the two final momenta will have @) added to
them.

In the limit cycle, the atoms can be in three different states as shown in eqs. (4.107)
and (4.108): a homogeneous spatial configuration that is constant in time, namely with
magnitude by, a spatial density modulation with oscillates with frequency w. and has
magnitude |c4| and a homogeneous spatial configuration that oscillates at 2w, with mag-
nitude |by|. Due to the interactions between the atoms, these states can scatter off each
other, which gives rise to new phonon modes. The four scattering processes that are
lowest order in g and involve the most occupied atomic modes according to table 4.1 are
shown in fig. 4.12. In the regime of small u, the fastest processes are those involving the
homogeneous stationary atom mode because this mode has a magnitude of O(1) as shown
in table 4.1. The dominating process is, therefore, fig. 4.12a where two stationary atoms
scatter off each other. They can scatter into two atoms with momentum =4¢q such that
momentum is conserved. Energy also has to be conserved, requiring ¢, +e€_, = 0. In the
regime of small y, the amplitude of the density modulation is tiny. The dispersion of the
phonon modes is therefore well approximated as that of the bare phonons €, = ¢*, which
is here written in units of the recoil energy. Since the dispersion is quadratic, energy
conservation can only be satisfied if ¢ = 0, which means that the scattering process in
fig. 4.12a can not generate occupation in any phonon modes.

The next scattering channel is that of fig. 4.12b. Here an atom mode carrying recoil
momentum and with the frequency of the limit cycle scatter against the state 4(0),

which makes this process of order O(g,/st). For this process to be energy conserving, it
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is necessary that
€Q—q Tt € —we =0,
(1_(])2"‘(]2_(«%:0,

RS S Y

This scattering process thus acts as a source for two phonon modes at ¢ and ) — ¢, such

(4.110)

that they will grow with a rate related to g,/u. This scattering channel is closed when
w > 1/2. The dominating scattering channels then become of O(gu) and correspond
to fig. 4.12c¢ and fig. 4.12d. Here energy conservation leads to an outgoing momentum
given by ¢ = \/w.. At the same order, there is also the process of fig. 4.12d but with both
incoming momenta in the same direction. This scattering channel is only open if the limit-
cycle frequency is above the recoil energy, as the momentum must satisfy ¢ = v/w, — 1.
For w. < 1/2, the fastest growing phonon mode will therefore grow at a rate proportional
to gu. We, therefore, predict that by changing w. from above Eg/2 to below Eg/2, the
growth rate of the phonon modes should drop significantly.

Deeper inside the limit cycle phase, due to the large density modulation, one can no
longer use the crude approximation of a quadratic phonon dispersion. An interesting
aspect of this is that in the static case, this leads to the opening of band gaps [159].
Opening of band gaps could close off specific scattering channels as a function of the
limit-cycle frequency.

Our preliminary studies have shown that the dominating growth rates of the phonon
modes are linear in g and either proportional to p or /u. Since p can be tuned straight-
forwardly, we expect that there is an experimentally relevant regime where the limit cycle
will persist for many oscillations before being destroyed by the growing phonon modes. An
intriguing aspect is that the lifetime of the limit cycle should be significantly affected by
changing the frequency of the limit cycle. As the frequency is tuneable in the multimode
polariton system, it provides an ideal platform for these investigations experimentally and
theoretically.

Lastly, we will consider what happens when the system has two limit cycles. In this
case, the coupled Stuart-Landau equations lead to the recoil momentum mode moving on
a two-torus

Vo = are™’ +a_e ™l 4 c et el (4.111)

where w, and w, are the frequencies of the two different limit cycles. In the investigated
cases, we always considered one of the limit cycles to have a frequency greater than the
recoil energy. Consequently, the fastest growing phonon mode is predicted to grow with
a rate of g\/u. The two-torus system will not have modes that grow faster than the

single mode case, but it will have more of them, as the number of possible scattering
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channels increases due to the two different frequencies. Similarly to the single mode
case, the momentum of the dominant growing phonon modes can be found using energy
conservation. In conclusion, we can state that for experiments where the single limit cycle

is observable at w. > E,./2, the two-torus solution should have a comparable lifetime.

4.7 Summary and discussion

In this chapter, we first performed a linear stability analysis of the classical equations for
the multimode cavity model in the regime where the cavity had a sub-recoil linewidth.
The analytical equations for the critical coupling and frequency have been derived for
an arbitrary number of cavity modes. A careful investigation of these equations for
the one-, two- and the four-mode system has shown that a negatively detuned cavity
mode can greatly impact how the polariton became unstable. For the one-mode case, a
negatively detuned cavity mode made the atom cloud directly unstable at infinitesimal
pump power, and no polariton emerges. The situation was qualitatively changed when a
second positively detuned cavity mode was included. The positively detuned cavity mode
could stabilize the system, which allowed a polariton to form that became unstable at
a finite frequency. By controlling the detuning of the bare cavity modes, the frequency
of the polariton instability could be directly tuned. We found that the four-mode cavity
mode system could have two different finite-frequency instabilities at the same critical
pump power.

To investigate the fate of the unstable polariton mode beyond the critical point, we
have generalized the Stuart-Landau equation to describe the case of two simultaneous
finite-frequency instabilities. We found that these took the form of a double Hopf bi-
furcation, and through a normal form analysis, it was shown that the four-mode system
could exhibit a single limit-cycle steady state, a bistable region where the initial condi-
tions determined the steady state, and a two-torous solution where two limit cycles were
simultaneously present in the system. We used the symmetry of the equations of motion
to explain why a single limit-cycle steady state will be a state where the systems peri-
odically oscillate between two states connected by a Z; symmetry. For the four-mode
case, the periodicity of the system could be broken if the two different limit cycles were
not commensurate. Finally, we have discussed some preliminary results of the effect of
including contact interactions between the atoms. Here it was explained how that the
presence of the limit cycle opened up new scattering channels. Which scattering channel
were dominant could be changed by adjusting the limit-cycle frequency.

Our results gives rise to several questions that are worth further investigation. The

first is finishing the analysis of the effect of atom interactions. Here the precise form of
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the rate still has to be calculated. With this result, it is then possible to investigate if
there are regimes where cavity cooling is efficient enough to prevent the growth of the
phonon modes. Another exciting aspect is further exploring the bistability observed for
the double Hopf bifurcation. If the sensitivity of the bistability can be selectively chosen by
tuning the experimental parameters, this could be interesting for applications. Following
these ideas it is worth understanding how the two-cavity-photon process that has been
neglected affects the limit cycle. It is known that for the linear stability analysis, it only
amounts to a shift of the cavity detunings, which can be compensated by changing the
sideband frequencies. However, beyond the normal phase, it gives rise to a second optical
potential for the atoms, and it would therefore lead to perturbations to the coefficients of
the Stuart-Landau equations. By tuning the values, these perturbations can certainly be
made negligible, but one could investigate if tuning the two-cavity-photon process could

give rise to steady states with an additional limit cycle in the amplitude equations.



Chapter 5

Polaron-polaritons

5.1 Introduction

In chapter 3, the focus was on the spectral features, while the occupation of the spectrum
was included through classical equations in chapter 4. This last chapter considers a driven
system with strong interactions between bosonic and fermionic degrees of freedom. The
spectral properties of both degrees of freedom will change due to the interaction. Because
the system is driven, it is also necessary to consider the change in the occupation of the
spectrum. As it is necessary to capture the perturbation to the spectrum of fermionic
degrees of freedom, it is not possible to approach the system using classical equations as
in chapter 4. Instead, we solve the coupled Dyson equations for the retarded and the
Keldysh propagator.

In this chapter, the type of system considered is a two-dimensional semiconductor
inside a cavity. The research field of two-dimensional materials has evolved dramatically
since the discovery of graphene [160] and monolayer transition metal dichalcogenides
(TMD) [161]. From the perspective of polaritons, the TMD monolayers are exciting be-
cause they have very strong photoluminescence [162,163]. The strong photoluminescence
arises from the fact that these materials have a large exciton binding energy on the order of
hundreds of meVs [164-166]. TMD monolayers also have an additional degree of freedom
because they exhibit two different valleys within the first Brillouin zone [167,168]. This
gives rise to an effective description of the TMD monolayers with two different species of
electrons. An important property of the TMD monolayers is that they are structurally
stable at room temperature and can be embedded inside solid-state microcavities. It is
experimentally possible to realize high-quality solid-state microcavities such that strong
coupling between the exciton and the cavity can be achieved, giving rise to polaritons.

The main motivation for our work is the recent developments [99, 169-171], where

experimental groups have been able to add a gate voltage to the TMD monolayer while it
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is inside a cavity. The gate voltage makes it possible to inject electrons into a conduction
band of a different valley than the electrons that form the exciton.

As the conduction electrons introduced by the voltage bias are not constituents of the
excitons, the system can effectively be described as a two-dimensional Bose-Fermi mixture
where the bosons are excitons, and the fermions are the conduction electrons in the other
valley. In the limit where there is only a single exciton in the system, the exciton’s
interaction with the electrons leads to the formation of a quasiparticle known as a Fermi
polaron. The Fermi polaron system has been widely studied in three dimensions and
in two dimensions [172-178]. The experimental realization of a quasi two-dimensional
quantum gas [179] has motivated several different theoretically approaches such as a
variational ansatz [180-184], non-self-consistent ladder approximation [185], functional
renormalization group [186] and even diagrammatic Monte Carlo [187]. Motivated by the
above-mentioned experimental developments with TMD monolayers in cavities, the large
interest in Fermi polarons has carried over into investigations of the effects of polariton
formation either through a variational approach [188,189] or with the non-self-consistent
ladder approximation [190,191]. Indeed, since the excitons can be created by absorbing a
photon from the cavity, this gives rise to excitons-polaritons that couple to electrons. All
the previous theoretical approaches have been restricted to thermal equilibrium. However,
due to the finite lifetime of excitons and photons, the system must be driven for a finite
density of exciton-polaritons to be present in the steady state. This chapter goes beyond
the previous theoretical work by non-perturbatively including drive and dissipation via
non-equilibrium field theory.

Apart from the TMD monolayers, two-dimensional polaritons also appear in quantum
well systems [192], where the study of quantum polaritonic fluids has been made possible
by the existence of non-equilibrium Bose-Einstein condensation even at room temperature
[193-195]. This has attracted the attention of a large community in recent years, and
exciton-polariton condensation has now also been observed with TMD monolayers [196].
Already for these systems, where no additional electrons are present to form polarons,
the theoretical description of non-equilibrium condensation has been limited to either
quantum kinetic theories [197] or semiclassical equations like the ones we introduced
in chapter 4. Our approach extends previous theories by simultaneously describing the
coupled dynamics of the response and correlation functions at and in the vicinity of
condensation. It is also directly applicable to the present case of interest where gated
electrons in TMD monolayers lead to the formation, and potentially condensation, of
exciton-polaron-polaritons.

Doing the out-of-equilibrium self-consistent calculations comes with a host of chal-

lenges, and our work so far has been concerned with finding ways to make the calcula-



132 Polaron-polaritons

tions feasible and reasonably accurate. Section 5.2 is devoted to deriving the model and
its action, while section 5.3 derives the self-energies for our non-equilibrium self-consistent
ladder approximation. The numerical methods we have developed are described in sec-
tion 5.4, and some first results are presented in section 5.5.

We find that our method can capture the known features of the Fermi polaron and
that coupling the exciton to the cavity leads to the formation of a quasiparticle, the
polaron-polariton. The polaron-polariton is an exciton strongly coupled to light and the
Fermi sea simultaneously. Including the cavity leads to more than just a dressing of the
polaron as it renormalizes the coupling to the Fermi sea. The cavity can significantly alter
the polaron, and we can change the qualitative features of the lowest energy excitation
by shifting the cavity detuning. We explore the system’s behavior when a continuous
laser drives the cavity and find an accumulation of excitations at finite momentum. The
accumulation is explained by a competition between cavity loss and momentum relaxation
induced by electron scattering. Because of the hybrid nature of the polaron-polariton,
both the loss and the momentum relaxation can be qualitatively altered by changing the
cavity detuning.

While implementing the non-equilibrium self-consistent ladder approximation is com-
plicated, it is versatile as our method can also be applied to three-dimensional systems
with only minor modifications. It, therefore, allows exploring non-equilibrium features in
many-body physics. While this by itself is a major theoretical motivation, it is important
that our models should describe current experiments with monolayer semiconductors in

cavities well.

5.2 Model

The two-dimensional polaron-polariton system is complex because there is a strong cou-
pling between the cavity and the exciton but also a strong coupling between the exciton
and the electron gas in the conduction band. The exciton and photon are strongly cou-
pled, leading to polariton formation, while the strong interaction between excitons and
electrons leads to the formation of polarons. We seek to construct a method that treats
both effects on the same level. In addition, a non-equilibrium treatment is essential due

to the drive and loss of the cavity.

5.2.1 Non-interacting constituents

Choosing the simplest possible building blocks for the system is essential as the complexity
arises due to their interactions. To do this, we first describe how the different bare parts

of the system are modeled.
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Electrons

A significant experimental achievement is that by gating the TMD monolayer [99, 169],
electrons of a different valley than those creating the exciton can be excited to the con-
duction band. These electrons are well described as a two-dimensional free fermion gas
with an effective mass m.. The electrons’ chemical potential p. is tuned by varying the
gate voltage. The last free parameter for a free electron gas is the inverse temperature

B =1/Tkg. With this simple description, the bare electron propagators are

1
GRy(p) = ,
e,O(p) w_’_,ue_%_’_io_i_

. If2
GSO(P) = —2ir (1 —2np(w))d (w + fe — QmE) ’

(5.1)

where np(w) = (eﬁ“ + 1)_1 is the Fermi-Dirac distribution. To simplify the notation
define p = (w,k), p = (w, |k|) and k = (k, k,)". The propagators are the generalization
of the free propagators from eq. (A.40) to a spatially homogeneous system. The isotropy
of space means that the propagators only depend on the magnitude of the momentum
k = |k| and not the direction.

Excitons

An exciton is a tightly bound pair consisting of an electron in the conduction band and
a hole in the valence band. Due to the dipole moment generated by separating the
hole and electron, excitons interact with phonons. The microscopic description of the
excitons themselves is therefore complicated [198]. TMD monolayers have the property
that the exciton binding energy is on the order of several hundred meV’s [196], which is
exceptionally high. In these materials, the exciton binding energy is the largest energy
scale, which makes the excitons stable quasiparticles with long lifetimes. To the lowest
order, the excitons can be modeled as a single species of particles independent of the
electrons in the other valley, and at low temperatures, the perturbation can be included
as a phenomenological decay rate of the exciton.

In the TMD systems the effective mass of the hole is similar to effective electron mass
me [199] such that the exciton mass is approximately m, = 2m.. In this simple model of

the exciton, the bare propagators are

1
k2 . Y
+10*
2 2 (5.2)
GEo(p) = —2imd | w — > :

2my,

Gf,o(]?) =

w —
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where the exciton chemical potential has been set to zero. As excitons consist of an
electron-hole pair, they are bosonic quasiparticles. For bosons, the chemical potential is
equivalent to a detuning, which should be interpreted as the cost of creating excitations
with zero momentum.

The combination of high binding energy and low temperature means that the thermal
energy is insufficient to create an exciton in a TMD monolayer. To occupy the exciton
states, it is, therefore, necessary to drive the system, which is done through the cavity. In
TMD bilayers, the excitons can be injected electrically, and their thermal condensation
has been observed [200].

Cavity

The most straightforward description of the cavity is as a slab of material with a refractive
index n between two mirrors. Let the cavity dimensions be L, x L, x L., where L, is the
length between the mirrors perpendicular to the two-dimensional material. Due to the

boundary set by the cavity, the modes have three discrete quantum numbers (n,, n,,n.)

u}k%ky,kz = C/’flﬂ / k’g + k’g + k’g, (53)

with k; = %%, where c is the speed of light in vacuum. If the slab is thin but long in

the x and y directions such that L, < L, ~ L,, the level spacing between different k. is

and energy given by [85]

large compared to the spacing between the transverse directions. For thin enough slabs,

the longitudinal energy spacing will be the largest scale in the system. The longitudinal

mode index is then set by the one closest to the exciton’s binding energy. If the cavity is

approximated as infinitely large in the transverse directions, the transverse level spacing

goes to zero, and the transverse spectrum becomes continuous. Expanding around zero

transversal momentum, the cavity dispersion is approximated as
cn,m 1 cl,

k’2
k.. k)~ - k2 + k%) = E,
w(kz, ky) L. +2fmz7r( » k) ot o

, (5.4)

where Ej is the constant energy offset due to the longitudinal mode and m, = % the
corresponding photon mass.

The cavity mirrors are inherently lossy, so the system is not energy-conserving. To
get non-trivial steady states, the loss has to be compensated by external driving. We
consider driving non-resonantly away from modes that have an appreciable occupation,
which means that the imprinted phase from the laser is lost through the relaxation pro-
cess, and we can therefore model the laser as an incoherent environment with a narrow
frequency distribution. To this extent, both loss and drive are approximated by coupling

to an external electromagnetic environment. Assuming the coupling to the environment is
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small, such that the cavity and environment do not hybridize (quasiparticle weight of bare
cavity mode weight close to unity), the coupling leads to renormalization of the cavity
propagators as shown in section 2.8. Under those conditions, the retarded self-energy of
the cavity is constant

YR — 5 —in. 5.5
g

The constant shift is combined with Ej to give an effective photon detuning A.. This
detuning can be freely tuned by varying the pump frequency as for the ultracold atom
system considered previously. The loss rate v describes photon leakage out of the cavity
and is determined by the cavity geometry and quality. Here we assume that it is identical
for all transverse modes, which is a good assumption because the energy scale of the
transverse modes is small compared to the total energy in the cavity mode. As seen in
section 2.8, incoherent pumping affects the Keldysh self-energy through the distribution
function derived in eq. (2.114). This result can be modified to model a pump laser by
writing the occupied part of the cavity Keldysh self-energy as

5XX (p) = i2k(p), (5.6)

where £(p) is a function describing the pump envelope in energy and momentum. To
simplify the analysis, we assume that the pump does not break the isotropy of space and
only depends on the magnitude of the momentum. k(p) is proportional to v, which is
small, but also to the occupation of the modes, which is determined by the intensity of
the laser. It is, therefore, possible to increase the effective drive strength of the cavity
without requiring large ~.

Accounting for drive and dissipation, the bare cavity propagators are given as

1
w—AC—Qk—ni—i-i’y’

—2i (7 + :‘i(p)) (5.7)

Gfo (P) =

Gfo (p) =

5.2.2 Interactions

As already mentioned, the system contains two distinct types of interactions: interac-
tions between the exciton and the cavity and interactions between the excitons and the
electrons. In both cases the form is most intuitive in real-space r = (r,,7,)" and time
t. Similar to the composite index introduced for momentum and energy, we use the

composite variable x = (¢,r) for space and time.
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Exciton-cavity

The exciton is a localized particle with a Bohr radius on the order of a few nanometers
[201]. Due to the small spatial extension, the interaction with the electromagnetic field
can be approximated as a dipole interaction as discussed in section 3.2. The dipole
interaction is not number conserving as it contains counter-rotating terms but similar
to the discussion of the laser section 3.2, the counter-rotating terms can be neglected
on the time scale the system is probed. The remaining process describes annihilation
of an excitation of the complex exciton field b(x), through creation of an excitation in
the conjugate complex photon field a(x) at the same point in space-time. The resulting

interacting term in the action is of the form

S, .=—0 Z /dt/draa 07, 5bs(x) + H.c., (5.8)

o,f={+,—}

where € is the coupling strength between exciton and cavity and o, 5 is the third Pauli
matrix.

The bare constituents are diagonal in reciprocal space and frequency, which makes it
advantageous to Fourier transform the interaction. To keep the notation compact and

transparent, the Fourier transform is written as

- % > e®*f(p), (5.9)

where the dot-product is defined as p-x = k-r—wt and A~ 3~ = [ f 2nz- Rotating
from the + basis to the Keldysh basis gives an action with a similar form as the one

discussed in section 2.8

—Q— Z Z ao(P)oy 5 bs(p) + Hoc., (5.10)

P ao,8={cq}

where ¢” is the first Pauli matrix. Crucially, this interaction is quadratic in fields and
diagonal in p. Similar to the case considered in section 2.8, this means that the interaction
with the cavity can be included in an exciton self-energy given by diagrams equivalent to
those in fig. 2.6b and fig. 2.6¢

Sre(p) = Gl (p),

- L (5.11)
5Emc(p) =Q 5Gc,0(p)'

Because of the linear coupling between exciton and cavity, the self-energies are exact.

The excitonic component of the polariton is of most interest because this is the part
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that couples to the electrons. Conversely, given the full exciton propagator, the dressed
cavity propagators are directly given by
1
1 )
(Glh(p)  — GE(p) (5.12)
Ge (p) = (i2y + i26(p) + Q*G7 () [GE(P)I,

GE(p) =

where we have anticipated that the approximation we will use for the exciton-electron
interaction leaves the exciton propagator translation invariant. We will refer to the cavity-
dressed exciton as the bare polariton, since the exciton propagator includes the cavity

through the self-energies.

Exciton-electron

The exciton consists of a spatially separated electron-hole pair. We have discussed that
it is tightly bound and that we can therefore approximate it as a point-like particle. The
interaction between the exciton and the electron is, therefore, like that of a dipole and
a charge. For a quantitative treatment, one would have to treat the spatial dependence
of the two-body potential, but if one only considers low energies and densities, then the
short-range behavior of the potential will not be probed during the scattering event. At
the lowest level of approximation the interaction can then be characterized by an s-wave

contact-interaction [202]

H, .= g/er b (r)c! (r)e(r)b(r), (5.13)

where c¢ is the annihilation operator of the electrons. The corresponding interaction term

in the action is

Sp—e =—g Z /dxl_)a(x)éa(x)ca(x)ba(x). (5.14)

Opposite to the previously considered ultracold system with repulsive interactions, the
collisions can now lead to bound states and are therefore essential to capture the main
qualitative features of the system correctly. For the two-body scattering problem in two
dimensions, any attractive interaction leads to the existence of a bound state [203,204].
Differently from the three-dimensional case, the scattering length is directly related to the
binding energy of the bound state E through a, = 1/v/m£Epg, which for two dimensions
is always positive.

For TMD monolayers, bound states between one hole and two electrons have been
found to also have large binding energies on the order of tens of meVs [205-207] and

are referred to as trions. These bound states correspond to a scattering process where
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4 4

Figure 5.1: The vertices between trions (double arrows), electrons (straight lines), and
excitons (wavy lines). The dashed line represents a quantum field, and the solid line a
classical field. Only the first vertex has the energy-momentum structure explicitly shown,
but it is identical for all four vertices. The vertices are generated by the exciton-electron
scattering in eq. (5.13) and described by eq. (5.16). Along with the four vertices shown
here, there are another four vertices with the arrows reversed. These correspond to the
conjugate processes.

the exciton collides with an electron, and they move together. In the TMD monolayer
system, both the electrons and the trions obey fermionic statistics. If we want to capture
any perturbation to either the electron’s or the trion’s spectrum, then we have to go
beyond classical approaches. To that extent, we will develop a self-consistent theory for
the propagators based on the Dyson equation.

To efficiently write Dyson equations, it is convenient to include the trions directly in the
action. This can be achieved through a Hubbard-Stratonovich transform, similarly to how
the noise was included in the semiclassical equations in (4.3). The Hubbard-Stratonovich
transform is a way of rewriting the two-body interactions between the electrons and

excitons as an interaction with an auxiliary trion field A(x) through

exp (iSy_e) = exp | —ig Z /dxb CaOp 5 Cpbg
a,f={+,—-}

/D Ay, AL exp< Z /dzf/d2 e 0‘5 (5.15)

7/3 {+7

— Ba Ca, 02,[3 Aﬁ — AaO';/B Cs bﬁ) ,

where the space-time dependence of the fields has been suppressed. After Fourier trans-
forming and Keldysh rotating, the contact interaction leads to an energy and momentum

conserving interaction

1

Sa:—e = T T =
VA

Z Z Mcz,ﬂga(pl)éﬁ(P2)A7(P3)5(P1 +py, — p3) + c.c.,
O‘vﬁv’Y:{Cﬂ} P1,P2,P3

(5.16)
where the factor of 1/ V2 originates from the Keldysh rotation and the elements in MCZ 8
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are
575 - O-nyvg and M;iﬁ = (5a7ﬁ (517)

The interaction in eq. (5.16) leads to four different vertices that are shown in fig. 5.1.
Together with this interaction term, there is also a quadratic term for the bare trion,

which defines the bare trion propagator

1

v (5.18)

Gi,a (P)

Conservation laws

With the introduction of the trion field into the action, it is essential to understand the
conservation laws different constituents of the system obey. The exciton-cavity coupling
makes the exciton driven and dissipative, and it, therefore, obeys neither particle nor
energy conservation. Electrons can scatter off the excitions, but electrons can not be
exchanged into excitons or vice-versa, so the interaction conserves the electron number.
What happens when one introduces the trion? This composite field contains one electron,
so one could naively expect that the new conserved quantity is the sum of electrons and
trions. However, the trions also contain an exciton that can be lost and generated, so one
would not expect the trion number to be conserved. Our approach is based on the action,
so this confusion can be cleared up using Noether’s theorem [38]. The non-equilibrium
nature of the cavity leads to additional coupling of the 4+ branches for the exciton fields.
Consequently, Noether’s theorem for the contour fields of the exciton does not lead to
conserved currents [82]. The electron and trion do not have direct coupling between the
contour fields (apart from the contour endpoints). Consequently, the conserved currents
will be independent of the branch index. To understand the conserved currents, it is thus

sufficient to consider an action of the form

— e(x)b(x)A(x) — A(x)b(x)c(x),

where L is the Lagrangian. The Lagrangian is invariant under the global symmetry
v = (c, c, A,A) — (eiec, e G, eiEA,e_iEA) Ve. (5.20)
Because this is an infinitesimal transformation, it can be written as

U, — U, + e[, 0, with ' = (i, —i,i, —i)" . (5.21)
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The theory then has a conserved current given by [38§]

oL
jun = =1 nVn. 22
j#,ﬂ 3(@‘1%) n*n (5 )

As the trion field does not have its own dynamics (no d,A in L) there are no conserved
currents for the trions. Furthermore, as the trion couples to the electron through ¢ and
not J,c, the electron conservations laws are not affected by the trion field, and eq. (5.22)
gives

Jre = E(x)e(x),
i (5.23)
(e(x)Ve(x) — e(x)VE(x)) -

We thus find that the only conserved currents in the system are those of the electrons.

e = 2me

The trion occupation can instead be shown to be related to a quantity known as Tan’s

contact [208-210], which relates the two-body physics to the many-body system.

Two-body scattering

The bare retarded trion propagator is a constant, which leads to a lack of conserved
quantities and a divergence of the bare action at large momentum and energy. Such a
divergence invalidates any perturbative approach, and the theory has to be renormalized.
One approach is to impose a UV cut-off, which means cutting off the integrals at a chosen
large momentum and energy. To make the theory consistent, one must renormalize the
contact interaction so that the correct scattering length is reproduced. We will take a
slightly different approach, renormalizing the bare trion propagator through the vacuum
self-energy. In theory, the two approaches are identical, but their numerical implementa-
tion is slightly different. For both cases, the renormalization relies on the solution of the
two-dimensional scattering problem with an attractive d-potential at the origin.

In two dimensions, the s-wave vacuum T-matrix for a single particle of mass, m, is
related to the energy of the bound state, Ep, through [211]

2T 1

Tw)=————.
@) m log (%) +am

(5.24)
This is derived by considering the scattering phase shift, which is connected to the mea-
surable cross-section. The bound-state energy is, therefore, indirectly measurable. The

vacuum T-matrix can equally be computed from the Lippmann-Schwinger equation [212]

d’k T(k,q;w)
V() |d) ——————.
27)? {al V( )|q>w_%+iO+

T(q o) = (al V() ) + / (5.25)
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For an attractive regularized delta-function potential in two-dimensions (q| V' (r) |q") = g.
The Lippmann-Schwinger equation can then be rewritten in the same way as the Dyson

equation in eq. (2.53)
1
T<q7 q/,(.d> = l _ f d2k 1 : (526)
g (2m)? w— 2 Lo+

The Lippmann-Schwinger equation can be set equal to the asymptotic result in eq. (5.24)

1 2r 1
== . 5.27)
1 d2k 1 E . (
B mi(@) ti

This equation connects the contact interaction used in our theory to the physical bound
state energy in the experimental setup. The bound state energy is connected to the
two-dimensional scattering length a, through [213]
1
Ep = . (5.28)

B 2
2mas

5.3 Dyson equations

Having dressed the exciton with the cavity, we can now derive the Dyson equations for
the electron and exciton propagators. The first step is to find an approximation for the
self-energy. As the interaction in eq. (5.16) contains three different fields, the lowest-
order diagram that is fully connected requires two vertices. The ®-functional constructed
from two vertices is shown in fig. 5.2a. Because of the self-consistent treatment, the
next contribution to ® requires six vertices as seen in fig. 5.2b. Using fig. 5.2a our self-
energy will capture three-body process illustrated by the trion self-energy diagram in
fig. 5.2c¢ [214]. However, the process shown fig. 5.2d also describes a three-body process
but is not generated by self-energy insertions in fig. 5.2a. When the binding energy is large
enough, the electron and the excition can bind together so strongly that the trion becomes
the new ground state, giving rise to a polaron to trion transition [174]. In two-dimensions,
the importance of the corrections from fig. 5.2b is amplified to an extent where the self-
consistent solution, using only fig. 5.2a, gives worse predictions for the phase transition
than the non-self-consistent theory [181]. The reason the self-consistently solution is
worse than the non-self-consistent solution is that the process in fig. 5.2d has been shown,
through diagrammatic Monte Carlo methods [178], to almost exactly cancel against the
process in fig. 5.2c. This cancellation has only been investigated in the impurity limit
where there is no occupation of the exciton, and to our knowledge, it is unknown how
the cancellation of the two processes in fig. 5.2c and fig. 5.2d is affected by finite exciton

occupation. It is clear that when the three-body process becomes important, only using
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Figure 5.2: a) The lowest order ®-functional. Deriving self-energies from this functional
and substituting all internal propagators with the full propagators constitutes a conserving
theory. b) The next contribution is of significantly higher order. Notice that the crossing
electron lines do not signal an interaction but the lines going over and under each other.
c) The lowest order diagram generated by insertion of self-energies in a) which describes
three-body processes. d) The lowest order diagram of b) that also describes three-body
processes.

the two-vertex ®-functional in fig. 5.2a should not be expected to give good quantitative
predictions [186]. For our numerical approach, it is challenging to include the diagrams in
fig. 5.2b because their momentum structure is not a convolution. On top of the involved
momentum and energy structure of the diagrams in fig. 5.2b, the Keldysh structure also
leads to several hundreds of different configurations as discussed in section 2.7.

Even though the quantitative predictions might not be accurate in the high-binding
energy limit, our method still seems to capture the qualitative features there.

Using the ®-functional in fig. 5.2a, the self-energy for particle a € {x,e, A} is con-
structed by taking the functional derivative of ® with respect to the propagator G,

0P

Yo = .
¢ G,

(5.29)

Diagrammatically the functional derivative corresponds to cutting one propagator of type
a in fig. 5.2. Notice that the ®-functional only describes the topology of the diagrams and
does not include any information about the Keldysh structure. The Keldysh structure is
generated by considering the four different configurations of the vertices in fig. 5.1. When
the self-energies are created from ®, and all internal bare propagators are promoted to
full propagators, then conservation laws obeyed by the action are not broken by the

approximation to the self-energy as discussed in 2.4.2.
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Figure 5.3: a) The topology of the single loop diagram that contributes to the trion self-
energy. b) The resulting nth term of the perturbative series, and it is seen that the choice
of self-enerqy leads to the well-known ladder approrimation.

5.3.1 Trion

Our approximation for the full retarded trion propagator is

Gﬁ(p) = 1

TR (5.30)

The topology of the self-energy is found by cutting the trion propagator in fig. 5.2a. The
self-energy is shown in fig. 5.3a. The corresponding nth term of the series expansion of
the Dyson equation is shown in fig. 5.3b. From the nth term, it is seen that the self-energy
approximation corresponds to the self-consistent ladder approximation, also known as the
self-consistent T-matrix approximation [61].

Taking the Keldysh structure of the vertices in fig. 5.1 into account, the diagrams
contributing to the retarded trion self-energy are shown in fig. 5.4. Following section 2.4.2

the mathematical form of the self-energy is

R i K R R K

Ya(p) = EZGG (p— PG (P) +G(p—P)G (P)
p/

i / /
T 94 Z ( (0GEP-p)+GEp-p) - Glp-p))GED) (5.31)
p/
+ GEp — p) (0GE(B) + GE) - G2p) ),

where the vacuum contributions have been extracted from the Keldysh propagator ac-
cording to eq. (2.82). The essential property of the self-energy is that it is a convolution
in energy-momentum space, which is a direct consequence of using the contact interaction
and ¢ in fig. 5.2.

As discussed in section 2.7, the causality of the retarded and advanced propagators
can lead to cancellations of some of the diagrams. For the single loop diagrams in ¥, the

cancellations are particularly simple and found by Fourier transforming back to space-
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Figure 5.4: The single loop diagrams that contribute to the retarded trion self-energy.

time. The transformation will be explicitly shown in eq. (5.47), and the result is
1 ZGO‘ pTp)G’(p /dt/erG“ )GP (£x)e P, (5.32)

where o, 8 € R, A. The simple one-loop process comes in two different variations. One
is the particle-hole process, where one of the internal propagators carries the sum of
the energy. This process is identified in the diagram by the arrows of the two internal
propagators pointing in opposite directions. The particle-hole diagram is only non-zero if
the two propagators have poles in the opposite half-planes (o # ). The trion self-energy
in fig. 5.3a is not of the particle-hole type but instead called a particle-particle diagram,
meaning that one propagator carries the difference of the energies, and consequently,
the two internal arrows point in the same direction. For the particle-particle diagram,
causality dictates that the internal propagators must have poles in the same half-plane
(a = ), which leads to cancellation of two of the vacuum diagrams in X% such that it

takes the form

S(p) = 57 D26 — p)GIP) + 3G (b~ P)CE®)
v (5.33)

+GE(p - p)oGE (p)).

All the propagators in this self-energy have to be the full propagators. In general, it
is impossible to find analytical expressions for these, but the known bare parts can be
separated out, which is essential for the renormalization scheme used here. The most

convenient separation is to write the self-energy into four parts

SA(p) = BX,(P) + BX1s(P) + 22 .(P) + B2 (). (5.34)
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The first term is the bare vacuum contribution
ZG (p— P)GI(P) (5.35)

Causality can be used to exchange the bare electron propagator with the bare electron

spectral function: A.o(p) =i (G (p) — Go(p)) = 276 (w . )

2me

/l: / / /
2R0(p) = 5 > (Glo(p =) = Gloy(p — P) G ()
p/

ete)”
(5.36)

B / dw’ d2K' 0 (w —uw - + /Le>

(2m)? w — k—lz + py + 207

_/ 2K/ 1
(@) — Oy — B2y, O

To make this expression more familiar we introduce the quantities ma = m, + my,, M =

MmeMg

e and fia = g + e and the retarded vacuum self-energy for the trion takes the form

d? 1
Sae) = [ . (5.37)
mAa 2M

27m)2 2k

The sum of this self-energy and the bare trion propagator is seen to have a form identical
to the single particle scattering problem in eq. (5.27). The bare divergent propagator can

therefore be renormalized by

'S M Eg
1/g— X =T ' w-— =11 ). (5.38
/9 A,v(p) 0 (w A + MA) o <og (w 2 n MA) + wr) ( )

2mAa

The full renormalized trion propagator is then given by

1
TO ! <w — 5.t MA> - Zﬁ,v(S - Zg,x - Zg,e

2mA

Gi(p) =

, (5.39)

where the self-energies dependence on p has been suppressed. The remaining three self-
energies can be read off from eq. (5.33). One term is due to the dressing of the retarded

exciton and electron propagators, which is still a vacuum term
Ya.5(P) = 7 ZGR p— PG (p") — Go(p — P')Go (D). (5.40)

On top of the dressed vacuum term, two self-energies arise due to finite densities in either
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Figure 5.5: The single loop diagrams contributing to the Keldysh trion self-energy.

the exciton or the electrons

1
ZR - GR ! 5GK /
Ax(P) 2AZ, c(p— PG, (P),
20 (5.41)
YR(p) =55 ) 0GE(p —p)GH (D).
A(P) 2,4%: (P — PG (D)
These three self-energies fully define the retarded self-energy as functional of the full
solution to the exciton and electron problems.
As the system is not in thermal equilibrium, the occupied part of the trion Keldysh

propagator obeys its own equation
0GA(p) = |GX(pP)4ZX (p). (5.42)

To compute §¥X one has to subtract the retarded and advanced diagrams in fig. 5.4 from
the full Keldysh self-energy shown in fig. 5.5. Taking out the vacuum contribution from

all the terms gives
7: / /
0XX(p) = BX(p) — ZA(P) + BA(P) = 55 ) 0GL (p — PG (D). (5.43)
p/

The self-energy intuitively shows that trions can only be generated when there is a finite
density of excitons and electrons in the system. Together with the retarded propagator,
these equations fully define the trion within the self-consistent non-equilibrium ladder

approximation.
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Figure 5.6: The retarded and Keldysh self-energy for the exciton that arises from scattering
with the electrons.

5.3.2 Excitons and the dilute limit

The Dyson equation for the retarded exciton propagator contains both a contribution

from the photon interaction and the electron scattering

1
(GEy(p)) " — BE (p) — SE(p)

Gi(p) = , (5.44)

where X2

R from eq. (5.11), leads to the polariton formation and ¥ gives rise to polarons.

To maintain the conservation laws, the topology of 3, is computed by cutting the exciton
line in fig. 5.2a. The resulting retarded self-energy is shown in fig. 5.6. The exciton
self-energy is different from the trion self-energy because it is of the particle-hole type
and because both the electron and trion are fermions. Due to the closed fermionic loop,
the self-energy acquires a sign-change as discussed in section 2.4.2. Separating out the
vacuum contribution and using the causality conditions from the particle-hole nature of

the diagrams, the retarded exciton self-energy due to electron scattering takes the form

—1 / / / /
2(p) = 57 DGR+ p)IGE (D) + 6GK (P + p)GL (D). (5.45)
p/

The form of the self-energy tells us that interaction can only modify the exciton by having
a finite density of electrons. This intuition leads to the physical picture of a polaron that

will be discussed in 5.5.
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The Keldysh self-energy for the excitons is intuitive when the vacuum contribution is
separated out. Following similar steps as for the trion, the occupied Keldysh self-energy

is found to be
—1 / / .
0% (P) = 51 pz SGX(p' +p) (6GE(p') —i24.(D)) . (5.46)

The modification of occupation of the exciton due to the electron interactions require
occupation in the trion but not the electron. This is understood as the only scattering
process that can increase the exciton occupation is a trion decaying into an exciton and
electron. This process is also possible even if there is no finite electron occupation, which
explains the term in eq. (5.46) that is proportional to the electron spectral function.

At this point, the trion and exciton are fully defined, and only the electrons remain. Be-
cause the interaction is symmetric with respect to electrons and excitons, the self-energies
for the electrons are equal to the exciton self-energies with the electron propagators re-
placed by exciton propagators. However, the goal is to model systems similar to the
TMD-cavity systems under continuous driving. To this extent, we have attempted to de-
fine the minimal model but still have many parameters to tune. The bare dispersions and
chemical potentials/detunings/losses give us eight parameters, whereas the driving gives
three (frequency /momentum profile and strength). Additionally, there is also the photon-
exciton interaction strength, binding energy for the exciton-electron scattering, and the
temperature. In its current form, the model has fourteen parameters. The bare masses,
cavity loss, exciton lifetime, and interaction parameters are known for the experimental
setups. This leaves six parameters that can be more or less freely tuned. If the system is
strongly driven, the many excitons scattering with the electrons will significantly heat the
electrons. No energy dissipation mechanism has been included for the electrons, meaning
they can only cool down by coupling to excitons that can dissipate energy through the
cavity interaction. Experimentally the TMD monolayer is embedded in a solid-state ma-
terial inside a cryostat, which will act as a heatsink for the electrons. The simplest way to
implement this mechanism is by coupling the electrons to an environment through contact
interactions. This interaction gives rise to an additional self-energy for the electrons. The
challenge is not implementing this mechanism but choosing the appropriate interaction
strength between the environment and the electrons. The electron-environment coupling
strength is currently not known by the experimentalist and is something that will have
a significant impact on the steady-state results. It will have a large impact because the
steady-state obeys a balance between the incoming pump energy and the outgoing energy
through the cavity loss and the cooling of the electrons. The balance will be very sensitive

to the specific choice of the interaction strength between electron and environment. To
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keep the model as minimal as possible, we seek a regime where our results will not be
sensitive to the electron cooling rate. Such a regime exists when the perturbation of the
electrons is negligible. Looking at the self-energies in egs. (5.45) and (5.46) and exchang-
ing x — e in the propagators, it is seen that both self-energies vanish when there is no
occupation of the excitons and trions. The trion occupation is linked through eq. (5.43)
to the exciton occupation, so if there are no excitons, then the trion occupation also van-
ishes. In this limit, often called the impurity limit, the electrons will not be perturbed. If
there is a large number of electrons in the system, then a small occupation of the exciton
and trions will not significantly perturb the electrons, and heating of the electrons can be
neglected. This dilute limit is achieved as long as the exciton density is small compared to
the electron density, which clearly indicates how strongly we can drive the system without
considering heating. Within this regime, the only consistent treatment of electrons is to
neglect the self-energies such that the electrons remain in the same thermal state.

Our developed methods can directly be applied beyond the dilute limit (including the
self-consistent treatment of the electrons). However, for the current consideration, this is
only sensible to investigate once the non-equilibrium nature of the dilute limit has been

understood.

5.4 Self-consistent convolution method

The cavity-exciton problem has been solved exactly through the closed-form expression of
the self-energies in 5.11. The hard problem is the self-consistent solution of the exciton-
trion interaction. This section will discuss an efficient numerical method we developed to
tackle the self-consistent non-equilibrium problem. It is exploiting the fact that all the

self-energies take the form of convolutions in energy and momentum

C(p) :% %: f®)g(pFp) = % %: / dx dx’ F(x)G (x)e~ P =" (pFp) o
- / AxF ()G (x)e™? = F {F (+x) G (x)} ().

where F {F(z)} (p) = | dxe™PF(x) is the forward Fourier transform from space and time
to momentum and energy. To understand the structure, consider the inverse transform

of the bare retarded electron propagator in eq. (5.1)

1 ) dw d2]€ eik-r—z’tw
R [ § ip-X /YR _
Ge,O(X) A . S Ge,O(p) / (271_)3 W+ [y — 2]:2 + 0+ : (548)
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One can shift the frequency grid by the dispersion and perform the frequency integral

A’k dw e Wt &’k +
R - ik-r—i e L tipe had _ =z ik-r—i e L tipet—0Tt
Geoo(x) _/(27r)2€ 2img il /27r e 10 (t)/<2?r>2e g ik 7
(5.49)

where the shifted frequency integral is solved by performing the contour integral in the

lower half-plane around the single simple pole. At this point, one of the main challenges
related to doing these calculations out of equilibrium has emerged. Because the calculation
is done in real-time and real frequencies, the momentum integral has a fast oscillating
factor of e~"**t  This fast oscillation is extremely difficult to handle numerically as
the oscillation frequency grows with k? and therefore requires the grids to be extremely
dense for large momenta. Avoiding this is the main achievement of the imaginary time
approach [215]. By going to imaginary time, the oscillating exponential turns into a
Gaussian, which is ideal due to its fast decay. As the system is not in thermal equilibrium,
we are left with the challenge of the fast oscillating exponential. To make the calculations

easier, we restrict ourselves to isotropic systems and go to polar coordinates

GR (X) = —10 (t) - ik " d(b ikr cos p—ig—— +zuet o+t
o o (2m)2 Jo

o > dk Qi +ipet—0Tt o ing
— —if (¢ Z Jn(kr)e 2me doe (5.50)
0

— —if (1) / %kjo(k;r) it inet=0"t
0

where the Jacobi-Anger identity has been used to solve the angular integral [131] and Jo(z)
is the zeroth order Bessel function of the first kind. For any isotropic two-dimensional

system, the Fourier transform always takes the form!

dk

F(r)= / —kJo(kr) f(k). (5.51)
o 2m

This transformation is known as the zeroth order Hankel transformation [155], and it has

the property that the backward transform has the same form as the forward transform.

For the bare propagator, the Hankel transform has a closed form solution [129](6.631.6)

- 69 t T me
Gfo(X>=—n; t( )7 vinet-ovt (5.52)
’ s

The solution for the bare propagator has several important features. First, it is propor-

tional to 0(t) as any retarded propagator must be and decays on a time scale set by the

'For a three-dimensional system the only difference is that Jo(kr) — 25T
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inverse lifetime (here 07). Secondly, at short time scales, the amplitude diverges, and so
does the spatial oscillation frequency. For long-lived functions, it is, therefore, necessary
to have a long time grid that is dense for short times.

The numerical procedure for computing the Fourier transforms must be efficient be-
cause the self-energies will be calculated repeatedly until all propagators converge. To
achieve convergence, it is crucial to minimize the number of numerical errors introduced
because the errors will accumulate and thereby either spoil the convergence or lead to a
result far from the exact solution. The standard for numerical Fourier transforms is the
highly celebrated Fast Fourier Transform (FFT) algorithm [216]. This algorithm scales
as Nlog N, with N being the length of the sampling grid. The disadvantage of this al-
gorithm is that the grid length has to be of length 2™ with n being a positive integer
and that the grid spacing has to be equidistant. Furthermore, once the grid is chosen in
space/time, then this fully determines the grid in momentum/energy. An equidistant grid
is problematic for several reasons. The bare renormalized trion propagator in eq. (5.38)
decays as 1/log(w) which requires a long grid in frequency. On the other hand, the
photon-exciton interaction leads to hybridization, which requires a frequency resolution
significantly below 2€). To resolve both of these bare features, it is necessary to have a
dense frequency grid at the places where the spectral function has sharp features, and
the grid must extend to large values to ensure the functions have properly decayed. It
is also essential that the functions are properly sampled in (r,t) which, by looking at
eq. (5.52), requires a time grid that is long and must be dense at the origin to sample the

1/t behavior of the bare propagators decently. The FFT requires that the frequency grid
21
N>
of grid points and Aw (At) is the grid spacing in frequency (time) and similarly for the

and time grid are related to each other such that AwAt = where N is the number
transformation between momentum and space. To use an FF'T reliably for our system
would require a vast number of grid points for all grids. For the FFT itself, this is not
detrimental due to its N log N scaling, but the spatial transform cannot be done with an
FFT as it is a Hankel transform. The input function for the Hankel transform depends
not only on momentum but also on time which entangles the spatial and the temporal
transforms. For it to be possible to use long time and frequency grids, it would therefore
be necessary to perform the Hankel transform with a similar scaling as the FFT. Such
algorithms do exist [217,218] but rely on a logarithmic grid which we know will not be

—iak?t

able to sample the fast oscillations e at large k. As long time grids are needed, the
momentum grid would have to be extremely dense, especially at higher momentum.

Due to these challenges, we will develop a different strategy for performing the nu-
merical Fourier transformations. The fundamental properties we require of the numer-

ical method are that non-equidistant grids can be used, that the grids are not directly
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constrained by each other, and that the fast oscillation from the bare propagators does
not have to be sampled on the grid. To decouple the different grids, we will use spline
interpolations to perform the integrals in the transforms. The disadvantage of spline
interpolations is that the transformation cannot scale better than N? (when both grids
have N points). This disadvantage is outweighed by the spline interpolations allowing
grids with much fewer points to be used. Instead of trying to have a high grid density
everywhere, our approach is trying to estimate the functions as well as possible with a
much smaller number of data points.

The structure of the numerical transformation is inspired by the analytical calculation
for the bare propagator in eq. (5.52), in the sense that we first extract the dominant
bare contribution by shifting the frequency grid. Afterward, the backward Fourier trans-
form from energy to time is performed. The last step is the Hankel transform from
momentum to position, which is done such that the bare fast oscillations are included

semi-analytically.

5.4.1 Spline interpolation and the temporal Fourier transform

The foundation of the numerical transforms is the spline interpolation. The conceptual
idea is to construct a continuous representation of a function, when only its values f(v;) =
fi on a grid with N nodes defined by v; are known. The spline interpolation is constructed

by a set of N — 1 piecewise polynomials with the spline on the jth interval being given by

M
Si(v) = Zaz- (v—v;)', with v; < v < vj. (5.53)

1=0
The highest order, M, of polynomial possible on each interval determines the order of the
spline. In appendix F, it is shown that all the spline coefficients can be written as matrix

multiplication with the data points
= Al f,—~d =A'f, (5.54)

where the arrow indicates a vector and a bold letter represents a matrix. The coefficients
1
J
condition is that the spline evaluated at every node gives the corresponding function

a’. are defined by requiring continuity conditions between adjacent intervals. The first

value

Silvy) = f(v;) = aj = f(vy). (5.55)



Self-consistent convolution method 153

To determine the remaining M — 1 coefficients one requires that the M — 1 derivatives
are continuous

d* d*

W‘S’j(V”V:VjH = WSJ#l(VNV:VjH' (556)

The kth derivative of eq. (5.53) is straightforwardly calculated as

LIPS ST AL I w30

Inserting this into eq. (5.56) one arrives at the spline continuity conditions

M
l
Aaf = > dl <k> AvEF, (5.58)

I=k+1

|

where ) = m is the binomial coefficient and the nodal difference operator has been

defined as Ae; = o, —e;. To determine coefficients that satisfy the continuity conditions,
one can isolate the second highest-order coefficients and then solve the resulting linear

system. The highest order coefficients are directly given from setting & = M — 1 in

eq. (5.58) .
Aa;" ™
Aa't = al MAv; — o} = MJAVj : (5.59)

Rewriting the remaining M — 2 continuity equations for the M — 1 coefficients can be
done systematically for arbitrary M, but it generally has to be done by hand. We will
use the cubic (M = 3) and the quintic splines (M = 5) for our calculations. The matrix
forms of the matrices A' are derived in appendix F.

With an efficient way to compute the spline coefficients, one can compute the Fourier

transform between time and frequency

F(t) = /OO dw exp(—iwt) f(w). (5.60)

oo 2T

We consider functions with finite support and define the two end values where the function
value becomes negligible as w; and wy. This interval can be split into N — 1 pieces and

the spline interpolation in eq. (5.53) can be used to represent the function [219,220]

Wi+l

=33 / Y exp(iwt) @ — ). (5.61)

The piecewise integral has a closed form solution, and using the spline continuity con-
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ditions, the sum over the spline order can be collapsed to only the largest coefficient.
The calculation requires some care, and the interested reader is referred to [220] for the
details. Under the assumption that the function vanishes at the boundaries, the Fourier

transform can be written as

F(t) = Z aj' I (t) (B;(t) — Eja(t)) (5.62)
with A
() = (=) S

M (5.63)
Ej(t) — oWt _ Z ( k‘]t)

k=0
Notice that the divergence at J(0) is exactly cancelled by E;(0) — E;41(0) = 0 such that
the Fourier transform is well defined for all real values of ¢ and v;.

The temporal Fourier transform evaluated on the grid ¢,, can be found using
Fo=> &uilj, (5.64)
J
where the matrix transformation is defined as
Eng = T(tn) (Biltn) — Exa(tn)) AL (5.65)

k=1

It is seen that £ only depends on the grid points, meaning that it only has to be computed
once the grids are defined or if they are changed. The spline Fourier transform has no
requirement on the grids having the same number of points nor on them being equidistant.
Because the transformation is implemented as a matrix-vector multiplication, it scales as
NN, with N, being the number of grid points in grid a.

All the functions considered obey the causal structure of the propagators in eq. (2.39).

This means that any advanced propagator is the conjugate of the retarded propagator
GA(k,w) = Gk, w). (5.66)
Additionally, the negative time propagators can be mapped to positive time

GA(k,—t) = GT(k,1). (5.67)
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Similarly, the anti-Hermitain nature of the Keldysh propagators allows one to write
SGE(k,—t) = —0G" (k,t), (5.68)

which makes it possible to only consider a grid with ¢ > 0 and only retarded and Keldysh
propagators.

A typical retarded propagator has the form

w—FE—1y

R P o Bl

(5.69)

which shows that the imaginary part decays as w2

while the real part only decays as
w™!. The realization makes it possible to improve the Fourier transform from frequency

to time by using the Kramers-Kronig relations from eq. (2.64)

Gt >0) = / ;—we_i“’tGR(w) = /(21—:6_th (i Im G*(w) + Re G*(w))

™

—iF I G (w)} - F! {P / Ao —ImGR<“'>} (5.70)

T w—w

=i2F " {ImG"(w)},

where the relationship between the Kramers-Kronig relations and the Fourier transform

from appendix B has been used.

5.4.2 Hankel transform

To deal with the fast oscillations, we recall that they originate from bare dispersions. The

function that has to be transformed is therefore well described as

fk,w) = fs(k,w+ ¢s(k)), (5.71)

where ¢g(k) = —% + 1. By shifting the w grid, ¢z enters only as a phase. The Fourier
transformation from energy to time is then written as
) = [ Goe b+ 0p(h) = e [ SR g ) = O )
(5.72)
where w’ is the shifted grid. Having chosen the appropriate mass and chemical potential

in ¢5(k), fs(k,t) will be a slowly oscillating function. The resulting Hankel transform
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that has to be performed takes the form
F(r,t) = et / %kjo(kr)e—m“)“ fo(k,t) = et H 1L F (K, )} (5.73)
where a for the backward transform is
alt) = —. (5.74)

If the forward transformation, to momentum from position, is performed then the trans-
formation has the same form with the factor of 27 removed, k <+ r and «(t) replaced

by
_ My
a,(t) = T

The form of the fast oscillation in the forward transformation follows from eq. (5.52). As

(5.75)

the forward and backward transformations have the same form, the same method can be
used to do the transformation.

To perform the backward transformation, space, time, and momentum are discretized

kn o
H L) (rinty) = Hoy = / B Jokre 5 £, (k. )

0 27

o (5.76)
" % —ia;k?
kJO(k:n) [s(k,t5).
kn

N-1

=0

3

As f, is a slowly changing function it can be interpolated using a spline: kf,(k,t;) =
M al, ;(k — ky)" with k, <k < knq1. The Hankel transform takes the form

N-1 M bait s o N-1 M
Hosij = Zalmj/ o Jo(kri)e' ™ (k — ka)' = > Wi, (5.77)
n=0 [=0 kn n=0 [=0
where
. n+1 dk ,L'aka .
szn - L %JO(kri)e ’ (k - kn) . (578)

W depends on three grids and the order of the interpolation, and it is, therefore, a huge
tensor object, making direct computation inefficient or even impossible. To solve this
issue, YW must be factorized. As the fast oscillation must be treated exactly, the best
option is to factorize the Bessel functions. The Bessel functions satisfy the recurrence
relation [221, 10.6.2]

IO (2) = — T (2) + an(z), (5.79)

where the exponent in parenthesis denotes the first derivative with respect to the argu-



Self-consistent convolution method 157

ment. Using the derivates, the naive factorization is a Taylor expansion around each node
Ky,

"
L

o (k= Fp)?

Jo(kr)) = S 3P (@) |ap it T with k, < k < kns1. (5.80)

i
o

The Taylor expansion is a poor choice because it does not guarantee that the resulting

integrand is continuous. For it to be continuous, it would require that

i

Tf (knJrl - kn)p
p!

Jo(kari) =3 I (@) lomtnsors (5.81)

i
o

should be true for all grid choices, which is not the case for finite P. To guarantee the
continuity of the expansion, one can instead use a two-point Hermite interpolation [222].
The Hermite interpolation has the property that it not only gives the correct function
values at the given nodes but also that all the P — 1 derivatives are continuous. For K
nodes and P — 1 derivatives at each node, this gives rise to a polynomial of order K P — 1.
By choosing to do the Hermite interpolation between the two neighboring points k,, and
kni1, it is guaranteed that the P — 1 derivatives and the values are correct at all nodes,
with the lowest order of the polynomial. As long as Ak, = k,+1 — k, < 1, then going to

higher order in P is guaranteed to decrease the error as the errors are given by [222]

J(()Q)(a) P P
Jo(k) = (k) = ==k — k)" (k = kns1)
(5.82)
= M(k — k) (k= knyr)?, with k, <k < kppo,

4

where h(k) is the Hermite interpolation. Robustness is essential to achieve convergence of
the self-consistent iterations, so we use a high interpolation order P = 13. The coefficients
of the 2P — 1 = 25 degree polynomial are found by computing the generalized divided

differences as derived in appendix G.1 which gives
o(krs) = Z Poowith ky < k < Ky (5.83)

With this approximation for the Bessel function, the tensor W is given by

2P-1 Fntt Qe , 2P-1
W= W, / el (k= k)P = N I (5.84)
p=0 kn T p=0

With this method, W has successfully been decomposed into two matrices at the price of
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the additional sum over p. The remaining element is the integrals in [

ot dk
I :/ R (k = k) o
En T

dk

kn+1 kn
— eiajk,% eiajk2+2iajknkkp_
0 2m

P +1—k
za]kZ a / " " ezaJkQ—i-nk dk
onP Jo 2

(5.85)

=e€

n=2ia;kn

This last integral can be solved exactly?

K1 —kn : . _
[ e VT gt (g ([0 o ([ 20AR ) )
0 2 8may ;2 o 5

(5.86

where erf is the error function [223]. Using this integral one can efficiently compute I o
which is shown in appendix G.2. As the integral is solved exactly, we are not relying on
a sufficient sampling of the fast oscillation, and the full Hankel transform can be written

as

Np—12P-1 M

P M
Hoig= Y > Y b 1HAl km,tj):ZZ(Bpo(IP“@(Alof))),

n,m=0 p=0 [=0 p=0 [=0
(5.87)

where o denotes matrix contraction as in the previous chapters, and © denotes the
Hadamard (element-wise) product.

The complexity of the Hadamard product is given by the number of elements in the ar-
rays and is, therefore, O(N;N;). The complexity of the first matrix-matrix multiplication
is O(NZN;). While the last matrix-matrix multiplication is O(N, N;N;). The matrix-
matrix multiplication in the spline Fourier transforms scales as O(N;N, Ny ). Considering
the complexity, one would conclude that they are equally fast. However, the Fourier
transform has no additional overhead, while the Hankel transform has an overhead of
around 2P — 1 + M, which is ~ 30. Because of this overhead, the Hankel transform will
be around an order of magnitude slower than the Fourier transform.

Constructing the arrays B and I is described in appendix G. Building these arrays is
time-consuming and takes around 30 minutes for grids with a length of N ~ 500. B and
I depend on the grids, m,. and m,, which means that if the exciton and electron masses
and time, space, and momentum grids are unchanged during the calculation, then the

arrays only have to be computed once for each choice of grids and masses.

2For example Using Mathematica
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5.4.3 Structure of a self-energy computation

The w grid has to be long to avoid introducing errors in the Fourier transform due to
finite boundary terms. To capture narrow features, each type of propagator is shifted by
the dispersion and the chemical potential. The sharp features are then close to w =0 on
the shifted grids, meaning that the w grid only has to be dense around w = 0 and can
then be logarithmically spaced away from the center. By shifting the frequency grids,
the fast oscillation naturally emerges in transforms. To illustrate how the numerical
transforms are used, consider the vacuum contribution to the retarded trion self-energy
in eq. (5.40). In the dilute limit, the electron propagator is the bare propagator, which
was transformed in eq. (5.52). The first step is then to find the space-time representation
of 6GT(k,w) = GL(k,w) — GE,(k,w). It is sampled on the shifted grid with ¢, = — 5

2mg’

and one can immediately do the backward transformation to time
SGE(k,t) = F 1 {6GE(k,w)} (k). (5.88)

dGE(k,t) is then the slowly oscillating function which must be multiplied with the fast
oscillation exp (—ik*t/2m,) to get the full time-dependence. Using the modified Hankel

transform, the real-space representation is
SGE(r t) = H ! {5Gf(k, t)} (r,t). (5.89)
The self-energy is now a simple product
Zg(gv(r, t) = z'Gf’O(r, t)6GE(r,1). (5.90)

To transform the self-energy back to momentum, we are precomputing four different

transformations defined by eq. (5.75) with the possible options

My Mg Me + My
a,(t) = {2_15’ ETE v O} : (5.91)
For the vacuum case considered here the slowest oscillating function is found when «,.(t) =
(me +my) /2t = ma/2t, and the oscillation due to the electron chemical potential is
removed. Because both constituents of the self-energy are retarded propagators, the
optimal phase will generally be the one that removes oscillation due to the bare dispersion.

When the self-energy is not only made up of retarded propagators, the optimal phase
to remove the fast oscillation is less obvious. The ideal phase is less evident because the
Keldysh propagators are connected to the occupation and vanish for high momentum.

In practice, we consider each self-energy term independently and check which of the four
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options removes the most oscillations in real space. As the oscillation is a generic feature
of that specific self-energy, the optimal phase is mainly independent of parameters and
interactions. Therefore, the optimal phases only have to be determined when implement-
ing the algorithm. Having found the optimal phase for the self-energy, its representation

in momentum and time is

2

SR so(kit) = "' Ha { DY PN (S t>} : (5.92)

where the oscillation inside the transform cancels the one in X% 5, (r,t), such that only
the slowly oscillating function is passed to the modified Hankel transform. The temporal
oscillation from the chemical potential that was removed has to be multiplied back by
hand, while the fast oscillation due to r? is taken care of by the Hankel transform.
Adding and removing the different phases has the purpose of reducing errors in our
transforms. The slower oscillating the sampled functions are, the fewer errors will be
introduced due to the spline interpolation, thus leading to more accurate transformations.
The last step is the forward Fourier transform to frequency. As we work on different
shifted grids in frequency, we must shift the self-energies to the same grid as the other
terms in the Dyson equation. Shifting to the correct grid can be done without significant

overhead by multiplying with a phase before Fourier transforming
Flw—k +p) = / ateit (e £ (1)) (5.93)

Shifting the grid can lead to sub-optimal accuracy if e ~***t+int f (t) is not optimally sampled
on the time grid. This is generally the case if the self-energy differs significantly from the
bare dispersion. To avoid this loss of accuracy, an alternative approach would be to
shift the self-energy to the optimal grid and do the Fourier transform. Having found a
good representation in frequency, one could interpolate the self-energy on this grid and
evaluate it on the dispersion-shifted grid. Such a procedure comes with high overhead
in computation time because the self-energies can significantly change throughout the
iterations, which requires one to interpolate between different grids at each iteration.
Instead, we choose a time grid that is sufficient to keep these errors small.

For the trion, we rely on the bare dispersion of the bound state. Fourier transforming

and shifting to the proper grid, the self-energy takes the form
SR 5o (k,w) = F {e‘i%”ngév(/@, t)} (k,w), (5.94)

where €4 is a shift such that the trion propagator is most ideally sampled on the frequency
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grid. By repeating this procedure for all the self-energies and finding the optimal phases,
all the self-energies can be computed. Having computed all self-energies, all the propa-
gators can be computed. This process is then iterated until the propagators no longer

change on the level of our numerical precision.

5.4.4 Subtraction schemes

If our transforms were exact, then this would be everything needed for the calculation.
However, the physical system we consider has various features that give rise to errors
in the transformations. To minimize these error, a variety of different numerical tricks
have to be used. We denote these tricks as subtraction schemes. This section will briefly
discuss the main ideas behind the most essential subtraction schemes. We will start with
two generic features and then consider more specific cases afterward.

One important technical detail is that even though the momentum, time, and position
grids are only computed at the initialization, the frequency grid can be recomputed at
a low cost. Depending on the features seen in the spectral functions and dG¥s, during
the iterations, one can then optimize the grid by adding points on the fly to ensure that
all sharp features are resolved properly on the frequency grid. This is possible because
we use the spline Fourier transform that does not link the w and ¢ grids, unlike a normal
DFT/FFT.

Another technical detail is that using Fourier transforms makes it challenging to go
to zero temperature for the electrons. This is because, at zero temperature, the Fermi
surface is a Heaviside function. Fourier transforming a Heaviside function numerically
is difficult as it is sensitive to truncation at high energy. As soon as the temperature
increases, the Fermi surface smoothens, and the numerical Fourier transform becomes
much better behaved. This does not pose a significant drawback as long as we can
consider temperatures much smaller than the other energy scales in the system.

The remaining tricks described in this section are features of a different physical origin

and will therefore be discussed separately.

Artificial linewidths

In the dilute limit, the electron spectral function is proportional to §(w — k* + p.), which
is impossible to sample reliably on a grid. It is, therefore, necessary to give it some finite
linewidth, which should be as small as possible. Apart from being able to sample the
spectral function, our method also has one more requirement, namely that everything
must vanish at the end of the grids. The ideal artificial linewidth is one that broadens

the spectral function enough that it can be well interpolated near the pole but still has
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the spectral function decay quickly away from the pole. The simplest choice to broaden

the pole is to add a constant imaginary part

o
CwAtire

G (W)

e,Markov

(5.95)

where we are working on the shifted grid and therefore have no explicit momentum de-
pendence. Adding a small constant imaginary part resembles coupling weakly to an
environment with a flat spectral density as discussed in section 2.8. A constant imaginary

part effectively gives rise to a Lorentzian broadening of the spectral function

2%

= —. 5.96
w? + 72 ( )

Ae,MarkOU (LU)

However, for large w, this only decays as w=2. To improve upon this, we instead broaden

the linewidth in a non-Markovian fashion and write the electron propagator as

1
G oy(w) = ————. (5.97)

T+l

aw

Using such a broadening is a good choice in the limit of a > 1 > . because the spectral

function takes the form

2y
A. = . 5.98
() V2 + w? + a? (wt + wh) (5.98)

Close to the dispersion (w < 1) this has the same Lorentzian form as the Markovian
approximation in eq. (5.96) but for w > 1 this instead decays as w™°.

The excitons are coupled to the cavity, which gives rise to broadening, and they also
have a finite but long lifetime in the experiments. Because the effective photon mass
is much smaller than the exciton mass, the cavity broadening is only prominent at low
momentum. If the exciton develops an extremely long lifetime due to the driving, then the
functions do not decay before the truncation of our time grid which leads to a dramatic
loss of accuracy when transforming the self-energy to w space. To optimize for the smallest
possible linewidth, we only add an artificial broadening to the self-energy parts below our
resolution threshold. This finite exciton lifetime carries over into the bare trion, which

guarantees that we do not move past the branch cut of the logarithm for negative energies.

Analytical subtractions

The best case scenario is when a challenging step for the numerical transforms can be

done analytically. This is the case for the bare electron and exciton propagators, as they
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have an infinite lifetime. To separate out the bare parts of the propagators, the Dyson

equation can be rewritten

1 1
“aioy YT ar
=Go+ Gy Y (GoX)" = Go+Gin D (Gox)" (5.99)

a2y G
"1 Gy "oy o0f

G

=G

Applying this to the exciton propagator, the correction takes the form

GEy(p) (BE(p) +EL(p))

5GE(p) = .
P (GFy(p) " = ZE(p) — SE(p)

(5.100)

The bare exciton propagator can then be analytically transformed to x following the same
calculation as the electron propagator in eq. (5.52) and only §GZ(p) has to transformed
numerically.

Besides directly taking care of the bare exciton propagator the rewriting in eq. (5.100)
is also useful because X (p) is known analytically from eqs. (5.7) and (5.11), which allows

us to subtract another closed-form term

(Go(p) +0GL(P)) T (p)

§GE(p) = SGE (p), 5.101
P o) )z P (o101
with
5G£C(p) — Ech(p)_ijp(p) _ S}fGﬁo(p) -
(GHo(p)) ™ —SE(p)  (GEy(p)) ™ (GHy(p))™ — 22

0 (5.102)
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where the bare cavity propagator is given in eq. (5.7). Shifting this onto the bare dispersion
of the exciton and finding the roots of the cubic denominator (J;), this correction can be

analytically transformed to the time domain

R ) k2t efi)\lt ef’i)\gt efi)\;;t
5Gmck7t = (e 2ma + + >7
o(h:t) ((/\1 =) (A= A3) (e = A) (A2 —A3) - (A3 = A2) (As — A)

(5.103)
which can be numerically transformed with the Hankel transform using a = .
The non-Markovian bare electron propagator also has a known analytical form given

by eq. (5.97), and this propagator can be Fourier transformed to time in a similar manner.
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For the ng > the slow oscillation is independent of momentum, and the Hankel transform
can be done analytically as in 5.52. The space-time representation of the non-Markovian

electrons is then given as

.7~2me .
Gliaaa(r.t) = —g e G (). (5.104)

It is worth noting that using non-Markovian electrons means that, even in the dilute limit,

one can no longer take out of a common factor of G¥ in eq. (5.40).

Log continuum of trion

As the bare trion propagator inherits a minimum broadening from the exciton, the pole
at —FEp can be integrated numerically. However, the bare trion propagator poses another
challenge: the continuum’s spectral function decays as a 1/ logw for large w. This requires
extremely long frequency grids, compromising the quality of the transforms with more
well-behaved numerical self-energies. To avoid using such long grids, the Fourier transform
to time of the bare trion propagator is carried out separately. Using the causality structure
discussed in eq. (5.70), we do the integral around the pole separately and therefore split

the integration into three parts

. oo d ) —Ep+c d A
G o(k,t) = 2¢eZ¢A<’“>t( / o ImGE (w)e ™ + / % Im G (w)e ™

—Ep+c 27( Ep—c

+/ n (;—:: Im Gﬁ,o(w)e_im),

- (5.105)

with ¢ > 0 being chosen such that the peak is properly captured by the integration routine.

To evaluate the two integrals that contain the tails, we take advantage of the fact that

the derivative of the propagator decays faster than the propagator itself and therefore
integrate by parts

* o dw R —iwt R i ]

/_E +C§ImGA7O(w)e = [ImGAO(w)ge }E+

’ bre (5.106)
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As the propagator goes to zero at w = oo, the upper limit of the boundary term vanishes.

This can be repeated N times until the integral is accurate enough
N .
00 d(JJ Cin dn e—zwt
/ —Im Gio(w)e t— Z Im (wGﬁVO(W)) (Zt)—"‘H
w=—Ep—c (5.107)

) dw d(N+1) R e wt
"‘/_ —Im (WGAQ(Q‘))) W
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With this result, it is possible to compute the transformation of the bare trion with high

accuracy without affecting the performance of the rest of the calculation.

Optimized sampling of multiple poles

A characteristic feature of all the systems considered in this thesis is that interactions
give rise to multiple poles in the propagator. The photon coupling gives rise to the upper
and lower polariton, while the electron interaction leads to the formation of attractive
and repulsive polaron branches. As these poles can be far separated in energy, it can
be challenging to sample both properly on the same grid. To overcome this issue, the
propagator can be split into several pieces. In the case of two well-separated branches,

the "lower” and "upper” propagators are defined through
GH(k,w) = (1—0(w—w0))GR(k,w)+9(w—w0)GR(k,w) = Gk, w)+Gi(k,w), (5.108)

where wy is a suitable point between the two branches, which is updated through the
iterations. For clarity, the split has been written using a Heaviside function, but as
discussed at the start of the section, this leads to artifacts in the Fourier transforms.
To avoid this, the Heaviside is replaced by a Fermi function at a temperature where the
broadening of the distribution is small compared to wy.

Once the two new propagators have been defined, they can be shifted such that they
are both optimally sampled on the frequency grid.

5.5 Results

Having described the main ideas of our numerical method, we now show some first results.
We will start by considering the polaron without the cavity, which has been thoroughly in-
vestigated in the literature. Having seen that our results are in good qualitative agreement
with previous results, the cavity coupling will then be included such that the polaron-

polaritons are formed. Finally, driving of the system through the cavity will be considered.
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Figure 5.7: The attractive contact interactions between the exciton (red) and the Fermi
sea of electrons (blue) give rise to new states depending on the binding energy. At small
binding energies, the Fermi sea is almost unperturbed by the exciton as sketched in a).
When the binding enerqgy is increased, the attractive interaction makes the electrons clos-
est to the exciton move towards it, and the exciton ends up being dressed by a cloud of
fermions, as shown in b). This configuration is known as the attractive polaron. At these
intermediate binding energies, the system has an excited state known as the repulsive po-
laron sketched in c). In this excited state, the electrons are pushed away from the exciton,
making it metastable. Apart from the attractive and repulsive polarons, the exciton can
also form a bound state with just a single electron which is the trion state illustrated in

d).

For all calculations, a finite gate voltage will be assumed such that all parameters can be

expressed in units of the Fermi energy ep.

5.5.1 Polarons

Without driving and at low temperatures, the self-energies that depend on 6GE vanish,
and the system enters the impurity limit. In this limit, the system can have different
states depending on the magnitude of the binding energy compared to the Fermi energy.
The electrons weakly interact with the exciton for small binding energy, so the system’s
state is close to the non-interacting system as sketched fig. 5.7a. As the binding energy is
increased, the attractive interactions make it energetically favorable for the electrons to
move closer to the exciton, which leads to a dressing of the exciton by a cloud of electrons.
This state is known as the attractive polaron (AP) and is shown in fig. 5.7b. While the
AP is energetically favorable, the system can have an excited state known as the repulsive
polaron (RP), shown in fig. 5.7c, that can be metastable. The RP is physically understood
as the exciton repelling the nearby electrons, which is the reason why it is energetically
unfavorable. As the binding energy is increased, the dressing cloud of APs gets denser
until, at some point, the energetically preferable state is when the exciton forms a bound
state with a single electron, namely the trion state that is sketched in fig. 5.7d. The trion
only becomes energetically favorable at a very large binding energy. Below this critical
binding energy, the trion state is an excited state of the system.

These are the different states we describe in our theory, but it is worth pointing out
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Figure 5.8: a) Spectral function of the exciton at zero momentum for different binding
energies. The value of the binding energy is determined by the color coding, such that a
brighter color is equivalent to a larger binding energy. The corresponding value of n can be
read off by the dashed vertical lines in b). In b), the quasiparticle weight of the attractive
polaron is shown as a function n.

that the system can have more bound states. These become energetically favorable if the
exciton/impurity mass is significantly larger than the electrons in the gas. The trimer state
consisting of one impurity and two electrons becomes favorable when m, /m. > 3.33 [224]
and the tetramer, consisting of one impurity and three electrons, becomes the ground state
when the ratio is greater than five [225]. The mass ratio is two for the TMD monolayer
setup, and these additional bound states can therefore be neglected.

To see that our calculations qualitatively capture the known physical features, we first
consider the exciton spectral function at k = 0 and at a low temperature of 8 = 200¢p in
fig. 5.8a. Here the exciton spectral function is plotted for different values of the binding
energy indicated by the colored dashed vertical lines in fig. 5.8ab. For small binding
energy, A, contains a single sharp peak close to w = 0. This peak is the AP and shows
that the AP emerges from the non-interaction bare state. As Eg increases, the AP peak
is pushed towards lower energy, and a broad continuum feature emerges around w = 1.
It is from this continuum that the repulsive branch emerges.

In the standard Fermi-polaron field, it is more common to work with the scattering
length instead of the binding energy. For a two-dimensional system, one can then define

the logarithm of the product of the scattering length and Fermi momentum (kr)

kF 1Og ('n’ii”'fl;’lzz)
n = IOg (k?FCLS) = lOg <\/ﬁ> = _fj (5109)
BtF

where the binding energy’s relation to the scattering length through eq. (5.28) was used,

and Fp was written in units of ex. This quantity is insightful because it is inversely related
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Figure 5.9: The energy and linewidth of the attractive polaron as a function of n. In a)
the dark line is the energy of the AP and the dashed line is the energy of the bound state
in the trion. The inset shows the logarithm of the absolute difference 6 = |wap — wa|/€F.
The dark line in the inset is the logarithm of the difference between the solid and dashed
line in the main plot. Here it is seen that at around n = —1.25 the trion becomes more
energetically favorable than AP, which is seen by the change in sign of the slope. The
bright line in the inset is the same difference but for a mass-balanced system. Here no
crossing is observed. In b), the linewidth of the AP is shown. The linewidth should be
compared to the artificial broadening used for the bare exciton, which is 10 3¢p.

to scattering amplitude in the presence of a Fermi sea, and the system is strongly interact-
ing when || is small. Conversely, when |n| > 1, one can treat the system perturbatively
in powers of 1/n [226].

In 5.8a, it is observed that the linewidth of the RP only becomes narrow for large
binding energy (n < 0) and is, therefore, a bad quasiparticle for n ~ 0. While the
linewidth decreases, it is also seen that the peak position of the RP moves towards 0.
Both of these features are similar to experiments [179] and the non-self-consistent ladder
approximation [185] for equal masses.

Oppositely to the RP, the attractive polaron is narrow for all , and one can reliably
extract meaningful quasiparticle parameters. The quasiparticle weight as a function of n
is shown in fig. 5.8b, and it is seen that for small binding energy, Z,, is close to 1. This
is as expected as the AP emerges from the bare exciton such that limg,_,o Z,, = 1. As
the interactions increase, we observe a decrease of Z,,, understood as the quasiparticle
weight being transferred into the repulsive continuum. The same behavior is observed in
three dimensions [227]. While the AP is losing quasiparticle weight, its energy quickly
decreases, as shown in fig. 5.9a. Just like the AP is decreasing in energy, so is the trion.
This is illustrated by the dashed line in fig. 5.9a. For large binding energy, we expect
the trion to become energetically favorable, signaling the polaron to trion transition. We

observe this in the inset of fig. 5.9a. Here the logarithm of the difference between the
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energies of the AP and the trion is plotted, and a change of sign of the slope for large
binding energies means that we predict the trion to be energetically favorable. As we are
plotting a function of the absolute value of the difference wsp—wa, a node in the difference
translates into a sign change of the slope in the absolute value. The intersection angle of
the crossing is extremely shallow in two dimensions and is also at large binding energies.
Furthermore, the phase transition is only a true phase transition for zero temperature.
We are considering a finite but low temperature and include a finite width to the exciton.
The combination of these two effects is that the linewidth of the AP, shown in fig. 5.9b, is
finite even when the AP is the system’s ground state. We also observe a slight broadening
of the AP as the binding energy is increased, which we attribute to a combination of
using finite temperature and, at large binding energy, not capturing three-body processes
of the form fig. 5.2d. The three-body processes describe the broadening of the AP and
the trion, so we cannot quantitatively rely on our method when the missing processes
in fig. 5.2d become important. That our calculations are struggling in the large binding
energy regime is made more evident by considering the mass-balanced system (m, = m.).
The bright line in the inset of fig. 5.9a is the logarithm of the difference between the
AP and trion energy for the mass balanced case. Here we observe no transition as the
intersection angle is even shallower for this mass ratio. However from both FRG [186]
and Diag-MC [187,228] the transition is found to be n = —1.0 £ 0.2. The polaron to
trion transition is challenging in two dimensions because the shallow intersection angle
makes the predictions very sensitive to errors. For our method, it is further problematic
as the transition also happens in the parameter region where our current implementation
is the most susceptible to errors. It is susceptible to errors because the results have a
strong dependence on the artificial linewidth, as it sets the scale for the linewidth of the
interacting system as seen in fig. 5.9b. Here we see that the AP linewidth for small binding
energy (large n) starts at 1073ep, which is the value of the artificial broadening used in
the exciton. Even though we observe an increase in the linewidth, it remains on the same
order of magnitude as the introduced linewidth. With a small linewidth being important,
it is also necessary to use very low temperatures, which further increases the numerical
errors in our current implementation.

While the polaron to trion transition requires more careful investigations, one signif-
icant advantage of our real-time approach is that it gives direct access to the spectral
function without having to perform an analytic continuation. The analytic continua-
tion is an ill-defined procedure numerically and, therefore, very challenging in general.
In fig. 5.10a the full momentum resolved spectral function, for the exciton at n = 0 is
plotted. At k = 0, the AP is narrow, while the RP is broad and without a well-defined

quasiparticle peak. As the momentum increases, the AP broadens due to scattering with
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Figure 5.10: The spectral functions for the exciton (Az(k,w)) and the trion (Aa(k,w)) at
n = 0 in plot a) and b) respectively. a) The exciton spectral function shows the narrow
linewidth of the AP at k = 0 and a broad repulsive continuum at higher energy. At higher
momentum, the AP broadens and is no longer a good quasiparticle at k ~ 0.7kg. b) The
trion shows a sharp onset at low energy followed by a large continuum. The trion spectral
function vanishes at larger momentum. Both colorbars have been truncated to resolve the
broader features.
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Figure 5.11: The quasiparticle properties of the AP at n = 0 as a function of momen-
tum. In a) the solid line is the dispersion of the AP extracted from the spectral function
fig. 5.10a, and the dashed line is the bare dispersion shifted down. This demonstrates the
large effective mass of the AP, which is mg, ~ 2.9m,. b) shows the lifetime of the AP,
which starts to increase super exponentially for k > 0.7kp.

the electrons. As quantified in fig. 5.11b, this broadening is highly non-linear, and for
momentum above 0.7kr, the AP starts losing its quasiparticle nature. After this point,
it enters into the continuum and no longer exists. The linewidth of the AP is not the
only thing that is significantly changed compared to the bare exciton, also the effective
mass of the AP is significantly altered as seen in fig. 5.11a. For the considered parameters
we find an effective mass mg, ~ 2.9m,. The mass of the AP increasing with the binding
energy is a well-known feature [229]. Looking at fig. 5.10a, one observes that while the AP
broadens for large momentum, the broad RP continuum gets narrower until it recovers
the bare dispersion. The RP merging with the bare dispersion at large momentum is the
main reason our numerical method is successful, as we rely on the bare dispersions for
large momentum to avoid sampling highly oscillatory functions on finite grids.

The same physical features are visible in the trion spectral function shown in fig. 5.10b.
For small momentum, the trion has a narrow feature that shifts the AP down, while for
large momentum, the trion is in the particle-particle scattering continuum. As there
is only a small weight at large momenta, the trion has minimal effect on the exciton,
which explains why the RP connects to the bare dispersion. As observed in [182], where
the system was investigated using a variational ansatz, the trion spectral function has
a minimum at finite momentum. The effective mass of the trion at zero momentum is,
therefore, negative. This effective mass becomes positive at large binding energy as the
trion spectral function approaches that of the bare trion. One feature worth pointing out
in the trion spectral function is that the bound state of the trion is sitting on the edge

of the continuum. For non-self-consistent and variational calculations, one finds a clear
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separation between the log continuum and the bound state for large binding energy. The
clear separation is because, for a non-self-consistent calculation, the scattering is among
the bare excitons and bare electrons. The continuum, therefore, also starts at zero. In a
self-consistent calculation, the scattering continuum of the trion arises due to scattering
between polarons and electrons. The attractive polaron has an energy that is ~ Ep lower
than the bare exciton. Scattering between the attractive polaron and bare electrons,
therefore, leads to a continuum starting close to the energy of the attractive polaron.
With this, we close our comparison to the equilibrium polaron problem. Our self-
consistent approach captures all the features qualitative level, and most of them even
quantitatively. To achieve a good quantitative agreement for the polaron-trion transition,
it would be necessary to include the missing three-body scattering effects and do a more
thorough investigation of how the small artificial linewidth and finite temperature affect

the predictions for the transition.

5.5.2 Undriven polaron-polaritons

The attractive and repulsive polarons are the emerging quasiparticles arising from the
contact interaction with the Fermi sea. We now investigate what happens when the cavity
is coupled to the exciton. To contain the discussion we will consider parameters that are
inspired by the recent experiments [99, 169, 171] and choose: e = bmeV, v = 0.08¢p,
2 = 0.8¢r and fer = 50. For the binding energy, we stay at unitarity £p = 3/2¢p, which
is smaller than the explored TMD materials that have Fg = 7ep. The one other parameter
which is chosen more liberally is the effective photon mass. In the current experiments,
the photon mass is around 10~°m,, which requires a very dense momentum grid at small
values, and we, therefore, chose m, = 1/2 x 1073m, to speed up the computations. To
ensure that the larger photon mass does not qualitatively alter the effects seen, a few data
points with m. = 1/2 x 10~* have been computed, and the same qualitative features were
found but at a smaller momentum.

With these parameters, we first investigate how the AP spectral function is affected
when the cavity has two different detunings A. as shown in fig. 5.12. In fig. 5.12a,
the cavity detuning is chosen such that the bare cavity is 0.3er higher in energy than
the AP at zero momentum. The choice of detuning in fig. 5.12a will be referred to as
positive cavity detuning as the cavity has higher energy than the AP. Because of the
strong coupling between the exciton and the cavity of 2 = 0.8¢p, the quasiparticle that
emerges in the exciton spectral function is pushed down in energy at small momenta. The
emerging quasiparticle is the lower polariton arising from the cavity interacting with an
exciton dressed by electrons and forming the AP. It is denoted as the lower attractive

polaron-polariton (LAPP). To compute the dispersion the quasiparticle approximation
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Figure 5.12: The bare dispersion of the attractive polaron from fig. 5.11, the bare cavity
and the resulting lower attractive polaron-polariton dispersion arising from the coupling
between the cavity and the exciton. The resulting dispersion is determined using the quasi-
particle approzimation from section 2.5. In a) the cavity is detuned such that it is 0.3¢p
above the attractive polaron, and in b) the cavity is detuned to be below the attractive
polaron by 0.3¢p.

from section 2.5 has been applied to the converged result for GE(w, k). In fig. 5.12b A, is
chosen such that the bare cavity mode is 0.3¢r lower in energy than the AP at kK = 0 and
will be referred to as negative cavity detuning. In this case, the emerging LAPP is pushed
below the bare cavity because €2 > wap — A.. Because of the strong cavity coupling, the
LAPP dispersion differs from the AP up to much greater momentum than the extent of
the cavity dispersion. For both cavity detunings, the LAPP dispersion does not fully join
the AP dispersion until momentum £ ~ 0.3kp.

In section 5.5.1, it was found that the AP was a good quasiparticle, and one could
therefore imagine that retarded propagator for the LAPP can be found by adding the
cavity self-energy in eq. (5.11) to the AP quasiparticle

Zq
Zap - (5.110)
W = Wap(k) +Vap = ST

€ 2me

GR(k,w) =

Applying the quasiparticle approximation to this propagator at £ = 0 and looking at the
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lowest energy w_ one finds
QQ
w_ — A, B

wap + Do = 1 (wap — ) 4402
= 2 y

W_ — Wap(k =0) — 0

(5.111)

— W_

where the cavity and AP linewidth have been neglected as they are both small compared
to the energy difference |w,, — A.| = 0.3ex. For the positive detuning case in fig. 5.12a,
the result is w_ = —3.36€ex which suggests that the LAPP should be pushed significantly
further down than the —3.03¢r found in fig. 5.12a. Similarly for the negative case in
fig. 5.12b, where eq. (5.111) predicts an energy of the LAPP of —3.66¢r while the self-
consistent calculation gives w_ = —3.37¢p.

One can also compute the new quasiparticle weight of the LAPP according to eq. (5.110)

-1
7= Zyp(1 =9y ReX(0,w )" = Zyp (1 + 9—22) < Zups (5.112)
(w_ —A)

which predicts that the LAPP’s quasiparticle weight must always be smaller than the Z,,.
By including the k-dependence to the dispersion, the prediction is unchanged because
(w_ — A.)* > 0 for all values of w_(k). This prediction is consistent with considering
the system in terms of hybridizing the AP with the cavity. The prediction states that
the weight in the AP is shared between the two new quasiparticles, the LAPP and the
upper attractive polaron-polariton (UAPP) that one would have found if the larger energy
solution in eq. (5.111) was used instead of w_. As the coupling redistributes the spectral
weight, neither of the new quasiparticles can have a Z greater than Z,,. The quasiparticle
weight found from the converged self-consistent solution is shown in fig. 5.13a. Here one
sees that the prediction from eq. (5.112) is qualitatively wrong in the sense that for both
the positive and negatively detuned cavity case, the LAPP acquires a Z > Z,, for most
values of k. Combined with the overestimation of the splitting from eq. (5.111) it is clear

that the approximation in eq. (5.110) is both quantitatively and qualitatively wrong.
The approach in eq. (5.110) fails because it does not account for how the hybridization
between the cavity and the exciton affects the polaron formation. The correct physical
picture requires one to consider the exciton’s hybridization with the cavity when interact-
ing with the Fermi sea as done in section 5.2.2. The phenomenology is that the exciton in
the AP is hybridized with the cavity. The LAPP then emerges from the lower polariton
(LP) part of the exciton in the AP when the system interacts with the Fermi sea. Because
the LP is part cavity part exciton, it interacts less efficiently with the Fermi sea. The

less efficient interaction with the Fermi sea leads to an effective binding energy for the
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Figure 5.13: The remaining two quasiparticle parameters (Z and ) for the attractive po-
laron and the lower attractive polaron-polariton in the case with different cavity detunings
as shown in fig. 5.12. The quasiparticle weight is plotted in a) and the linewidth is shown
inb).

LAPP that is less than that of the AP. In fig. 5.9a, it was shown that smaller binding
energy (larger n) decreases the splitting between the repulsive and attractive polaron.
The effective decrease of the binding energy, due to the cavity coupling, therefore, pushes
the LAPP up in energy, which explains why eq. (5.111) overestimated the lowering of the
LAPP energy.

Similarly, in fig. 5.8b, it was shown that decreasing the binding energy added more
quasiparticle weight to the AP, so an effective smaller binding energy is also consistent
with the increase of Z seen in fig. 5.13a. This argument does not explain the highly
non-monotonic nature of the quasiparticle weight nor why Z; is smaller than Z,, for the
negatively detuned case. If the cavity only leads to an effective decrease of the binding
energy, then one would expect that the quasiparticle weight would continuously increase
as the momentum is lowered. A continuous increase would be expected because, at smaller
momentum, the LAPP is more photonic. However, as momentum gets smaller, the UP
polariton acquires more spectral weight, meaning that even if the AP-part of the LAPP
acquires more spectral weight due to the decreased electron dressing, the polariton spectral
weight has to be shared with the upper polariton. The peak in the quasiparticle weight
is an effect of the fact that there is a trade-off between having less electron dressing and
having more weight in the UP.

With this understanding, one can also explain the qualitative difference between the

positive and negatively detuned case seen in fig. 5.13a, where the spectral weight of the
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negatively detuned cavity is much smaller than it is in the case for a positively detuned
cavity, even though their parameters are very similar. In the positive detuned case, the
cavity sits above the AP as seen in fig. 5.12a. The effect of having the cavity sitting above
the AP is that the LAPP is mostly excitonic at low momenta, whereas the higher energy
UAPP is mostly photonic. The quasiparticle weight of the LAPP at small momentum is,
therefore, fairly large as most of the quasiparticle weight remains in the excitonic part of
the particle. This feature is qualitatively changed by having a negative detuning of the
cavity as in fig. 5.12b. Because the photon is below the AP, the LAPP at small momenta
is now mostly photonic. The effect is that most of the quasiparticle weight now goes to
the UAPP because of its more excitonic character, resulting in a significant decrease in
the quasiparticle weight.

The different nature of the LAPP at small momentum for the two different detunings
is observed in the linewidth of the LAPP shown in fig. 5.13b. Because the cavity has a
much larger linewidth than the AP, the LAPP is lossier at low momentum when A, < 0
because it is more photonic. Conversely, the more excitonic nature of the LAPP in the

A, > 0 case means it inherits less cavity loss.

5.5.3 Driving of polaron-polaritons

We have seen how the cavity coupling significantly changes the nature of the quasiparticle
and that changing the cavity detuning can significantly alter the nature of the lowest
energy excitation. We will now explore how the system reacts to continuous driving. We

consider a narrow laser profile with a Gaussian frequency distribution

K(w) = Ko exp (_ % (w ;{55)2>’ (5.113)

which is independent of momentum. The driving strength of the laser is determined by

Ko, which is proportional to the laser intensity. The carrier frequency of the laser is set
by d,, and v, sets the linewidth of the laser. A narrow linewidth of v, = 0.05¢x is chosen
such that the cavity can be driven at well-defined energies. The exciton is indirectly
driven through the cavity’s contribution to the exciton Keldysh self-energy in eq. (5.11).
Computing the cavity Keldysh propagator using eqs. (2.83) and (5.6) one finds that the
self-energy responsible for driving takes the form

55K (k,w) = i2k(w)Q2|GE, (k, w) = 2n(w) " S (5.114)
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Due to the indirect nature of the drive, the exciton only experiences the drive along the
bare cavity dispersion and, as a consequence of the small photon mass, can only be driven
at small momentum.

The loss of photons in the cavity allows the system to dissipate energy. By driving the
system, the steady state will be a state with a balance between dissipation and driving
and a finite occupation of excitons. The steady state is non-trivial because the exciton’s
interaction with the electrons allows the exciton to relax down in energy by transferring
momentum to the electrons. This relaxation has been explored using a quantum kinetic
equation in [230]. In this work, there is no strong coupling to the cavity, and the quasi-
particles are the repulsive and attractive polaron and not polaron-polaritons considered
here. Furthermore, in [230], it was assumed that the finite density of excitons did not
change the spectral function, which is a common assumption when working with kinetic
equations. Because of the strong hybridization with the cavity, we can explore how the
photonic nature of the LAPP affects the driven steady state and can investigate how the
spectrum is modified by driving.

To explore this, we consider the two cases in fig. 5.12 and drive the system above
the LAPP with 0, = —2.4ep. The driving is then gradually increased until our self-
consistent method fails to converge. The code fails to converge because the driving leads
to the accumulation of occupation of a specific mode. When this happens, then the
effective driving of this mode leads to a decrease in its linewidth. At some point, this
linewidth becomes so small that our numerical integrals contain errors that accumulate
faster than the convergence rate. A small linewidth indicates that the bosonic mode
that is being occupied is close to being unstable. The difficulty we face is, therefore,
equivalent to the difficulties that arise close to a phase transition, where the correlation
length of the fluctuations diverges. How close we can drive the system to an actual phase
transition is an interesting question that is best addressed within the scope of thermal
equilibrium, as the behavior of the systems is better understood. In thermal equilibrium,
it is easier to differentiate between the numerical calculations becoming unstable due to
error accumulation and the physical instability due to a nearby phase transition. The
question of how close our current numerical implementation can go to a phase transition
is left for further work. For the remainder of the section, we will focus on how the steady
state of the positive and negatively detuned cavity is affected by the drive.

The first property we consider is the exciton density computed by integrating —dGE (k, w)/2
over frequency and momentum. The resulting density as a function of the drive strength
is shown in fig. 5.14a. Both densities are only a few percent of the electron density which
justifies using the thermal non-interacting electron propagator in the self-energies.

The first striking feature is that the densities increase sub-linearly with the drive
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Figure 5.14: The density of the exciton in a) and the density of the trion in b) as a function
of the pump power. The horizontal dashed lines indicate the density p, = 0.0409p., which
will be used to compare the two different cases. The dots indicates the actual data points
computed which are connected with lines to guide the eye.

strength. The sub-linear scaling can indicate that either the drive becomes less efficient
for higher densities or that the LAPP effectively interacts repulsive with each other. At
the end of our analysis, we will see that the non-equilibrium nature of the polariton can
explain this sub-linear response of the drive.

The density is the momentum and frequency integrated Keldysh propagator, which
means that most information about the system is lost. To understand the sub-linear
behavior and differentiate between the possible explanations, it is necessary to investigate
the properties of the systems in momentum and frequency.

Before moving on, we first explain the other features of the density. For example,
the fact that the density of the negatively detuned case increases significantly faster than
the positively detuned case. It increases faster because the exciton is driven at different
momentum in the two cases. In the positively detuned case, the drive is centered at
0. = A, and the photon is therefore driven at the bottom of its dispersion at £k = 0. In
the negatively detuned case, the laser is driving at the same frequency but A, = 6, —0.6¢p,
such that the laser is driving the photon at a finite momentum around k& = 1/0.6ex2m,. ~
0.05kr. As the laser is driving all momentum equally, the large phase space at finite
momentum effectively means that exciton in the A. < 0 case is driven much harder.
This suggests that to compare the two cases, one should not compare them for equal
drive strengths but instead for equal densities. The point chosen for the comparison is
indicated in fig. 5.14a by the dotted horizontal line where both the negative and the
positive case have an exciton density of p,/p. = 0.0409.

In fig. 5.14b the density of the trion is computed and seen to imitate the behavior of
the exciton. The trion density is expected to follow the exciton density closely because

the photon only affects G for small values of momentum, and the perturbation of G%
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Figure 5.15: Spectral features at finite driving. In a) the relative change of the LAPP
quasiparticle energy between zero exciton density and an exciton density of 0.0409p. (the
horizontal line in fig. 5.14) is shown. The change in the LAPP quasiparticle linewidth is
shown for the same densities in b).

due to the polariton formation is therefore small As the electron density is kept constant
and at a low temperature, the Keldysh self-energy of the trion in eq. (5.43) is related to
exciton density. The absolute value of the trion density should not be understood as the
trion’s physical density of trions as the trion has no physical bare dispersion. Instead, the
absolute value of the trion density is related to the Tan contact [208]. Even though the
absolute value of the density is not equivalent to the number of trions per area, the way
the trion is occupied can still be directly inferred from 6GX.

Having considered the total density, we now investigate momentum and frequency-
resolved features. The first element considered is the dispersion of the LAPP. We are
interested in how the system is changed by having a finite exciton density and therefore
consider the relative change between p, = 0 and p, = p = 0.0409p, given by

_ wo,p(k) — wo(k)

Aup(k) = =HE= SO (5.115)

where wp (k) is the LAPP dispersion at zero exciton density. The relative change of the
quasiparticle energy is plotted in fig. 5.15a. The relative change is observed to be on the
order of 0.1%, which validates thinking of the LAPP energies as mostly unperturbed by
the considered densities.

Even though the changes are small, they are by no means trivial. Independent of
the polariton nature (negative or positive detuned cavity), the dispersion is shifted down
by a constant for large momentum. Because the shift is independent of the polariton
nature, the shift is understood as the effect of changing the trion self-energy by having
a finite occupation in the exciton according to eq. (5.41) and the self-energy correction

of the exciton due to a finite occupation of trions in eq. (5.45). At small momentum,
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the two different detunings do behave qualitatively differently. In the positive case, the
quasiparticle energy at £ = 0 is decreased slightly, whereas, in the negatively detuned
case, the energy is increased. This means that for the negatively detuned cavity, the zero
momentum mode becomes less favorable for increasing exciton density.

While the changes in the quasiparticle energy are small and negligible, this is not the
case for the quasiparticle linewidth. The relative change of the quasiparticle linewidth,
defined analogously to eq. (5.115), is shown in fig. 5.15b and seen to change by up to
80% of the undriven linewidth. Consistent with the previous interpretation, the change
of the linewidth also goes to a constant for large momentum. As momentum is decreased,
the linewidth increases until it suddenly starts decreasing. The increased linewidth for
intermediate momentum is due to the drive happening at higher energy than the LAPP.
This leads to a quick relaxation down to the LAPP dispersion at large momentum?®. From
there, the excitons have to scatter off the electrons to decrease their momentum. This
is energetically favorable as the dispersion bends down, and the lower momentum modes
are therefore driven by the relaxation of the higher momentum modes, which in turn
gives rise to a large linewidth of the high momentum mode. Following this reasoning,
one would expect that the excitons would continue decaying down until they hit zero
momentum. If this was the case, then the finite momentum modes should always have a
larger linewidth when there is a finite exciton density in the system compared to when
the system is not driven. This is the case for polaron as discussed in section 5.5.1.
However, the hybridization of the cavity increases the linewidth at small momentum, as
discussed in fig. 5.13b. The increased loss that happens when the LAPP starts bending
down means that the occupation accumulates at a finite momentum which is seen in
the momentum distribution in fig. 5.16a. The accumulation at finite momentum means
that all these modes are driven by those at higher momentum, and their linewidth is,
therefore, significantly decreased compared to when there is no occupation. Because the
LAPP becomes more photonic at small momentum, its linewidth again increases as the
momentum decreases, as seen in fig. 5.13b. The effect is a minimum linewidth at finite
momentum because the excitons move down the dispersion due to relaxation, but they
are lost with a higher rate, and the low momentum modes are not as efficiently driven
because there are fewer particles to drive them. The cavity hybridization can therefore
be understood as leading to a competition between momentum relaxation rate and loss
rate.

By just considering the energy of the quasiparticle, one would have expected that the
negatively detuned case would be much better at getting the population to £k = 0 because

its dispersion is much steeper. Instead, one observes the opposite in fig. 5.16a. Based on

30n the scale of the characteristic photon momenta
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Figure 5.16: a) shows the momentum distribution for the LAPP at the same two densities
as in fig. 5.15 while b) shows the frequency of the minimum of the quasiparticle linewidth
as a function of the density.

the above discussion, one could expect that this is because of the increased loss of the
A. < 0 case seen in fig. 5.13b. This argument is insufficient to explain the qualitative
difference between the detunings seen in both fig. 5.15b and fig. 5.16a. The negatively
detuned case has a much smaller change of its linewidth at small momentum, and its
momentum distribution is centered at larger momentum because the negative case has a
much lower relaxation rate at small momentum because it is less excitonic. This means
that even if the two cases were engineered to have the same linewidths, the negatively
detuned case would accumulate at large momentum and effectively drive the £ = 0 mode
very inefficiently. Another indicator for this effect is observed by looking at the frequency
of the minimum of the linewidth as a function of the density as shown in fig. 5.16b.
Because the dispersion is barely modified, it is sufficient to consider the frequency of the
minimum linewidth, as the momentum changes accordingly. Here, the minimum moves
down along the LAPP dispersion with increasing density. As explained above, it moves
down because the increased density can compensate for a larger loss rate, meaning the
particles reach further down the dispersion before being lost through the cavity. Because
the relaxation rate is less efficient for the negative detuning, one observes a much smaller
non-linear impact on w,, even though the dispersion is much steeper.

Having understood how the system is affected by the drive, we can now explain the
sub-linear dependence of the density as a function of the drive strength seen in fig. 5.14a.
At large drive strength, the population is pushed further into the lossy region, which
means that more particles are lost. It is, therefore, necessary to drive the system harder
when the density is increased because the average loss rate per particle is increased. From
this understanding, we can also predict that the system should not be able to condense
at finite momentum. The system can not condense at finite momentum because if the

occupation grows, then it will move further down the dispersion, and the particles will
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Figure 5.17: The occupation and spectrum of the trion when the excitons are driven to
a density of py/p. = 0.0409. a) A plot of 6GK(k,w), which is occupied below the trion
continuum. b) The trion spectral function Ax(k,w) which is similar to the p, =0 one in
fig. 5.10b but shows an emerging feature near k = 1.2kp. This feature arises due to the
finite density of the excitons.

experience more loss. The only way for the system to condense is, therefore, when the
peak of the population is at £k = 0. When that is the case, increasing the drive strength
directly corresponds to adding more particles at k& = 0, and the effective loss rate is
therefore unchanged by increasing the drive strength.

These results show that modifying the spectral function is important for the driven
system, as the linewidth is significantly perturbed by driving. We have seen how various
non-trivial observations can be understood by the interplay between loss and the effective
momentum relaxation rate. Both these features can be qualitatively changed by simply
changing the cavity detuning.

To close off the section, we will point out that while the trion is a slave to the exciton,
the trion propagators are qualitatively changed when the exciton has a finite density. This
is shown in the spectral function and occupied Keldysh propagator shown in fig. 5.17.
Because the exciton has occupation at small momentum, it is possible to create trions
formed by an exciton at £ = 0 and an electron at £ = kr. The trion keldysh propagator
then starts forming occupation along a parabolic band seen in fig. 5.17a. Because the

occupation of the excitons is not at £ = 0, there is a significant deviation from a simple
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parabolic band.

This occupation is along a dispersion that does not exist for the undriven trion spectral
function shown in fig. 5.10b. The finite exciton occupation, therefore, also leads to a
modification of the trion spectrum seen in fig. 5.17b at & > kp. The effect here is
small because our occupation is small and is distributed over many momentum modes.
With this we show that, even within the dilute limit, where the electrons are assumed
unperturbed, the occupation of the trion does not happen by filling up the undriven trion
spectral function; instead, one has to include the self-energy corrections that arise from a

finite exciton density.

5.6 Summary and discussion

In this chapter, we have described a method to self-consistently compute the steady states’
spectral properties and occupation of a many-body driven-dissipative system using real
frequencies. The method presented applies to any system where the interaction can be
approximated as a contact interaction in space and time. Inspired by the recent exper-
imental progress in setting up gated TMD monolayers inside cavities, we have focused
on the specific case of polaron-polaritons in two dimensions in the dilute limit. We have
shown that our self-consistent calculation can capture the qualitative features of the po-
laron system and that including the cavity leads to interesting effects that arise from the
interplay between the non-equilibrium nature of the cavity and the many-body-driven
momentum relaxation through electron interaction.

We have here shown some first results but also remark that there is a long list of
exciting things that should be studied. We have focused on non-equilibrium effects, but
even in equilibrium, there are interesting questions one should investigate. Our method
has the advantage of having direct access to the spectral functions without performing an
analytic continuation. One should study how close our current numerical method can go
to a condensation transition of the excitons within thermal equilibrium. By understanding
this, one could investigate the properties of condensation in two dimensions which happens
through a BKT transition [231]. This would lead to investigations of two-dimensional
Bose-Fermi mixtures both in and out of equilibrium. Having seen that the trion is not
simply occupied along its undriven spectral function, it is also relevant to investigate how
the occupation of the system is affected by going across the polaron to trion transition

seen for m, = 2m, in fig. 5.9.



Chapter 6
Conclusion

In this thesis, we studied two systems with strong interactions between a cavity light field
and a many-particle system. These hybrid systems require that drive and dissipation are
treated together with the interactions in the many-particle system. To this extent, we
have used non-equilibrium field theory for the theoretical description of the systems. The
construction and properties of the non-equilibrium field theory have been discussed in
chapter 2. Considering the example of a linearly coupled environment, we showed how
incoherent loss and drive emerged from the microscopic theory and how the field theory
relates to the master equation from open quantum system.

In chapter 3 we focused on a system consisting of an ultracold bosonic atom cloud
trapped inside a near-planar cavity. Inspired by the experimental realizations, we consid-
ered driving the atom cloud with a transverse pump laser. The combination of a large
number of atoms in the cloud and the external pumping made it possible to strongly
couple the light field and the atomic motion, leading to the formation of polaritons. By
using a periodic phase modulation of the laser with a frequency similar to the transverse
cavity mode splitting, we derived an effective model with tuneable interactions between
the different transverse cavity modes. The derivation relied on the large energy scale
separation between the detuning of the laser to the electronic transition, the transverse
cavity mode splitting, and the recoil energy of the atomic cloud. It was shown how the
effective interactions between the transverse cavity modes led to polaritons that consisted
of several different cavity modes. In the regime where the cavity linewidth was smaller
than the atomic recoil energy, we showed how strong coupling between the different cavity
modes led to avoided crossings between the polaritons.

In chapter 3, we found that the phase diagram for the superradiant transition was
drastically modified when some cavity modes acquired an effective negative detuning. The
modification to the superradiant phase was explained in chapter 4, using the microscopic

quantum action to derive classical equations for the atom motion and the cavity field.
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From these we derived analytical equations for the critical coupling and frequency of the
unstable polariton mode in the multimode model. By investigating the eigenvalues of the
linearized equations around the normal phase, we developed a qualitative description of
how the multimode polariton becomes unstable at a finite frequency, due to the coupling
to both a positively- and a negatively-detuned cavity mode. The qualitative description
allowed us to fully explain the phase diagram found in chapter 3. With this description we
showed that there where parameter regions where two finite-frequency polariton modes
could become unstable simultaneously. By deriving the two-mode generalization of the
Stuart-Landau equations, it was shown that the finite-frequency unstable polariton modes
led to the emergence of stable limit cycles inside the superradiant phase. The two-mode
Stuart-Landau equations also showed that two limit cycles could co-exist and that at the
level of the classical equations, the transition into the superradiant phase was equivalent
to a double Hopf bifurcation. To understand all the possible steady states for the two-
limit-cycle system, we mapped the results from the two-mode Stuart-Landau equations
to the normal form of the double Hopf bifurcation. This mapping showed that for our
parametrization of the two-limit-cycle case, the steady state could be either a single limit-
cycle or the co-existence of two limit cycles. There were also parameters for which we
proved that the system was bistable and, therefore, sensitive to the initial state. Lastly,
we explored how interactions within the atom cloud affect the finite-frequency polariton
instability. The resulting analytical equations for the critical coupling and frequency were
similar to the previous equations without atom interactions. The only change was that the
bare dispersion of the atom cloud was modified to be that of the Bogoliubov dispersion.
Transitioning into superradiance at finite frequency was shown to be more sensitive to the
form of the dispersion than the normal zero-frequency transition. While the features of
the linear stability were not significantly affected by the atom interactions, we showed that
the combination of a limit cycle and atom interactions opened new scattering channels
for the atoms. These allowed the atoms to scatter into modes that did not belong to
the limit cycle and suggested that the generic limit cycle is only metastable. Using the
Stuart-Landau result, we discussed the scaling of the scattering rates and showed that
the dominant scattering channel could be closed by changing the frequency of the limit
cycle. We hypothesized that this should lead to a qualitatively different scaling of the
scattering rates, which could significantly extend the limit cycle’s lifetime.

In chapter 5 we moved from the ultracold gas to considering a two-dimensional semi-
conductor inside a cavity. This was inspired by recent experiments where a Transition-
metal dichalcogenide (TMD) monolayer was placed inside a cavity. The TMD monolayer
coupled strongly to the cavity by optical excitation of an exciton in the TMD, forming

exciton-polaritons. By gating the monolayer, the experiments could generate a back-
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ground gas of electrons that interacted strongly with the exciton, dressing it to form
polarons. The strong interaction between the electrons and the excitons, and in turn the
polaritons, required us to solve out-of-equilibrium coupled Dyson equations both the spec-
trum and the occupation simultaneously. To do this, we considered the coupled equations
within a non-perturbative ladder approximation. The drive and dissipation made it im-
possible to use an imaginary time formulation, and the coupled equations had to be solved
in real time. Solving the equations in real time is numerically challenging due to fast os-
cillations in time and space. To deal with these oscillations, we developed a numerical
method to Fourier transform functions that did not rely on sampling the fast oscillations.
The numerical method works for any isotropic system in two and three dimensions. We
compared the results of our method to the known results for the Fermi polaron problem
and found that it captured the qualitative features well. In the regime close to the polaron-
trion transition, our non-perturbative ladder approximation missed important processes,
and the quantitative prediction power of our theory was poor in this parameter region.
With this knowledge, the system was considered far from the polaron-trion transition. We
investigated the spectrum of the emerging polaron-polariton that arose due to the strong
cavity-exciton-electron coupling. It was shown that the cavity dressing of the exciton led
to an effective decrease of the trion binding energy, meaning that the interplay between
the strong cavity-exciton coupling and the strong exciton-electron coupling required that
both interactions were treated at the same level in the calculation. We found that by
changing the detuning of the cavity, it was possible to drastically change the nature of
the lowest energy excitation, which we used to explain the qualitatively different behavior
of the steady state when the system was driven. The combination of cavity loss at small
momentum and the effective decrease of the trion binding energy led to the accumula-
tion of occupation at a small finite value of momentum. We showed that by driving the
system harder, the occupation accumulated at lower momentum, which was explained by
the increased number of particles that drove the low-momentum modes. Based on our
results, we hypothesized that in the considered cases, the polaritons could not condense

unless they reached zero momentum.



Appendix A

Action for a free theory

The derivation presented here is based on a previous work [232] and follows [33] and [34].
Here we will construct a correct continuum representation of the free action. The focus

here is on a single mode with the Hamiltonian given as
H = wyd'a, (A1)

where wy is the energy required to add one excitation to the mode. We write the thermal
state of a free system (with 8 = 1/kgT) as

e~ B(H—pata)

- Tr [Q*B(H*/‘“Ta)}

e—B(H—pata)

N )

0o _ e*B(H*MaTa)(l ¥ /i)il — (A2)

with k = e 30~ and N' = (1F k)T, pis the chemical potential. The upper sign is for a
bosonic system, and the lower sign is for a fermionic one. The discrete partition function
is then defined by eq. (2.29). The last remaining element there is the initial state overlap

otd o1k

(01 po [#01) = —7— (A.3)

here the normalization and notation for the thermal state from eq. (A.2) has been used.
Inserting the results of all the overlaps and multiplying together all the resulting

exponentials, the partition function takes the form of a multidimensional Gaussian integral

N
z- 2 / [Td67.671did; . 671 ) exp (iSa), Sa=Y . 6aGyh6s. (A-4)
N J \ia o8

S, is the discrete action for our theory. The «/f indices contain all degrees of freedom
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(£ and time index). G™! is thus a 2N x 2N matrix which takes the form

—1 +k

G = - :<_A b ) (A.5)
1 h_ C |-D

-1 h_

The inverse G~ is a 2 x 2 block matrix, where the diagonal elements emerge from the over-
counting corrections in the identity resolutions in eq. (2.21). The h, ) elements originate
from the evolution overlaps along the forward (backward) leg of the contour. The two
off-diagonal blocks contain only one non-zero element each. The fields corresponding to
the initial time couple through , while the fields at the end of the contour couple through
an identity. All other entries in this matrix are zero.

By including source terms to the partition function we can promote it to a generating

functional

Sd [j7 ‘]] = Z anG;,}ngﬁ + Z (q_ﬁcw]oz + jagba) . (A6)
a,f o

The generating functional still has the form of a Gaussian integral and can be solved
exactly [33]

e2i g Ji(M )i J;

det(M)*!

N
Z[J,J)] = /Hd[zj7zj]€_ S0 Mzt 3 (2 T+ ) — , (A.7)
j=1

Where the elements are identified as M = —iG~! and z; = ¢,. For bosons, the result
is valid when all eigenvalues of M have non-negative real parts, and for fermions, it is
valid for any invertible M. This difference is because Grassmann integrals are always
convergent [233]. Correlation functions can now be evaluated by taking derivatives of the

generating functional followed by setting the sources to zero

<¢’Y¢3>\> = ,/%/’ / (Hd[;—a ¢j—]d[¢3]_’ qu_]) (b.ng)\ exp (iSd [07 0])
- j=1 (A.8)
= 9Lo0" 7, ]
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Using eq. (A.7) the correlation function is found to be given by the inverse of G™*

B EN
det(—iG-1)*'N~

_ o? i Ji(iG)ijJ;
(6462) = . (A.9)

9,005 det(—iG-1)EN

J=J=0

Considering correlation functions different from the two-point function, it is seen that
with a quadratic theory, the odd-point functions vanish. The higher-order even correlation
functions are also accessible from the generating functional e.g. the four-point function is

given by
84 ezi’j ji(iG)iij

0.,0.J,,0.J5,0J5, N det(—iG—1)*!
02 2. JiiG)in Ji(iG)jn,
0J5, 005, N det(—iGH)* |
_ (iG>W2A1 (Z'G)’Yl>\2 + (iG)71A1 (iG)w)\z
N det(—iG-1)*! '

This generalizes to all higher order 2n-point functions such that one has to sum over all

<¢’y1 (b’yz é)\l éz\z > =

J=J=0

(A.10)

possible combinations of iG. For fermions, one has to consider the anti-commutation,
which leads to each term being multiplied by the parity of its corresponding permutation.
This is known as Wick’s theorem and is exact as long as the theory is quadratic. It means
that for a quadratic theory, the only elements needed are the two-point functions.

The two-point functions are usually called the propagators, as they give the probability
of finding an excitation created at a specific point x( at a later point x;. The correlations

thus carry information about how excitations propagate through the system.

A.1 Propagators for the free system

To avoid errors introduced by the Trotter decomposition in eq. (2.16) it is necessary to
take the continuum limit.

From eq. (A.9) it is seen that all the propagators can be read out if the determinant
and inverse of eq. (A.5) are found. To compute the determinant the relation det(Q) =

exp [Trlog(O — 1 + 1)] for a matrix O, is used and log(z + 1) is expanded around = = 0

f: (_12,)i+1 (—iG™t — ]1)"]) . (A.11)

Inspecting the form of the matrix power, one finds that the first case where it has a

det (—iG_l) = exp (Tr

non-zero trace is at i = 2N, with 2N being the size of G™!. For this case the matrix is a

purely diagonal with the constant elements (thh,)N_1 k. Therefore, the trace inside the
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exponential will only be non-zero when i = n2N with n being an integer. Re-summing

these terms, the sum can be written as a logarithm

=, (1)

det (—iG™") = exp (Z ; (— (heh )N (:l:l-i)>1>

i=1

A12
— exp (log (1= (hsh)" (20)) ). S
=1— (heh )N (£5).
The form of hy is given by eq. (2.28) such that
det(—iG™") =1 — (1 4+ A%V (k). (A.13)

Before taking the limit of n — oo it is important to remember that the time slice length,
A = (t—ty)/N, is inversely proportional to N. The limit where N — oo is, therefore,
equal to A — 0, which implies that

(7)< i 1 L ) s
= lim 1— e(N_l)A%g(ﬂ:/i) =1F«. ‘

N—oo
As a result, the determinant exactly cancels the normalization (N') from the thermal
state eq. (A.2). This is a consistency check of the theory as the partition function is the
"zero-point” correlation and must be unity due to the identical Hamiltonian on both legs

of the contour .

Z — —
N det(—iG-1)*!

To compute the inverse of eq. (A.5), it is advantageous to use its 2 x 2 block structure.

(A.15)

With D being invertible N x N matrices, the inverse is given by [234]

-1
A |-B

(—iG ) =iG = ( ) :
-C| D

(A-BD'C)" | (A— BD™'C)"'BD

(A.16)
N < D-'C(A—BD~'C)"" | D~' + D"'C(A~ BD-'C)"'BD"" )

As A and D are both triangular matrices, they can be written as 1 + T, with T being a
strictly triangular matrix (zero in diagonal). For a strictly triangular matrix of dimension

N, it is known that the matrix power vanishes for an exponent > N [156]. Using the
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general property
(I-2M)=M-2)Q+z+2®+2°+.+2"), (A.17)
and substituting x = —7, the inverse is found as
N-1
L— (T ( 3 )
=1
N1 (A.18)
- 14+ =1+
=1
iG can now be computed for a finite dimensionality. For N = 6, one finds
1
oo 1
" T det (—iGY)
1 +h h*k Eh’k +k +h_k +h% kK
h+ 1 Zi:h+h2_//w} Zl:h+/€ Zi:hfh+/'i Zl:h2_h+/§/ Al
omw 1| tR2k  th B2k £R2R2k (A.19)
h2h?  hih? h% 1 h_ h*
hih_  hyh_ h_ +hih_k 1 h_
hi hy 1 +hik +hih_k 1

Notice that because the determinant here is a consequence of the inversion and not the

functional integral, it is in the denominator for both bosons and fermions.

Generalizing this result to arbitrary N does not require inverting larger matrices, as

the structure of the matrix is extendible. The two diagonal blocks in eq. (A.19) describe

propagation between a field configuration on the same branch (upper block =

forward leg,

lower block = backward leg), while the off-diagonal blocks describe propagation between

the two contour legs. The four different propagators are necessary to accommodate for the

non-equilibrium situation. Inspecting the form of eq. (A.19) the four different propagators,

for arbitrary N, are taking the form

G = (0(k > DA £ 0(1 > k)(h_h )N 'RER) [ det (—iGTT)
Gy = (001 > k)A=" £ 0(k > 1)(h_h )N 'R R) [ det (—iGTT)
Gy = 1G] = (:I:hl 'RER) [ det(—iGTY,

Gy = iGyy = ((heh)¥h'hTF) [ det(—iG™Y),

Y
Y

(A.20)

where 6(z) is a discrete Heaviside function which is unity when the argument condition is

satisfied and zero otherwise. In the continuum limit the propagators can be found using
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(O(t —t") exp [—iwo(t — )] £ O(t' — t) exp [—iwo(t — )] K
1F¥k
= exp [—iwo(t — )] (e(t —t")(1 £ ng/p) £6(t' — t)nB/F) :
) (A.21)

iGTH (L) =

Y

iG(t,t") = exp [—iwo(t — t')] (e(t’ —t)(1 £ngp) £0(t —t)np/r

iG=(t,t') = £ exp [—iwo(t — t')] np/F,
iG” (t, 1) = exp [—iwo(t — ¢')] (1 £ np/r),

where np/p is thermal occupation given by the Bose/Fermi distribution

1

pn (A.22)

np/F =

It is important to notice that the continuum representation is not completely reflecting
the discrete theory. This is seen by considering ¢ = . In the discrete version, one
Heaviside is zero while another one is unity, whereas, in the continuum representation,
both Heaviside functions look identical. Considering properties in the continuum limit
can be misleading, as it hides several features present in the discrete version. The con-
tinuum theory can therefore be considered a representation of the discrete version. As
mentioned, this is especially important when considering equal time. A consequence is
the explicit correlation between the propagators. When discussing the construction of the
time contour, the correlation among the two legs was already noted as unavoidable. In

the continuum representation one finds the redundancy relation
Ceont = GTH(t, )+ G (t,t') — G=(t,¥') — G~ (t,¢') = 0. (A.23)

However, there is some ambiguity for ¢ = ¢’ due to the interpretation of the Heavisides.
To resolve this ambiguity, one considers the discrete case where the same quantity is given

by
1

. — > k-l > -k
Cdlscrete det(—zG*l) ((9(]{ = l)h+ + e(l = k’)h_

+0(k > )(h-hy )V 'hE

(A.24)
+0(1 > k)(h_h )N hFg

FhRE s — (h_h+)Nh;lh:k) .

Considering the different values of k,l and taking the continuum limit, one finds the
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relations -
i (t—t
Ciscrete N det(fliG_l) A£sFr=1)=0. k£l (A.25)
m(1+1$m—1):1, k=1
This shows that, due to the diagonal elements in the blocks of G™', the relation eq. (A.23)
is not true for the point ¢ = t’. In special cases, this results in disagreements between the
continuum and discrete representations. A relevant example is the occupation number.

This is given by the equal time correlation function

(ala) (1) = (6(16(1) = 5 (613" (1) + (&~ (05" (1))

(GT(t,t) + G (t,1) =1 £ npr

(A.26)

DN | =

where the continuum representation has been used directly. In the discrete form, the
operators a' and a do not sample the same field configuration but instead two neigh-
boring time slices. The consequence is that in the discrete form, the occupation number

expectation value is found to be

N | —

(a'a) (FA) = 5 ((¢] O11) + (051195 ) = % (G +Giny)

= :|:TLB F-
N—o00 /

(A.27)

Compared to the continuum result, this is the correct one and therefore supports thinking
of the discrete representation as more reliable. However the difference between eq. (A.23)
and eq. (A.25) is a Kronecker delta. In the continuum representation this turns into
lima 0 Ad(t—1t") [235], which means that the continuum violation is a manifold of measure
zero [33].

This argument justifies extending the redundancy relation eq. (A.23) to include t = ¢/
when building the theory. The redundancy relation is not a model-specific result but a

property of the non-equilibrium formalism, which also holds for interacting theories.

A.1.1 Keldysh rotation

We now seek a representation that makes the redundancy in eq. (A.23) explicit. This can

be achieved through a linear transformation

¢cl B 1 1 1 ¢+
Qb e e

The indices are commonly denoted as ¢ for classical and ¢ for quantum. The transfor-

mation is referred to as the Keldysh rotation [236]. It effectively uses the redundancy
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eq. (A.23) to reduce the number of propagators. Applying the transformation to the +/—
propagators eq. (A.21), the propagator coupling two quantum fields is given by [237]

iGIt, ) = (@) (') = iG(t, )7
1
_ L Gott iG™ () — iGS(t, 1) — iG™ (L, 1
2( (t,t") + (t,t) (t,t) (t, 1)) (4.2
o, t#t
12, =

This propagator is, therefore, only important when evaluating equal time correlation
functions, and as discussed, it only has a finite value on a measure of zero. So we can

therefore neglect this propagator. The next propagator is the one coupling two classical

fields

(p°(t)p (1)) = iG“(t, 1)
1
=5 <2’G++(t, ) +iGT (6, 1) +iG=(t, 1) +1G™ (¢, 1)
+iGT () + G () —iGS () — G (¢, t’)) (A.30)
= iG<(t,t') +iG” (¢, ) +iGI(t, 1)
= iGE(t, 1),
where the G2 has been set to zero and the GX has the form

iGE(t, 1) = iG=(t, ) +iG™ (4, 1)) = (1 £ 2np/p)e w01, (A.31)

This propagator is known as the Keldysh propagator, and when neglecting G, it is the
propagator that creates and removes an excitation in the classical field at two points in
time. The propagator that creates an excitation in a quantum field at time ¢’ and removes

an excitation of a classical field at time ¢ is known as the retarded propagator

iGR(t, 1) = (¢° (1)) = iG(t, 1)
1

(z(;++(t, )= iG (11) — G (1, 1) +iG7 (1,1)) (A.32)

2
Ot —t') (1G~(t,t') —iG=(t,1"))
‘9( ) —iwo (t—t )

Here the name eludes to the fact that such a propagation path is only possible if the

t > t’. Conversely, one can create an excitation in a classical field and remove it in the
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quantum field, which gives the result

Gt ¢) = ()67 (F)) = iG™ (1,1
= % (iGTH () —iG™ (t, 1) +iG=(t, 1) —iG” (¢, 1))
—0(t' —t) (iIG<(t,t') — iG> (t,t'))

= —0(t' — t)e " ol=1),

(A.33)

This propagator is referred to as the advanced propagator.

The free propagators satisfy the causality conditions in eq. (2.39).

The Keldysh transformation is unitary and does not affect the magnitude of the inte-
gration measure in the field integral. It is therefore only necessary to find an appropriate

action that satisfies

(A.34)

Z'Gaﬁ(t,t’) - /'D [(57 ¢] qba(t)dgﬁ(t/) exp (iS) = i (GK(t,t’) GR(t,t/)> |

GA(t, 1) 0

Here the new measure D [gE, gb} is a shorthand notation for the continuum limit of the
measure in the discrete case eq. (A.8).

A general quadratic action can be written as

B e (1 O N AN
S—/_OO <¢ ¢>t((G_1)c (Gl)d)m/) <¢q>t/dtdt. (A.35)

These four objects are directly related to the propagators through the Gaussian integral
in eq. (A.7). Here the Gaussian integral is no longer multidimensional but has been
generalised to a functional Gaussian integral. This amounts to simply changing all sums
to integrals, and all indices to continuous variables [34]. The connection to the propagators
is that the matrix in S is the inverse of the propagator matrix eq. (A.34). This gives the

following set of equations for the components in §

GK GR (Gfl)a (Gfl)b
et o (G (@
(t7) (mt')
B /dT GG, + GE(GT)e, GR(GT), + GE(GT, (A.36)
GA(G ), G (G,

10 ,
(£ Yaen

Solving these equations, one finds a continuum form of § that reproduces the discrete
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propagators
((G_l)a (G—l)b> _ < 0 (GA)—1>
(@ @ (") (G (Gl (tt")
_ [ i(s A4 0 (G ¢° /
-8 = /OoZ <¢ ¢ >t ((GR)_l (G—l)K) ” <¢q) , dt de'.

The off-diagonal elements are the inverse’ of the propagators, while the diagonal element

(A.37)

is determined by the relation

/ Glin (G oy + Gliny (G (ndr = 0, (A.38)
= (G = — / (G Ay Gl (G L dtdr = —(GF) o G o (G7) 1,

The o is a shorthand notation for a continuum form of matrix multiplication overall
degrees of freedom.

For a free theory in the steady state, the propagators will not depend on the specific
times but only on the time difference ¢t — ¢’. In that case, it is much easier to invert
matrices in the frequency domain as one can do a Fourier transform of the variable t —¢'.
A free theory is pathological because the system has no mechanism through which it can
relax. To avoid this problem, one can put in a relaxation mechanism by hand by defining

the Fourier transform, and its inverse as [39]

o0

flw) = / @M £(4)dt, f(t) = lim i/ e ™! f(w)dw, (A.39)
where a positive infinitesimal part () has been added to the energy as an imaginary
contribution with the appropriate signs. This suppresses perpetual oscillations at 4oo.
Whether to use +/— depends on which part of the time axis the non-physical correlations
are present. For this trick to make sense, it is important that any physical observable one
computes should be essentially unaffected by this small infinitesimal value. For numerical
calculations, it is often necessary to include it, and then one has to check that the value
one uses for the infinitesimal decay is not altering the physics observed. To keep n’s

infinitesimal nature in mind, we will write it as 07. With this extension, the energy
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representations of the propagators are well-defined and given by

GX(w) = —iF(OJ)/ =) dt — —omi F(w)d(w — wp),

: = it(w—wo+i0F 1
GR(w) = —z/_oo O(t) it w0 +i0") — PP (A.40)
GA — 0(—t it(w—wo—i0") _ )
=i [ o T

where F(w) = coth (M) for bosons and F(w) = tanh <M) for fermions. Using
these propagators, the inverse Keldysh propagator can now be derived using eq. (A.38)

(G (W) = —(GM(w) ™" 0 GF(w) o (GHw)) ™!

= (w—wp + 0127 F(w)d(w — wp)(w — wy — i0™)
_ 1 0+ ) o (A.41)
:ZZWF(M);(Q)—LUOP—I—(O"'P [(M—wo) +(0 ) ]

= 207 F(w).

On the second line, it has been used that 07 is a positive infinitesimal, and an infinitely
narrow Lorentzian can thus represent the delta function. The result is that in a free

theory, the inverse Keldysh propagator is an infinitesimal quantity.



Appendix B

Kramers-Kronig relation for the

retarded propagator

A retarded propagator is any propagator that has the form G(t) o 6(t) The Fourier

transform takes the form

G(w):/w dteth(t):/Ooodteith(t). (B.1)

o0

To ensure that the Fourier transform is well defined, an infinitesimal decay can be added

o0

G(w) = lim dt "G (1), (B.2)

77—>0+ 0

Using the inverse transform, this takes the form

G(w) = lim dtei(“’“”)t/;—ee_mG(E) Zz/gﬂ
T

n—0+ Jo 2rw —e+1in
B de  —inG(e) (w—r¢€)G(e)

(B.3)
a /277(w—6)2+772 (w—€)> + 12

Taking the limit of 7 — 0T, the second term is seen to be a nascent delta function [155].
When the limit is taken, the first term turns into a principal value of G(w). This is seen by
considering the fraction with 7 in the denominator in two limits. First (w — €)% > 7n? and
secondly (w—¢€)? < n?. For the first case, this fraction is unity, and for the second case, it
is zero as (w — €)® /n* — 0 in this limit. This means that one integrates G(w)/(w—¢) until
one is infinitesimally close to the singularity, which is then ”ignored”. Lastly, it is seen

to be a principal value integral because the singularity limit is approached symmetrically.

198
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The general form of the result is

lim h —f(w)
n—0t Jo wEe+in

= F1 + B.4
dw :FZ7T/0 5w+ e) dw—i—P/ w:te (B.4)

where P denotes the principal value. The solution can also be proven with a contour
integral [39,238] in a similar fashion as the integration in appendix B.2.

The propagator is then given by

)= B yp [11C)_p [eiGlo) .

2 2mw — € T W—¢€

The last step is to split the propagator into its real and imaginary parts

(B.6)

Re G(w) 4+ i Im G(w ——P/dWImG P/dWReG

W —€ W —€

Comparing real and imaginary parts, one arrives at the Kramers-Kronig relations in
eqs. (2.63) and (2.64). The form of the principle value integral with a simple pole in the

denominator is known as the Hilbert transform.
B.1 Derivative relation
Consider a retarded propagator that is explicitly split into real and imaginary parts

G(w) = o(w) + iy(w). (B.7)

Using the Kramers-Kronig relations, the derivative of the real part can be rewritten as a

derivative of the principal value integral of the imaginary part

w—n o
0,0(w) = &UP/% () =0, lim (/ de 7() +/ de 19 ) (B.8)
T €E—w =0t \J oo TE—w Sy, TE—W

o0

As the integral limits contain w, one has to use the general form for integrating under the

integral

b(w) b(w)

O f(w,e)de = f(w,b(w))d,b(w) — f(w,a(w))d,a(w) —|—/ Ouf(w,e)de.  (B.9)

a(w) (@)
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T R

> KJ > Rez

—Imz

Figure B.1: Contour choice for performing the principal value integral.

Doing this for both terms gives

9,0(w) = lim (M_ /‘”‘"% RCH

n—0t ™) oo T (e— w)Q (B.10)
_7(w+77)_/°°$ () ) '
— win T (€ =w)?)
The integrals can be put back together into a principal value
_ © q
J,0(w) = lim (7(w+n) (W 77)) —P/ de () 5 (B.11)
n—0T mn oo T (6 —w)
At first glance, the constant seems to diverge but consider the integral
d 1 G| 1 > d 1
p/_e QZHm(/ de 2+/ de )
T (e—w)” 720" \J_so T (6 —w) win T (6 —w)
, (/_”del /Oodel)
n—0t \J_oo T U y TU (B.12)

p (-] -[7])
= lim [ —|— - |—
n—0+ T T,
2
= lim (—) .
n—=0t \ 77N
As long as v is analytic, this means that the derivative of the real part is given by

ot = [~ L2 =200

T () (B.13)
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B.2 Relation to Fourier transform

As a last property of the Kramers-Kronig relations, we discuss the relation to the Fourier

transform. The goal is to derive the Fourier transform of the Hilbert transform

gt > 0) = / o~ tp / Ao’ J() (B.14)

T w—w

As both integrals convergence in the sense of the principal value, the order of integration

can be exchanged

/ —iwt —iwt
g(t>0)—/d: wyp [ —“wp/de . (B15)

27w — W' 27T2

The principal value integral can then be performed along the contour shown in fig. B.1.
The large semicircle integral vanishes
ZR62¢ it cos ¢et sin ¢

1%1_{1;0 i dqﬁ Tooid — 0. (B.16)

For the small semicircle, we can Laurent expand the fraction around z = 0. As the

exponential factor is analytic, there is only the simple pole from the denominator

e—ztz

=—4a+az+--- (B.17)
2 z

Inserting this expansion into the small semicircle integral

0
lim [ dgi(1+ agre’® +a;r®e™” .- ) = im. (B.18)

r—0 [_

As there are no poles inside the contour, the result is that

—twt
P / de . (B.19)

Inserting this into the integral, we find

gt >0)=—i (;—:f(w)e_i“’t = —iF H{f(w)}(1). (B.20)

This shows that the Fourier transforming the Hilbert transform only gives rise to multi-

plication by a phase of €.



Appendix C

Lehmann representation of contour

propagators

In this appendix, the Lehmann representation of the steady-state diagonal part of the
contour propagators and the spectral function are derived. The interacting system is
assumed to be closed such that it can be described by the Hamiltonian H, which is formally
diagonalized by the eigenvectors H |a) = E, |a). The state of the system is described
by the density matrix, which is assumed to be diagonal in Hamiltonian eigenbasis p =
Yo ¢(Eq) |a) {(a|. The key idea of the Lehmann representation is that the eigenbasis
of the Hamiltonian constitutes a complete basis, and one can therefore insert identities
of this basis. As the Hamiltonian is time independent and diagonal in this basis, the
eigenvalues of the time evolution operator are known through the spectral decomposition
of UT(t) = e, As discussed in the main text, the Lehmann representation allows us to
derive some generic properties for the propagators. These generic properties are strictly
speaking only valid for closed systems in equilibrium, but it is seen that properties of
interest are a consequence of the statics of the excitation, which is unchanged by going
beyond those assumptions.

As we are focusing on a situation where G and G¥ commute, it is sufficient to
consider just a single mode, described by the bare annihilation operator a.

The first propagator considered is the retarded propagator, which is given by eq. (2.37)

Gt ') = —if(t —t') <[a(t), a*(t’)h>

C.1
= —i0(t — ') Tr (pUT(£)aU U (¢ )a U (') F pUT () U () U (1)alU (1)) . ey

Inserting an identity resolution and writing out the trace and the density matrix, the

202
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retarded propagator takes the form

GR(t,¢) = =it =)y (c(Eme“(Eﬂ—Eﬁ (Blala) (] at ) e~ (Fr=E)

B7a

F c(Eg)e"” (PF) (8] at o) (] a |B) e~ (Fo=F) > 2
= —if(t — 1) Y e IEE (o] f |82 (e(Ep) F o Ea))

a?/B

Next, we Fourier transform from relative time to frequency

GR(w) = —i tim [ dr Z o[ EsEatin) | (o] af |B)|2 (c(Ej) F e(Ea))

T]*)OJ" 0

(C.3)

o |Oé|aT|5 * (c(Ep) F c(Ea))
=~ lm Z w+ Ez — Ey +1in ‘

n—0t

The spectral function is equal to twice the negative imaginary part of the retarded prop-
agator. In the limit of 7 — 0% the Lorentzian turns into a d-functions as discussed in
eq. (B.4)

Alw) = —2Im G*(w)

- 27r2| (ol at |8 (c(Es) F c(Ba)) d (w + Es — Ba). (C.4)

The Lehmann representation of the Keldysh propagator is defined in eq. (2.38), and
is the opposite commutator as for the retarded propagator and without the Heaviside

function. This means that the form is similar to eq. (C.2)

Gt —t) ——zZe (t=)(Bs=Ea)| (| ot |8)|* (c( Ep) £ c(Ea)) (C.5)

which can directly be Fourier transformed

_ —ZZ| af ' |8)? (¢(Es) £ ¢(E)) 6 (w + Es — E.). (C.6)

This is seen to be sign-changing for fermions which is due to the vacuum contribution

included in G¥. Separating the vacuum contribution as in eq. (2.82)

G5 (w) = GK(w) +iA(w)

= i Y " 2(Ea)| (o] a6 |8)26 (w + By — Ea). (C.7)
a,B



Appendix D

Contour configurations of diagrams:

An algorithm

In this appendix, we will discuss an algorithm to generate all the different Keldysh vari-
ations of a specific diagram. We will discuss how the causality structure and different
approximations drastically reduce the number of finite diagrams. The starting point is
N, vertices of a given type N, propagators connecting the different vertices. These are
then connected, which gives rise to the specific topology for which we want to find all the
different contour variations. As an example, consider the same diagram as discussed in
the main text, repeated in fig. D.1 for convenience.

To efficiently represent the diagrams mathematically, the standard methods from
graph theory are the adjacency matrix, and the incidence matrix [239]. The adjacency
matrix is a N, x N, matrix. The 7,7 element of the adjacency matrix is one of the ith,
and jth vertex are connected to each and zero otherwise. The incidence matrix (Z) is a
N, x N, matrix where the element Z;; is 1 if the jth propagator attaches to the 7th and its
arrow points towards the vertex. If the arrow points away from the vertex, the element is
-1. This means that each column of the incidence matrix sums to 0. Our goal is to describe
the contour structure of a diagram. We do that by determining if a propagator is of the
retarded, advanced, or Keldysh type, which is determined by the type of the ingoing and
outgoing legs (quantum or classical). This information is encoded in the incidence matrix
because it describes each propagator as having an incoming and an outgoing part. The
only necessary addition to the incidence matrix is to distinguish between quantum and
classical fields. Diagrams can contain propagators that start and end at the same vertex,
giving rise to a closed loop consisting of one propagator. If the propagator in the loop
is a retarded propagator, then it will cancel against the same diagram with an advanced
propagator due to eq. (2.40). In these cases, the only non-zero diagrams are when the

Keldysh propagator is in the loop. A keldysh loop can be included in the algorithm by
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DPs Dbs
P

V1 b1 Vo b2 V3 b3 V4 P4 Vs Ps Vg

//’/ // /
---»--- 1 1
4 4

Figure D.1: A repetition of fig. 2.5 for convenience. The topology of a diagram for in-
teraction between three different types of fields (differentiated by the arrow and line type)
contributing to the self-energy. It consists of six vertices, each labeled by v; and eight
propagators labeled by p;. Below the diagram is the four possible types of vertex structures
arising from the contour degree of freedom. Due to causality, a configuration with only
classical legs is impossible.

constricting the possible configurations for the vertex with the loop, similarly to how the
end vertices’ configurations will be constrained. Having discussed how to deal with loops
consisting of single propagators, we will continue the discussion of diagrams without such
loops.

To illustrate how the incidence matrix looks, consider the example diagram in fig. D.1.

Here the incidence matrix takes the form

-1 0 0 0 0 -1 0
1 -1 0 0 0 0 1
s o 1o 0 0 0 -1 0.1)
0 0 -1 0 1 0
0 0 1 0 -1
0 0 0 1 0 0

The ith row corresponds to the vertex v; and the jth column corresponds to the p;th
propagator. As an example consider the vertex vs. This is contained in the third row.
The third row has a +1 for the second column because the ps propagator is incident on
this vertex and a -1 for the propagators ps and ps.

Next, we need to include a degree of freedom to distinguish between quantum and
classical fields. One way of doing this is by making the incidence matrix complex and
let real numbers represent classical fields and imaginary numbers quantum ones. To
generate all possible structures, we first define an array V, of length N, containing all

possible configurations for each vertex. It is not necessary to distinguish between in and
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outgoing fields here because this is included in Z. In this way, the algorithm has no
assumption about the form of each vertex, and we have a direct way of incorporating
constraints. The constraints can be incorporated by limiting the possible configurations
of the specific vertices in the diagram. For the diagram in fig. D.1 the internal vertices

have four different configurations such that the entries for ji, € {2,..,5} in V. are all

given by
11
1 2 1
Veijie = D.2
»Jin 1 1 4 ( )

Each row represents a different configuration, and each column represents a specific leg
of the vertex. The two end vertices must be constrained because we want to separately
compute the contribution to the retarded, advanced, and Keldysh self-energy.

As discussed in section 2.7, the self-energy diagram in fig. D.1 is a self-energy contri-
bution to the double arrow (D) field. For the retarded self-energy ©#, we need the D leg
of v; to be classical, while for vg we need the D leg to be a quantum field. This means
that there is only a subset of allowed configurations for these two vertices, and they are

effectively only two-legged. These two elements of V.. are therefore

7 1 1 1
Veqr = < .>, Veo = ( ) (D.S)
1 ¢ )

As alluded to previously, this is the same way one would deal with a diagram containing
a propagator looping back to its initial vertex. For ©%, then both D legs at the ends of
the diagram have to be quantum fields. In that case V; would have the same possible
configurations as V.

Now we need to build all possible configurations of the chosen diagram. This is done

by looping over all possible combinations of the form

A = (nl,ng,...,an), (D.4)

where each n; takes on a single integer value from 1 up to the number of rows in V_;.
Each vector A; then describes which vertex configurations the jth Keldysh configuration

of the diagram has. For the considered diagram, this leads to
Np, =2-4-4-4-4-2=2'"=1024, (D.5)

different combinations which makes A in eq. (D.4) a matrix of dimension Np, x N, =
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1024 x 6. For each of the Np, combinations (each represented by a row in A), we then
construct the sparse complex incidence matrix D;, which represents the ith configuration
of the diagram. The ith row of A generates D; by elementwise multiplication of the non-
zero values in Z; with V. ;... This works because the number of non-zero values in Z; is
equivalent to the number of links in the vertex v;. The direction is contained in the sign
of Z;, and the type of field is contained by the configuration V. ;,. which picks the n;
configuration of the jth vertex. One now has Np, different complex incidence matrices,
which can be efficiently sorted.

The first step in sorting the diagrams is that any configuration that contains a quantum-
quantum propagator vanishes. In our matrix representation, these propagators are iden-
tified by both input and output legs being imaginary. Therefore, a diagram D; containing
a g-q propagator can be identified by having at least one value of 2 in jth row of the
matrix defined by

Fogjsm = ZIIijIn,m, (D.6)

where Im is the imaginary value and |o| is the absolute value. Discarding all these diagrams
drastically decreases the number of potentially relevant diagrams. For the considered
example, the number of diagrams decreases from 1024 to 84.

After removing all g-q propagators, we consider the vacuum contribution in the Keldysh
propagators. This vacuum contribution can cancel against other diagrams. Separating
the vacuum is also useful because replacing G¥ with JG¥ generally makes the physical
interpretation of the diagram significantly simpler and gives a good basis for further ap-
proximations. Analogous to the g-q case, a diagram that contains one or more Keldysh
propagators will have two classical legs. They can therefore be identified by having at

least one entry with value 2 in the jth row of

Fucjm =Y _|ReD;j|nm. (D.7)
n
Consequently, the diagrams can be split into two types: those containing a Keldysh
propagator, which we define as Dk ;, and the remaining ones D;.

For all the Dk ; diagrams, one can now substitute each Keldysh propagator according
to eq. (2.82). Notice that by inspecting each diagram, one will see that, effectively, new
vertex configurations have emerged due to the separation of the vacuum contribution. To
do the substitution successfully, one has to include one new degree of freedom to account
for the fact that the diagrams now can acquire an overall negative sign. As the sign is
already used to define direction, we introduce a variable called minus.

The separation of Gi’s can be done iteratively for diagrams with several Keldysh
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propagators, and all the diagrams can then be sorted into two groups: D;T which contain
all diagrams (also those in D;) where one can extract a prefactor of minus*, with n €
{0,1,2,..}, and D; where one can extract a prefactor of an odd power of minus. Any
diagram that both appear in Dt and D~ then cancels. For the specific example in
section 2.7, writing out the vacuums has increased the total number of non-zero diagrams
from 84 to 236 with a positive prefactor and 152 diagrams with a negative prefactor.
One last generic feature that can lead to diagrams vanishing is the causal struc-
ture of the propagators, which means that combinations like GF(t,#)G4(¢,t') vanishes.
These cancellations only rely on the Heaviside dependence of G and G on relative time
(1 =t—1t"). To identify these cancellations for complicated diagrams, one has to consider
the internal propagators’ relative time arguments. The diagrams are usually written in
the absolute energy w domain (Fourier transform of relative time) as done in eq. (2.62). It
is, therefore, necessary to transform back to relative times to identify the causality cancel-
lations. For diagrams with vertex strengths constant in relative time, we get conservation
of the absolute energy at each vertex. To explain how this allows us to implement the
causality, we consider the specific example in fig. D.1. Here the Fourier transform back to
relative time leads to three d-functions because of the three closed loops. The d-functions
can be used to constrain the relative time argument of three of the propagators, and we
are left with Ny,.. = 5 free relative time variables. For the considered example we let
the D and W (wavy) propagators in the diagram have free relative time variables such
that p;, () for iy € {1,..,5}. The relative time dependence of the three S (straight)
propagators can then be written in the form pic(zif Bi.i;7i;), where i. only runs over

propagators with constrained relative time index

pe(T1 + T2+ 73), pr(—T2 — T3 — T4), Ps(T3 + T4+ T5). (D.8)

From which the elements of B can be directly read off. For a diagram to vanish due to
causality, it is then necessary to combine the first five propagators so that the product of at
least one of the three S propagators vanishes. To make these constraints computationally
efficient, we define the vector 7., Which has the indices of the propagators that have free

variables as their relative time index, which for the considered example gives
Tree = (17273747 5)T (D9)

Together with the array B, Tge fully defines our constraints. To do this, we investigate
each diagram in both DT and D~ independently. For a specific diagram in D" or D~ we
know that a retarded (advanced) propagator is only non-zero if its relative time index is

> 0 (< 0). So we first consider all the constrained propagators, which are directly given
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the similar label columns of the complex matrix Df. The jth component of

Fupjic =Y (ReDjF)m’ic , (D.10)
will then have a +1 when the propagator is retarded, a -1 for an advanced propagator,
and for a Keldysh propagator, it will be zero. This means that if Fi, ;;. = +/ — 1 then
the i.th propagator in jth diagram is a retarded /advanced propagator. It is only non-zero
when its relative time argument 7;, = Zif Bi.i;mi, >/ < 0. If Fypj;, = 0 then the i.th
propagator in jth diagram is a dG¥ propagator which can be non-zero for all values of
T;.. We then do the same for the unconstrained propagators but also contract this with

the signs of our constrained coefficients

Fpji. = Z sign (B;,.i,) (ReDf) (D.11)

mif

myip

Fp.jii, is then equivalent to the 7;, with the 7;, being multiplied by +1, —1 or 0 depending
on if the propagator p;, is retarded, advanced or Keldysh. For 7;_ to give rise to a vanishing
diagram, it has to have a definite sign. This means that the only constrained times we
can use are those where all 7;.’s in the superposition belong to retarded or advanced
propagators in such a way that when combined with the superposition coefficient, B, the
sum is always zero for either positive or negative times. This information is contained in
Fpg j.;, through its magnitude because for those definite constrained times the magnitude of

Fs ji, must equal the magnitude of ), |B;,;.|. We can therefore set all elements in Fj;, ;,

|
iy
to zero that does not satisfy this equality and set the remaining components equal to just
the sign of the element. After this procedure Fpj;, = +/ — 1 means that 7,, > / < 0 for
the i.th propagator in the jth diagram. The condition for the jth diagram to vanish due

to causality is that the condition
Fepjiic s jic > 0, (D.12)

is satisfied for at least one of the propagators (a specific value of i.). For the considered
diagram, this takes us from 256 (152) to 134 (68) positive (negative) diagrams. This
means that after removing all diagrams vanishing due to causality, D has 220 entries
left, each describing a contour variation of the diagram in fig. D.1. These all have to be
calculated for a generic situation, but if certain parts of the system are not occupied, we
can directly implement such an approximation by setting all 6G¥ propagators for this
type equal to zero. Note that this is only possible because the vacuum contributions have

been separated out. In the considered case, a physically realistic scenario is that the S
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propagator represents a large medium that interacts with the impurity described by the
W propagators. These attractive interactions can form a composite state described by
the D propagator. If the system is in the impurity limit, the §G*¥ is zero for both the W
and the D propagators. Using the same method as in eq. (D.7) to remove the diagrams
with a Keldysh propagator for the D and W propagators, we are left with nine diagrams.

Our discussion has exemplified that diagrams with many internal propagators generally
leads to an intractable amount of diagrams with different internal Keldysh configuration.
However, many cancel due to the different aspects of the causal structure. To simplify this
process, we have described an algorithm that does all the combinatorics when supplied
with the boundary conditions. The boundary conditions consist of the incidence matrix
for the diagram topology, the V. array, and B. Furthermore, we have seen that impurity
limits are easy to implement in the algorithm and can significantly reduce the number of

diagrams one needs to consider.



Appendix E

Stuart-Landau components

In this appendix, we will derive the three tensors needed for the Stuart-Landau equations
in eq. (4.84). The equations of motion are the atom-number conserving equations on the
center manifold in eq. (4.63). These are expanded and evaluated at the NP fixed point
Xy = 0. The elimination of the homogeneous atom state means that factors /2n, appear

through eq. (4.62). To useful derivatives will therefore be

0 Xa

— oy = ——*_ E.1
aXa no /_27'7/0’ ( )

and 5 . %
a (E.2)

8Xa \/2710 - (2”0)3/2.

The derivatives with respect to P, are equivalent with the replacement X, — P,. The
first term is the Jacobian which is the linear term VF(x). The derivatives of the X,

component of F' is

O0Fx, P,
X, __Ha_—?_n();mXi_ 3/2 Zm
0Fx Xa

= Fkp— ZXz - (R3] E.3
apa R /—2n0 ZU 3/2 ZT] ( )
8FXa - _XaPani GFXa o O
0X;  \2ng 0P
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For the P, component of F', the elements are

OFFp, 3X, X3
- =—F X+ — i X,
aXa Rt /2n0 Z U + (2n0)3/2 Z N

an Pa X2Pa
L= —Kqt+ niXi — — =5 ) miXi, (E.4)
OB, = Y 2 i
an XQUZ‘ an
L= 2= —nv2n,, ——=0.
0X; Ve "V o
The cavity X; component has the derivatives
oFx, OF, 0F, OFY,
i i L _51 is — = 51 A’L E5
0X,  OF, 0%, s Tgp, T (E5)
Lastly, the cavity P-quadrature components of gradient of F' is
OFp, X2
i : /2 + a 7
6Xa K 1o vV 2710
OFp. X4P,
L : E.6
8Pa g vV 2TLO ( )
OFp, OFp
s =00, 5 = —0i ki
0X; g oP, d*

At the NP fixed point ng = 1 and P, = X; = X, = P, = 0. The matrix form of the

Jacobian, when only including the jth cavity block, is

, (E.7)
0 0 —kq  FEg
_nj\/§ 0 _ER —Rq
which is connected by the unitary transformation
1 ¢4 0 0
1 {1 — 0 0
U=— LU (E.8)
V210 0 1
0 0 1 —

to the Jacobian in eq. (4.20). The Jacobian here generalizes to several modes in exactly

the same way as eq. (4.20).
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Next, we consider the quadratic non-linearity

7 1 aQE a<VF)z,n
Mm = 20X,0X,,  0Xn (ES)

As the derivatives can be exchanged M}, = M}, . Here we need the additional derivative

01, X
X (2n0)** " (2n)**

(E.10)

First, we consider M?* ., and to keep the indices more compact, we will use small x and

n,m?

p for the quadrature field indices.

M =

3P, X,
Ta,Za _(277, )3/2 ( 2”0) ZT]Z &
1 2 P2
Ma:;,pa = - ,__271 ( ) an T 3/2 (1 -+ 32—7110> Z?]ZX“

NiFa X;
M*e = — 14+ =@
=g (1 m) |
P.X P?
M = ——2 (2432 i X,
Pa;Pa (2710)3/2 ( + 2n0> EZ:TI

T]iXa P2
an = — 1 _|_ 4 3

Mge,, = Mye, = Mg, =My, =My, =0.

Ta,Pi Pa,Pi Xj,T Di, Ty Di,Pj

(E.11)

All the elements are at least linear in a field from the center manifold, and all elements

of My, therefore, vanish when evaluated at the NP fixed point. Next we consider M},

| X2 Xg
Mfa Ta ,—2n0 (3 + 42n0 + 3 2) Z 77in,
P X
MPe =3—2 N
Ta,Pa (2n0)3/2 ( 2n0> Zn ’

niXa X2
Fa i VvV ZTLO ( 277,0)

1 X? X2p?
Mpbe = . 3——=% (R )
Pabe /20 (2n0 (2n0)* ) ZW

niPa X?
Mo = () R
Fobe\/2ng < T 2n0>’

MPa = MPe = MPe = MPe = MPe =0,

Za,Pi Pa,Di X, g Di, Ty DisPj

(E.12)

Evaluated at the NP fixed point, all these elements again vanish. As (VF),  are all
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constants M7 = 0 for all values of n,m. The only remaining elements are MF:, , which

are given by

Mwa,xa - ( no

MP =
b ( no) (E.13)

niX a
MPi = 1+ %
PasPa /2n 2n0
Di — Pi — — Pi — Pi — Di —
an,pj = Mpmp] = My o = MP 2 Mpk,p] = an,xj = Mpa@j = 0.

Again all terms are at least linear in the center manifold fields, and all elements in M?

n,m?’

therefore, vanish at the NP fixed point as expected from the reflection symmetry. The
final tensor elements we have to contribute are the once in
: 1 OF 10M;
Nijg=mmo e = 2t (E.14)
w61 0X,0X,0X, 30X,
such that N! kg 18 fully symmetric in subscripts. To have anything non-zero at the NP

fixed point, the element of N?, can only depend on the center manifold fields through

n,k,q
ng. It is, therefore, sufficient to consider the terms of M, that are linear in one of the

fields (ignoring ng). These elements are

M‘ra _ Xanj Ml.a _ Panj Ml-a _ E
= e M= g M= S
e _ Xaj Pa :3Zij77j e _ Zj 5" Mre - Pun;
Tj,Ta 2\/%’ Za,Ta 2\/2_710 ) PasPa 2\/2_,,10 ) Zj,Pa 2\/2_,'7/07
Dj — 3 Xll?/]] Pj — Xanj Pj — Pll?/]]

fuqz T ; Pa,T ) Ta,p. .
arma 2\/2’[10 ara 2\/2”0 e 2\/2”0

Because of the symmetry, we only need to compute five elements of N’ kg as all others
will either vanish at the NP fixed point or be a permutation of the subscripts. These five

non-zero elements at the NP fixed point are

Nma — 77] Pa — 77] Pa — 77-7
Ta,Pa,Tj 6\/57 Za,Za,Tj 2\/57 PasPa,Tj 6\/5’ (E 16)
Pj _ 77] Dj _ 17] '

N = N
Za,Ta,Ta 2\/§ asPasPa 6\/5



Appendix F

Spline interpolation

In this appendix, we derive the matrix form of the cubic and quintic spline interpolations.

F.1 Cubic spline

The cubic spline is built of piecewise polynomials, with the highest order being a third-
degree polynomial. Using the continuity conditions eq. (5.58) with & = 0 directly gives
an equation for the first order coefficients

Aag

J

a? . L .
where g, ; is defined as g1 ; = a3 Av; + %ij. This function is defined such that it only

contains the second highest order coefficients and different node spacings. To eliminate

ajl- from the system we consider the continuity equation for k =1
1 2 2
Aa; = 2a;Av; + Aaj;Av;. (F.2)

By applying the difference operator to eq. (F.1) we can equate it with eq. (F.2) and

thereby arrive at a linear set of equations for a?

Ad; ] . (F.3)

203 Av; + AaZAv; + Agj = A [A—]

As the third term on the left has a contribution where A is applied twice, this leads to the

j’th coefficient coupling to j + 2. As the system is linear, it can be written using matrices

A@Q == Bao, (F4)
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where bold letters indicate matrices and the vectors of coefficients are indicated by the
arrows. The continuity condition has therefore given rise to N — 3 equations for the N —1
a? coefficients. This is a general feature of the spline interpolation, such that the equation
system for the second highest coefficient always needs to be supplemented with M — 1
boundary conditions. Which boundary to choose depends on the nature of the functions
one is interpolating, but for our calculations, we are always attempting to choose grids
where the function values are negligible at the grid boundaries. This makes the results
independent of the specific choice of boundary conditions, and we, therefore, chose the
most convenient boundary conditions. Currently our equations couple the jth to the
Jj+ M —1 component. One can instead write the equations for j + 1th coefficient, and the
system of equations is then symmetric around n = j + 1. One can then use the boundary
conditions to determine the undefined coefficients at both ends of the interval. Rewriting
the equation system in eq. (F.3) for n = j + 1 is unnecessary as it is very simple to
implement the shift and boundary conditions on the matrix structure of the linear system.
For convenience it is advantageous to use the continuity condition, eq. (5.59), to define the
a’% coefficient. This allows one to work with quadratic matrices instead rectangular ones
and also ensures the highest order coefficients are fully defined. Generating the internal
part of the A and B matrices only requires the definition of one matrix, one vector,
and a few standard numerical operations. As a starting point, one defines the (N, N)
matrix representation of A, which is a matrix (A) with —1 in the diagonal and +1 in the
band above the diagonal. The necessary vector is h = A7. This is nothing more than
the vector Av padded with one additional arbitrary element. The first operation one
has to define is the cutting operation for matrices and vectors, which we here define as
M(n,;; —m,,ne;; —m¢|. This is to be read as the matrix M with the first n, (n.) and the
last m,. (m.) rows (columns) removed such that the dimension of M[n,;; —m,, n.; —m.|
is N —n, —m,, N —n.—m,). The next operation is a dimension independent version of
the difference operator defined as A [M] = M[;; —1] — M[1;;]. Notice that this operation
only acts on the rows of a matrix and, therefore, also is well defined for a vector. Lastly,

one also needs the row-wise multiplication defined through
(UO M)@j = Uz'Mi,j; (F5)
which generalizes to an element-wise multiplication for two matrices

(M 0 My);; = (My);;(Ma)s ;. (F.6)
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With these definitions the g; matrix is given from eq. (F.3) as
o h
glzho]l—i—goA, (F.7)
where the 1 is just the (IV, N) identity matrix. using this one can directly write off the
internal part of A from eq. (F.3) as

—

Ali=1] =2 (Fot) [i=1]+ (o A)is—1] + Alg), (F.8)
and similarly for the internal part of B

1
B[1;;-1]=A {EOA} . (F.9)
The boundary conditions set the last (M — 1)/2 coefficients at each end of the grid. Here

we choose the be a% = a? = 0. One can then solve the linear system of equations in

2

eq. (F.4) which gives rise to a matrix A, that gives the a;

coefficients for any function
evaluated on the same grid

Asl;; —1]dg = dy. (F.10)

We are dealing with two-dimensional functions (momentum and frequency), so to find
all the a?- coefficients in frequency for all momentum states, one has to do a matrix
multiplication from the appropriate side.

Lastly, if one needs the remaining coefficients, they are easily found from the derived
equations using the same ”vectorization” method as the one used to find the internal
parts of the linear system in eq. (F.4) and apply it to eq. (F.1). This gives the remaining

three coeflicients .
C?l = <z oA — gl.Ag) [, ) —1]50,

. 1 .
az = (ﬁ oA [AQ]) agp.

Which again can be found by doing the matrix-vector product with the data points.

(F.11)

F.2 Quintic spline

For the quintic spline, we use the same notation for the coefficients, as the two different
splines do not appear together apart from a few cases. In those cases, we will differentiate
them explicitly.

Like the cubic spline, the approach is to rewrite the continuity equations to a linear

system for the second highest coefficient (ajf). The continuity equation is the same as for
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the cubic spline, namely eq. (5.58). The highest order coefficient is given by eq. (5.59)

while the lowest order (a?

it makes the equations and manipulations slightly more compact if one already here

) is just directly set by the data points. For the quintic spline,

introduces the first g-function

0 4
5 95 o Adj

From the k£ = 0 continuity equation the ajl equation is written as

1 Aag 2 2.3 31
a; = - — Avja; — Avja; — Avjg;, (F.13)
J

4
j .
to eliminate the ajl. coefficients by equating it to the £k = 1 continuity equation, which is

with g} = g? + a;. Applying the difference operator to this equation makes it possible

given as
Aaj = 2Av;a? + 3Av:a] + 4AvSa; + 5AV)g). (F.14)

This leads to an equation containing a? and ajz +1- To isolate the ajz coefficient we use the

k = 2 continuity equation
Ad} = 3Avjal + 6Ava; + 10Av7g). (F.15)

The result is the equation for a

A Aa?
a? = —[E} —3Av.ad — A [Avja] — i (F.16)
J Al/j+1 + Al/j 770 ij+1 —|— AV]' ij+1 —|— AVJ'7 '
with
g? = 2Auj2 (BAv;41 + 2Av;) a? + 5A1/]2 (2Av,41 + Avy) g? +A [Q;AV?] . (F.17)

The last remaining coefficient that has to be eliminated is aj’?, and this is again done by

applying the difference operator to the above-derived equation for the previous coefficient
and then equating this to the k = 2 continuity equation in eq. (F.15). This leads to an

equation for a? that contains a3, a3, and a},,. Like the previous coefficient, we need the

higher order continuity equation to construct an equation for a;)?. The k = 3 continuity
equation is

Aa? = 4ija§ + IOijg?. (F.18)
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After having used this once for the a3, terms and twice for the a?,, terms, we arrive at

AdY
A |:Al/j'
AVj+1+AVj
3
3 _ B 9;
] )
J AV]'+2 —+ AV]'+1 + Al/j AI/j.,.Q + Al/j+1 + Al/j

(F.19)

with the last of the g-functions being defined as

g? ZQAVJ (2AVj+2 + 4AV]'+1 + SAVJ) a?
+10Av; (Avjia + 280511 + Avy) g
LA AV}, (4Av;af + 10Av;9%) + g7
Al/j+1 + Al/j

(F.20)

Lastly we can eliminate the a? coefficient by applying the difference operator to eq. (F.19)
and equating it to the & = 3 continuity equation in eq. (F.18). This gives the linear system

where each coefficient is determined by the equation

_ N {225] -
AV]'+1+AV]'
3
g o
4Av;at + 10Av; ¢ + A d =A . (F.21
I jg] AV]'+2 + Vit + Vj ij+2 + ij+1 + Al/j ( )

This gives N —5 equations for the N —1 coefficients, and one, therefore, has to supplement
the quintic spline with four boundary conditions as discussed in appendix F.1. We can
apply the same method developed there to write the linear system with matrices. We use
similar boundary conditions as for the cubic case which translates into af = a3 = a}_, =
ay = 0. One can then solve the linear system and compute the remaining coefficients
from eqgs. (F.12), (F.13), (F.16) and (F.19). Unlike the cubic case, these equations are
not enough to determine all conditions. For the a? coefficients eq. (F.19) only gives N — 3
equations. This problem occurs because the boundary conditions are not included directly
on the level of this equation; however, this is easily dealt with by using the continuity
equation for a? in eq. (F.18) to generate the two missing equations. This then incorporates
the effect of the chosen boundary conditions into the ag? coefficients. For the a]2~ coefficients
in eq. (F.16), one is, for the same reason, missing an equation that can be recovered by

using eq. (F.15).



Appendix G

Hankel transform

In this appendix, we will construct the two arrays used in eq. (5.87).

G.1 Hermite Interpolation of the Bessel function

The first element necessary is the Hermite interpolation of Jy(s) = h(s). To find this
interpolation, we are following the approach described in [240] but specified to our specific
case of a two-point interpolation. To this extent we consider the two nodes & = (g, z1)7.
At each node, the values of the Bessel functions and P — 1 derivatives are known. For

this case, the two-point Hermite interpolation can be written
2P
h(s) = Z f[ffp]w(tp*l)(sl (G.1)
p=1

where f;7, are the general divided differences (GDDs). t, is a vector of length 2 that
contains the combinations of powers at the different nodes and w®)(s) = (s — z)70(s —
x1)'! gives the actual powers. To make this more concrete, consider the case with P = 3.

In that case

to 0 0
& 10
ty 2 0
ts]=13 0]. (G.2)
£y 31
t5 3 2
ts 33
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The corresponding powers are

w(s) =1,

wﬁl(s) = s — o,

w(s) = (s — z)?,

w(s) = (s — m0)?, (G3)
w(s) = (s — z9)*(s — 1),

w(s) = (s — z9)*(s — 21)%,

w'(s) = (s — z9)*(s — 21)°

To complete the example the term for polynomial that is proportional to w’?‘*(s) is

f[xo,mo,ro,ﬂfl](‘s - $0)3<S - 1'1). (G4)

A key feature of the GDDs is that they can be written as a linear transformation

5 =Go, (G.5)

¢ = (Jo(@n) s IS (@n)s Jo(@nsn)s s IS (@) T (G.6)

are all the known function values at the nodes. The matrix G takes the form of a lower

Lo O
G=|[_" : (G.7)
LlO Lll

with each L,,, being a block of size P x P. Lgg is nothing but the block describing a

triangular block matrix

Taylor expansion to order P around x

10
0 1
Lop = (G.8)
1
P—1)!
To write the two other blocks, we define
- (tp)
wiv) = (G.9)
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and
P d” 1
W (s)] -,
The second block in the diagonal is lower triangular
TP (G-11) .o . )
— i<
(Ll,l)z’j = 7 . (G.ll)
0 otherwise
The off-diagonal block is dense with each element given by
P+ (P — 5.0
a{ )
(Lio),, = (P = 5,0) (G.12)

(P — )l

Considering again the example of P = 3, the second diagonal block takes the form

al)(0,1)

0!0! 0 0
Ly = ()6(55)(1, 1) 04(55)(0, 1) 0 ’ (G13)
110! 0!
a®)(2,1) a®)(1,1) a)(0,1)
210! 11! 012!
while the off-diagonal block is
a(tl)(g’ 0) a@)(l, 0) a(ta) (0,0)
210! 1! 012!
L= | 2™(2,0) a®(1,0) o®(0,2) | (G.14)
210! 1! 012!
a®)(2,0)  a)(1,0) o (0,0)
210! 1! 012!

Using these blocks to construct the full matrix G, one can find the Hermite interpolation
of function when the P — 1 derivatives are known. This same procedure can, therefore,

also be used for doing translationally invariant Fourier transforms in 3D.
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G.2 Oscillating integrals

The other array that has to be precomputed for our Hankel transform is the fast oscillating

integrals in eq. (5.85). An element in this tensor is given by

P mzak2a

P = ——G(n)E, : G.15
W R, gt (1) En (1) . (G.15)
with
Em:erf( /Lﬂ) _erf( /LM) (©.16)
Oéj2 Oéj 2
and
G, = /(). (G.17)

The derivative of the product leads to binomial coefficients

P ﬁem]-kgi p\ (9"9G;(n)\ (9"Eju(n)
o 8a; q onp—4 on4

q=0

~—~

G.18)

n=2iajkn ‘
The derivatives of G; can be expressed through Hermite polynomials H,(z)

I"G(n)
onp

Ginp = 1)PH, («/zozjk; ) —iki (ida,) P2 (G.19)

n=ti2akn

The derivatives of E are less compact but can also be expressed through Hermite poly-

nomials
B 2(_ 1)P—1

™

(—iday;) 7P/? ik (Hp_l(u fiask,)
(G.20)
—H

p1(i \/Ej(knﬂ - Qk‘n))ei“j(kﬁknﬂ)) :

I can then be written as
\/E i k2 i p
Iﬁj - Savs ¢ gjnPEjn + Z q gjn(p—l)gjnq . (G21)
j =1

One can significantly decrease the computation time by taking advantage of the fact that

the same Hermite polynomials occur in both £ and G.
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